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Introduction

This author raised a number of issues related to the MIH state machines in Draft P802.21_D9.0.   These issues are considered in more detail below.

In the spirit of wanting to help find a solution to any issues, a simulation model was developed in the language Promella
 and verified in the Spin environment.  This model did not fully address the functionality of the state machines (i.e. no support for Broadcast).
During the development of the model, the author gained a much better insight into the workings of these state machines, and will use that insight to comment on improvements to the state machines, as well as resolutions to his sponsor ballot comments.

In the observations below, I highlight bugs in red,  and areas for improvement in yellow.

Status of this work

I have tried to investigate, as much a time permitted, the technical issues related to the MIH protocol state machines.

The result is a better understanding of my own comments, and identification of some bugs and improvements.

Apart from answering questions related to this content, the author has no intent to perform any subsequent related work, simulation or analysis or to provide exact replacement text or state machines.
The Promella source code is reproduced below, so anybody with an interest can provide an analysis of any changes to the state machines.   This is consistent with the D9.0 state machines modified to address bugs reported below.
This program has verified correctly.   This means that no assertions fail, that there is no path that results in an illegal (i.e. blocked) end-state, and there is no code that is unreachable (i.e. all transitions are exercised and useful in the protocol).

Recommendation to 802.21

Suggestions for 802.21 going forward:

1. Fix the bugs in the protocol

2. Improve the description of instancing

3. Improve the description of the interaction of the MsgInAvail and MsgOutAvail flags with the transaction client and link interface.

Although there a number of areas where the protocol is confusing and could be improved (i.e. to have per-link persistent state machines),  I would recommend only fixing what is known to be broken,  unless there is someone in 802.21 who is willing to revalidate any changes to the state machines using my code as a starting point.

Observations on the state machines

Consider this, for instance
The biggest single problem with the state machines is to do with the word “instance”.

There is a rule in D9 that at most a single transaction instance can exist between any two mih peers in 8.2.2:  “At any given moment, the source MIH node shall have no more than one transaction pending with a certain MIH peer. In other words, the source MIH node has to wait until any pending transaction is completed before it initiates another transaction with the same peer.”

Now, question, how many AckResponder or AckRequester instances can exist at an mih entity for a particular peer link?

The answer to this is critical.   I assumed, when I started investigating the operation of the state machines, and when I commented on the sponsor ballot that the answer is one of each.

This means that there is a single set of instance variables shared between the four specified state machines.

I soon learned through simulation that this was not the case.   If there are a single set of variables, the MsgInAvail and MsgOutAvail flags are written in multiple state machines without coordination.   I tried to find modifications that would enable this to work, but the work turned into a dogs dinner, and the light eventually dawned.

The answer is that there are two MsgInAvail,  MsgOutAvail,  Ack Responder and Ack Requestor instances per peer link – one for outgoing and one for incoming messages.
Once this is understood the operation is a lot simpler.  However, there is un-described functionality missing.  An incoming message from the peer link has to be routed to the correct state machine.   The routing is trivial – based on opcode.

What is a piggybacked Ack?

Another interesting complication in the state machines is one of “piggy backing” an ack.
This is clearly (though the name) intended to convey an ACK on a packet intended for some other purpose.  But, now that the source and destination transactions are effectively decoupled, the only non-ack message that may be sent is a Response.   There is no point piggybacking an Ack on the matching response, because on receiving the response, the source transaction state machine looses any interest in its Ack state.

One error in the protocol is that there is no Opcode defined for a packet that is sent as an ack,  but is not intended to perform any other purpose.   In the simulation, I invented a new packet type “Null” whose only use was to carry  ACK_RSP=1.  Note, that this is the only time that ACK_RSP carries any significance.  

Consider the following:

	Packet
	Immediate response
	Delayed response

	Request + ACK_REQ
	Null + ACK_RSP
	Response + [ACK_RSP]

	Indication + ACK_REQ
	Null + ACK_RSP
	None

	Response + ACK_REQ
	Null + ACK_RSP
	None


The only case when a non-Null packet “carries an ack” is the Response + ACK_RSP case.  But on receiving the response, the source transaction completes with SUCCESS, regardless of the ACK_RSP bit setting.   So it has no effect.

So, we could loose the ACK_RSP bit completely, and replace Null+ACK_RSP with an opcode meaning “Ack”.  I believe this would be clearer.

Delayed Ack Response is too complicated
A possibly unnecessary function is the delayed ack response detection through a timeout.   This is clearly designed to allow access to remote data or such in the response.   Perhaps a cleaner alternative which avoids the timeout is to have the transaction client indicate to the transaction destination s/m synchronously that a response is available or will be available after some delay.  The ack can then be generated immediately in the case of a delayed response, rather than after some timeout.
Other minor concerns

MsgInAvail and MsgOutAvail updates

The MsgInAvail and MsgOutAvail values are reset before the values are used, potentially allowing these buffers to be overwritten.  The point is that the state machines don’t describe the operation of the transaction client or interface to the link.   These entities are likely to synchronize on these variables to avoid overwriting buffers while their values are in use.   It is possible to argue that the s/m transition takes place atomically,  so this isn’t necessary a bug in the protocol – even though it did create one in the simulation.
MsgOut.TID used after MsgOut released

MsgOut.TID is read on the exit from WAIT_RESPONSE_MSG state,  long after the MsgOutAvail flag has been reset.  This needs to be replaced with reference to a local copy.
Duplicate response transmissions don’t carry ACK_RSP

In the PIGGYBACKING state, the Ack Responder has the following two lines:

"DUP=MsgOut;

MsgOut.ACK_RSP=1;"

Assuming that the ACK_RSP is what carries the ACK, any subsequent "Transmit(DUP)" does not carry the ACK_RSP flag set to 1.
Resolution:  reverse the order of the lines.

This is arguably a bug, however because on receiving the DUP (which can only contain a Response), the transaction source looses all interest in requesting further acks.

More on instancing the Ack Responder state machine

The Ack responder s/m only enters the SUCCESS state on a timeout.   Given that only one transaction can exist at a time, it looks like that highest rate that a destination transaction can be created (if it needs to generate ack responses) is once per transaction timeout.

This is clearly not the intent.   The intent is "clearly" that when the transaction Destination state machine exits with a SUCCESS status, the ACK responder ceases to exist.

But look at the state machines.  This actually means that the ack responder gets

cancelled before it can ever send an ack.  Not very useful.

What we need are persistent state machines, one per link instance.  Then the subtleties

hidden by the unstated and difficult to realize instancing rules are exposed.
Then the Ack Responder can hang around to generate Ack responses to duplicate response frame transmissions until the start of the next transaction.   This is the solution I identified in my simulation.

More on managing the Ack state machine instances

The StartAck* variables are used both as levels in the transaction state machines

and as events to trigger the ack state machines.  It would have been preferable to set in the transaction state machines and reset in the ack state machines to give a positive acknowledgement that the event has been seen.   Because it is necessary to ensure that the Ack state machines are reset at the *start* of the next transaction (see previous comment),  a new pair of variables ResetAck* were created (set by transaction s/m, reset by ack s/m) to manage this reset.
Resetting the MsgInAvail flag

The MsgInAvail flag is used inconsistently.   It is clearly reset in the state machines.   It is clearly set by receiving a message from the peer.  However, it is not clear if the peer can overwrite a message by a new incoming message, or waits based on MsgInAvail, or discards.    The loop around PROCESS_MSG in transaction source s/m properly resets this flag.   
But if a message arrives of the wrong TID while in WAIT_RESPONSE_MSG state, this flag is not reset.
Related sponsor ballot comments

	Page
	Sub-clause
	Line #
	Comment
	Proposed Change
	Must Be Satisfied?    (enter Yes or No)

	
	8.2.2.10.5
	
	The error is that the two arrows out of the init box do not capture the condition "opcode=response && !isBroadcast" - i.e.,  the instance for a directed response never terminates,  thereby blocking any further transmissions.

The same error occurs in figure 24.
	I don't know how to fix this bug,  unfortunately.

Also note that the condition out of process_msg includes "!Broadcast" when it should include "! IsBroadcast"
	Yes


Comment: 

I still think there’s a problem.  There wasn’t one in the simulation because I didn’t support broadcast.

	
	8.2.2.10.5
	
	I think the state machine would benefit from some reorganization.
	The "process_msg" state actually waits for a non-broadcast message.   The title is misleading.

I suggest that all the waiting be done in the "Wait response msg" state.   The process message should just process the current message and then either transition to success or back to wait response msg.  This can be achieved by replacing the transition to the left of the process_msg with one from that to wait_response_msg conditioned on "IsBroadcast".
	No


This would be an improvement,  but a “nice to have”.

	
	8.2.2.4
	
	How is MsgOutAvail  set to true?

The only assignments I see are to set this to false.
	Document in table 19 how this is set to true,  or update one or more of the state machines.
	Yes


Indicate that MsgOutAvail is set by a transaction client to indicate to the transaction processing state machines that the contents of MsgOut contain an outgoing message.

	
	8.2.2.10.6
	
	How do the response state machines terminate.

Consider receiving a message that is a request,  which requires an ack response.  In this case we enter the WAIT_RESPONSE_PRM state.   The Ack responder transmits an ACK and waits in the RETURN_ACK state.   MsgOutAvail is never set by any state machine action that I can see.   So the only exit from both of these states is the TransactionStopWhen transition.   

Bottom line,  we can respond to at most one transaction per TransactionStopWhen period.
	These state machines are complex.  The interactions between them are subtle.   I have no confidence they are correct.   Please address this comment.   Also,  provide (perhaps informative) examples of the operation of these state machines,  perhaps a message sequence diagrams. (where the messages are writing to the shared variables).
	Yes


I think this is a bug.  The proper way to describe this is to redraw the state machines to persist (all the information is present in my simulation because that’s exactly how I organized it).

There is a “wiggle-room” alternative.  Simply state that the AckResponder state machine continues to exist after the transaction has completed in order to acknowledge any forthcoming duplicate transmissions of the current transaction, up to the point that the next transaction of the same direction (in/out) is created.
In response to the comment:  document IEEE 802 21-08-0063r0 provides a verification of the operation of the state machines, as modified to resolve bugs identified therein. 

The simulation

Caveat

I have made what I believe to be a reasonable professional effort to ensure that the code shown below relates to the P802.21 D9.0 operation, as amended above.   However, this code is provided expressly without warrantee of any kind,  including fitness for any purpose.
Code

/* 802.21 link.  Verify the operation of the 802.21 link state machines

20080305 Adrian Stephens, Intel Corporation */
/* Configuration parameters */

#define CONFIG 3

#if CONFIG== 1

/* This is the most basic configuration */

/* Timeout support */

#define TIMEOUT 0

/* Lossy Link is non-zero implies the link looses messages */

#define LOSSY_LINK 0

/* Lossy client is non-zero implies that the transaction client sometimes looses

   requests - i.e. doesn't generate a response. */

#define LOSSY_CLIENT 0

/* WANT_ACKS non-zero means that we support ack generation/response */

#define WANT_ACKS 0

/* SYNCHRONOUS_WRITES non-zero means that a new message arriving

from the peer is delayed until MsgInAvail is false.  If zero,  the new message overwrites

the old one. */

#define SYNCHRONOUS_WRITES 1

/* LINK_DISCARD_ON_FULL non-zero means that the link discards messages if the

destination buffer is not available */

#define LINK_DISCARD_ON_FULL 0

/* SINGLE_DIRECTION - if non-zero, only client instance 0 sends.  Used to

reduce simulation time while debugging. */

#define SINGLE_DIRECTION 0

#endif

#if CONFIG== 2

/* This includes timeout support  and creates a lossy channel */

/* Timeout support */

#define TIMEOUT 1

#define LOSSY_LINK 1

#define LOSSY_CLIENT 1

#define WANT_ACKS 0

#define SYNCHRONOUS_WRITES 1

#define SINGLE_DIRECTION 0

#endif

#if CONFIG== 3

/* This includes timeout support  and creates a lossy channel */

/* Timeout support */

#define TIMEOUT 1

#define LOSSY_LINK 1

#define LOSSY_CLIENT 1

#define WANT_ACKS 1

#define LINK_DISCARD_ON_FULL 1

#define SYNCHRONOUS_WRITES 0

#define SINGLE_DIRECTION 1

#endif

#define TRUE 1

#define FALSE 0

/* Number of messages to inject */

#define MAX_SENT 3

/* Number of MIH links in the system */

#define N_LINKS 2

/* Number of state machine instances at each MIH entity */

#define N_SM 2

/* Instance numbers for source and dest */

#define SRC 0

#define DEST 1

/* Timeout values,  in units of a timeout tick */

#define TRANSACTION_LIFETIME
4

#define RETRANSMISSION_INTERVAL 1

/* Client response delay is a simulated delayed 

response from the client.   It should be bigger than

RETRANSMISSION_INTERVAL to exercise the sending of

a delayed ack and smaller than the TRANSACTION_LIFETIME */

#define CLIENT_DELAY 2

mtype = { Null /* Bug 7 */, Request, Response, Indication };

/* Structure definitions */

typedef mih_message {


mtype 
OPCODE;

/* type of message */


int 
TID;

/* Transaction identifier */


bit
ACK_REQ;
/* Ack requested */


bit
ACK_RSP;
/* Ack response */

};

/* Communication channels,  each indexed by link instance number */

/* Per state-machine instance variables */

typedef sm_var_type {


/* Message channel to client */


chan 

toTransactionClient = [0] of {mih_message};


/*  Exported variables */


bit

Initialize;


mih_message
MsgIn;


bit

MsgInAvail;

 
mih_message
MsgOut;


bit

MsgOutAvail;


byte

TransactionStatus;


/* Private variables */


int

Opcode;


int

TID;


int

MID;


bit

StartAckRequestor;


bit

StartAckResponder;


bit

AckFailure;


int

TransactionStopWhen;


int

RetransmissionWhen;


int

DelayedAckWhen;


/* Additional variables required by the simulation */


bit

ResetAckRequestor;


bit

ResetAckResponder;


int

ClientDelayWhen;

};

/* Per link instance variables */

typedef link_var_type {


/* State machine instance variables */


sm_var_type

sm[N_SM];


/* Communications channels */


chan toTransactionPeerLink 
= [0] of {mih_message};

};

/* Instance variables */

link_var_type
link [N_LINKS] = 0;

/* shorthand forms */

#define lvar link[instance]

#define svar lvar.sm[SRC]

#define dvar lvar.sm[DEST]

/* TransactionStatus values */

#define IDLE 0 

#define ONGOING 1 

#define SUCCESS 2 

#define FAILURE 3

/* Transaction Source States */

#define TS_IDLE 0

#define TS_INIT 1

#define TS_SUCCESS 2

#define TS_WAIT_RESPONSE_MSG 3

#define TS_PROCESS_MSG 4

#define TS_FAILURE 5

/* Transaction Destination States */

#define TD_IDLE 0

#define TD_INIT 1

#define TD_WAIT_RESPONSE_PRM 2

#define TD_FAILURE 3

#define TD_SEND_RESPONSE 4

#define TD_SUCCESS 5

#if TIMEOUT==1

/* This process operates all transaction timers. */

proctype timers()

{

#define decTimer(INSTANCE,SM,VAR) \



if \



:: link[INSTANCE].sm[SM].VAR > 0 -> \




link[INSTANCE].sm[SM].VAR = link[INSTANCE].sm[SM].VAR -1; \



:: else; /* skip */ \



fi;

#define IsActiveTimer(INSTANCE,SM,VAR) (link[INSTANCE].sm[SM].VAR > 0)

end:
do


/* If any timer is active and timeout */


:: timeout && 



(




IsActiveTimer (0,0,TransactionStopWhen) ||




IsActiveTimer (0,1,TransactionStopWhen) ||




IsActiveTimer (1,0,TransactionStopWhen) ||




IsActiveTimer (1,1,TransactionStopWhen) ||




IsActiveTimer (0,0,RetransmissionWhen) ||




IsActiveTimer (0,1,RetransmissionWhen) ||




IsActiveTimer (1,0,RetransmissionWhen) ||




IsActiveTimer (1,1,RetransmissionWhen) ||




IsActiveTimer (0,0,DelayedAckWhen) ||




IsActiveTimer (0,1,DelayedAckWhen) ||




IsActiveTimer (1,0,DelayedAckWhen) ||




IsActiveTimer (1,1,DelayedAckWhen) ||




IsActiveTimer (0,0,ClientDelayWhen) ||




IsActiveTimer (0,1,ClientDelayWhen) ||




IsActiveTimer (1,0,ClientDelayWhen) ||




IsActiveTimer (1,1,ClientDelayWhen)



)



/* Decrement any active timers */



-> d_step {




decTimer (0,0,TransactionStopWhen)




decTimer (0,1,TransactionStopWhen)




decTimer (1,0,TransactionStopWhen)




decTimer (1,1,TransactionStopWhen)




decTimer (0,0,RetransmissionWhen)




decTimer (0,1,RetransmissionWhen)




decTimer (1,0,RetransmissionWhen)




decTimer (1,1,RetransmissionWhen)




decTimer (0,0,DelayedAckWhen)




decTimer (0,1,DelayedAckWhen)




decTimer (1,0,DelayedAckWhen)




decTimer (1,1,DelayedAckWhen)




decTimer (0,0,ClientDelayWhen)




decTimer (0,1,ClientDelayWhen)




decTimer (1,0,ClientDelayWhen)




decTimer (1,1,ClientDelayWhen)



}


od

}

#endif

/* This process acts as the client of the transaction state machines */

proctype transactionClient (int instance; bit canSource)

{


int
nSent = 0;


/* Count of new messages sent */


mih_message message;


/* Indication of active source transaction */


bit
sourceTransactionActive 
= 0;

end:
do


/* Start a new transaction if none pending and we haven't reached the limit */

  
:: 
canSource && 



(!sourceTransactionActive) &&   



(!svar.MsgOutAvail)  



&& (nSent < MAX_SENT) -> 



sourceTransactionActive

= 1;



if
/* select Request or Indication */




::svar.MsgOut.OPCODE 

= Request;




::svar.MsgOut.OPCODE 

= Indication;



fi;



if
/* Non-deterministicly select ACK_REQ */



:: TRUE -> svar.MsgOut.ACK_REQ
= TRUE;



:: TRUE -> svar.MsgOut.ACK_REQ
= FALSE;



fi;



svar.MsgOutAvail  

= 1;



nSent 


= nSent + 1;



/* Now wait until the source transaction s/m has responded */



!svar.MsgOutAvail;


/* Process completed Source transactions */


:: sourceTransactionActive && (svar.TransactionStatus  == SUCCESS) ->



sourceTransactionActive

= 0; 


/* Process failed Source transactions */


:: sourceTransactionActive && (svar.TransactionStatus  == FAILURE) ->



sourceTransactionActive

= 0; 


/* Process incoming requests and indications */


:: dvar.toTransactionClient  ? message ->



if

#if LOSSY_CLIENT



:: TRUE;

/* non-deterministically swallow the message */

#endif



/* If message is an indication, swallow it */



:: message.OPCODE == Indication; /* do nothing */



/* If message is a request and a response buffer is available,  generate the response */



:: (message.OPCODE == Request ) && !dvar.MsgOutAvail -> 




/* Randomly delay the message */




if




:: TRUE -> 





dvar.ClientDelayWhen = CLIENT_DELAY;





dvar.ClientDelayWhen == 0;
/* Wait until expired */




:: TRUE -> skip;




fi;




d_step {





dvar.MsgOut.OPCODE 
= Response;





dvar.MsgOutAvail  
= 1;




}



:: else -> TRUE;  
/* Nothing else we can do */



fi;


od;

}

/* This process models the communication link from an instance to another instance */

proctype linkProc(int txInstance, rxInstance)

{


mih_message message;

end:
do


/* Wait until transmit message available */


::  link[txInstance].toTransactionPeerLink ? message ->



/* Route to the correct state machine at the receiver based on opcode */



if

#if LOSSY_LINK



:: TRUE;
/* non-deterministically drop message */

#endif

#if LINK_DISCARD_ON_FULL



/* discard requests / indications if buffer in use */



:: ((message.OPCODE == Request) || (message.OPCODE == Indication))




&& (link[rxInstance].sm[DEST].MsgInAvail == 1) -> TRUE;  /* skip */

#endif



:: ((message.OPCODE == Request) || (message.OPCODE == Indication))




/* Send to the destination state machine */

#if LINK_DISCARD_ON_FULL




&& (link[rxInstance].sm[DEST].MsgInAvail == 0)

#endif




 ->

#if SYNCHRONOUS_WRITES




/* Wait until any previouly received message has been processed */




link[rxInstance].sm[DEST].MsgInAvail == 0;

#endif




d_step {





/* Copy message across and signal its presence */





link[rxInstance].sm[DEST].MsgIn.OPCODE = message.OPCODE;





link[rxInstance].sm[DEST].MsgIn.TID = message.TID;





link[rxInstance].sm[DEST].MsgIn.ACK_REQ = message.ACK_REQ;





link[rxInstance].sm[DEST].MsgIn.ACK_RSP = message.ACK_RSP;





link[rxInstance].sm[DEST].MsgInAvail = 1;




}

#if LINK_DISCARD_ON_FULL



/* Discard incoming response if buffer full */



:: (message.OPCODE == Response)




&& (link[rxInstance].sm[SRC].MsgInAvail == 1) -> 




TRUE;  /* skip */

#endif



:: (message.OPCODE == Response)

#if LINK_DISCARD_ON_FULL




&& (link[rxInstance].sm[SRC].MsgInAvail == 0)

#endif




->




/* Send to the source state machine */

#if SYNCHRONOUS_WRITES




/* Wait until any previouly received message has been processed */




link[rxInstance].sm[SRC].MsgInAvail == 0;

#endif




d_step {





/* Copy message across and signal its presence */





link[rxInstance].sm[SRC].MsgIn.OPCODE = message.OPCODE;





link[rxInstance].sm[SRC].MsgIn.TID = message.TID;





link[rxInstance].sm[SRC].MsgIn.ACK_REQ = message.ACK_REQ;





link[rxInstance].sm[SRC].MsgIn.ACK_RSP = message.ACK_RSP;





link[rxInstance].sm[SRC].MsgInAvail = 1;




}



fi


od

}

/* This process operates the transaction source state machine */

proctype transactionSource (int instance)

{


show byte
state = TS_IDLE;


int
thisTID = 0;

/* TID of current transaction */


do


:: state == TS_IDLE ->



/* Wait in this state until we have something to do.  */

end:

svar.MsgOutAvail -> state = TS_INIT;


/* The Source States */


:: state == TS_INIT -> atomic {



svar.Initialize 

= TRUE;



svar.TransactionStatus
 
= ONGOING;



svar.MsgInAvail  

= FALSE;



svar.StartAckRequestor

= FALSE;



svar.StartAckResponder

= FALSE;



/* Issue 11 */



/* Synchronously reset ack state machines */



svar.ResetAckRequestor
= TRUE; !svar.ResetAckRequestor;



svar.ResetAckResponder
= TRUE; !svar.ResetAckResponder;



svar.AckFailure


= FALSE;



svar.TransactionStopWhen
= TRANSACTION_LIFETIME;



svar.Opcode 


= svar.MsgOut.OPCODE;



thisTID



= thisTID + 1;  /* NewTID() */



svar.MsgOut.TID 

= thisTID;



svar.TID


= thisTID;



lvar.toTransactionPeerLink 
! svar.MsgOut;   /* Transmit (MsgOut) */



svar.StartAckRequestor 

= svar.MsgOut.ACK_REQ;



/* Bug. In this simulation these must be after any reads of MsgOut */



svar.MsgOutAvail

= FALSE;



if



:: svar.Opcode == Indication -> state = TS_SUCCESS



:: svar.Opcode == Request -> state = TS_WAIT_RESPONSE_MSG



fi;



}


:: state == TS_SUCCESS ->



svar.TransactionStatus  
= SUCCESS;



state = TS_IDLE;


:: state == TS_WAIT_RESPONSE_MSG ->



if



/* If message available */



::  
svar.MsgInAvail &&  




(svar.MsgIn.TID == svar.TID) -> 





assert (svar.MsgIn.OPCODE == Response);
/* unreached */





state = TS_PROCESS_MSG;


/* unreached */

#if TIMEOUT==1



:: (svar.TransactionStopWhen == 0) -> state = TS_FAILURE;



:: svar.AckFailure -> state = TS_FAILURE;


/* unreached */

#endif



fi;


:: state == TS_PROCESS_MSG -> d_step {



svar.StartAckResponder
= svar.MsgIn.ACK_REQ;
/* unreached */



/* Process (MsgIn) - nothing to do in this simulation */



svar.MsgInAvail  

= FALSE;


/* unreached */



state



= TS_SUCCESS;
/* unreached */



}

#if TIMEOUT==1


:: state == TS_FAILURE ->



svar.TransactionStatus  
= FAILURE;



state



= TS_IDLE;

#endif


od;

}

/* This process operates the transaction source state machine */

proctype transactionDestination (int instance)

{


show byte
state = TS_IDLE;


do


:: state == TS_IDLE ->



/* Wait in this state until we have something to do.  */

end:

dvar.MsgInAvail  -> state = TD_INIT;


:: state == TD_INIT -> atomic {



dvar.Initialize  

= TRUE;



dvar.TransactionStatus  
= ONGOING;



dvar.MsgOutAvail  

= FALSE;



dvar.StartAckRequestor

= FALSE;



dvar.StartAckResponder

= FALSE;



/* Issue 11 */



/* Synchronously reset ack state machines */



dvar.ResetAckRequestor
= TRUE; !dvar.ResetAckRequestor;



dvar.ResetAckResponder
= TRUE; !dvar.ResetAckResponder;



dvar.Opcode


= dvar.MsgIn.OPCODE;



dvar.TID


= dvar.MsgIn.TID;



dvar.TransactionStopWhen
= TRANSACTION_LIFETIME;



dvar.StartAckResponder 
= dvar.MsgIn.ACK_REQ;



/* Process() - Send the message to our client */



dvar.toTransactionClient  ! dvar.MsgIn ;



dvar.MsgInAvail  

= FALSE;



if



:: dvar.Opcode == Indication -> state = TD_SUCCESS



:: dvar.Opcode == Request -> state = TD_WAIT_RESPONSE_PRM



fi;



}


:: state == TD_SUCCESS ->



dvar.TransactionStatus  
= SUCCESS;



state = TS_IDLE;


:: state == TD_WAIT_RESPONSE_PRM ->



if



/* if there is a response, and any required ACK_RSP has been inserted .... */



:: 
(dvar.MsgOutAvail) && 




(!dvar.StartAckResponder || (dvar.MsgOut.ACK_RSP==1)) -> 




state = TD_SEND_RESPONSE;

#if TIMEOUT



:: (dvar.TransactionStopWhen == 0) -> state = TD_FAILURE;

#endif



fi;


:: state == TD_SEND_RESPONSE ->



dvar.MsgOut.TID


= dvar.TID;
/* Bug */



lvar.toTransactionPeerLink  ! dvar.MsgOut ;



state



= TD_SUCCESS;

#if TIMEOUT




:: state == TD_FAILURE ->



dvar.TransactionStatus  
= FAILURE;



state



= TS_IDLE;

#endif


od;

}

/* Ack Requester/Responder States */

#define
AR_IDLE 0

#define
AR_INIT 1

#define
AR_WAIT_ACK 2

#define
AR_RETRANSMIT 3

#define
AR_SUCCESS 4

#define
AR_FAILURE 5

#define
AR_DELAYING_ACK 6

#define
AR_RETURN_ACK 7

#define
AR_PIGGYBACKING 8

#define
AR_RETURN_DUPLICATE 9

#define avar link[instance].sm[sm]

/* Max number of retries */

#define RTX_CTR_MAX
2

#if WANT_ACKS

proctype ackRequestor (int instance, sm) {


int
RtxCtr;


int
state = AR_IDLE;


do


:: state == AR_IDLE ->



avar.ResetAckRequestor = FALSE;



/* Wait for StartAckRequestor  or reset */

end:

if



:: avar.StartAckRequestor -> state = AR_INIT;



:: avar.ResetAckRequestor -> TRUE; /* Re-enter state */



fi;


:: avar.ResetAckRequestor ->



state



= AR_IDLE;


:: state == AR_INIT ->



RtxCtr



= 0;



state 



= AR_WAIT_ACK;


:: state == AR_WAIT_ACK ->



avar.RetransmissionWhen

= RETRANSMISSION_INTERVAL;



if



:: avar.MsgInAvail && avar.MsgIn.ACK_RSP && (avar.MsgIn.TID == avar.MsgOut.TID) ->




state


= AR_SUCCESS;



:: (avar.RetransmissionWhen == 0) && (RtxCtr < RTX_CTR_MAX) ->




state


= AR_RETRANSMIT;



:: (avar.RetransmissionWhen == 0) && (RtxCtr == RTX_CTR_MAX) ->




state


= AR_FAILURE;



:: avar.ResetAckRequestor ->




state


= AR_IDLE;



fi;


:: state == AR_RETRANSMIT ->



lvar.toTransactionPeerLink 
! avar.MsgOut;



RtxCtr



= RtxCtr + 1;



state



= AR_WAIT_ACK;


:: state == AR_SUCCESS ->



state



= AR_IDLE;


:: state == AR_FAILURE ->



avar.AckFailure


= TRUE;



state



= AR_IDLE;


od

}

proctype ackResponder (int instance, sm) {


int
state = AR_IDLE;


mih_message
ACK = 0;


mih_message
DUP = 0;


int
AckDelayTime = 0;


do


:: state == AR_IDLE ->



avar.ResetAckResponder = FALSE;



/* Wait for StartAckResponder or reset  */

end:

if



:: avar.StartAckResponder -> state = AR_INIT;



:: avar.ResetAckResponder -> TRUE; /* Re-enter state */



fi;


:: avar.ResetAckResponder ->



avar.ResetAckResponder = FALSE;



state



= AR_IDLE;


:: state == AR_INIT ->



ACK.ACK_REQ


= 0;



ACK.ACK_RSP


= 1;



ACK.OPCODE


= Null;  /* bug */



ACK.TID



= avar.TID;



/* Non-deterministicly choose an AckDelayTime */



if



:: TRUE -> AckDelayTime = 0;



:: TRUE -> AckDelayTime = 1;



fi;



if



:: AckDelayTime == 0 -> state
= AR_RETURN_ACK;



:: AckDelayTime > 0 -> state
= AR_DELAYING_ACK;



fi;


:: state == AR_DELAYING_ACK ->



avar.DelayedAckWhen = AckDelayTime;



if



:: avar.DelayedAckWhen == 0 -> state
= AR_RETURN_ACK;



:: avar.MsgOutAvail -> state

= AR_PIGGYBACKING;



:: avar.ResetAckResponder -> state
= AR_IDLE;



fi;


:: state == AR_RETURN_ACK ->



/* Transmit ACK */



lvar.toTransactionPeerLink 
! ACK;



avar.MsgInAvail 

= FALSE;



if



:: avar.MsgInAvail && (avar.MsgIn.TID == avar.TID) -> TRUE;  /* Re-enter this state */



:: (avar.TransactionStopWhen == 0) -> state 
= AR_SUCCESS;



:: avar.MsgOutAvail -> state

= AR_PIGGYBACKING;



:: avar.ResetAckResponder -> state
= AR_IDLE;



fi;


:: state == AR_PIGGYBACKING ->



DUP.TID 


= avar.MsgOut.TID;



DUP.OPCODE


= avar.MsgOut.OPCODE;



DUP.ACK_REQ


= avar.MsgOut.ACK_REQ;



DUP.ACK_RSP


= TRUE;
/* Bug */



avar.MsgOut.ACK_RSP

= TRUE;



if



:: (avar.TransactionStopWhen == 0) -> state = AR_SUCCESS;



/* Retransmission by peer because it did not see our ACK */



:: avar.MsgInAvail && (avar.MsgIn.TID == avar.TID) ->




state


= AR_RETURN_DUPLICATE;



:: avar.ResetAckResponder -> state
= AR_IDLE;



fi;


:: state == AR_RETURN_DUPLICATE ->



lvar.toTransactionPeerLink 
! DUP;



avar.MsgInAvail


= FALSE;



if



:: avar.MsgInAvail && (avar.MsgIn.TID == avar.TID) -> TRUE;  /* re-enter this state */



:: (avar.TransactionStopWhen == 0) -> state = AR_SUCCESS;



:: avar.ResetAckResponder -> state
= AR_IDLE;



fi;


:: state == AR_SUCCESS ->



state



= AR_IDLE;


od

}

#endif

init  {


atomic {



run linkProc(1,0);



run linkProc(0,1);



run transactionSource(0);



run transactionDestination(1);

#if !SINGLE_DIRECTION



run transactionSource(1);



run transactionDestination(0);

#endif

#if SINGLE_DIRECTION



/* Only allow instance 0 to generate requests */



run transactionClient (0, TRUE);



run transactionClient (1, FALSE);

#else



run transactionClient (0, TRUE);



run transactionClient (1, TRUE);

#endif

#if WANT_ACKS



run ackRequestor (0,0);



run ackResponder (1,1);



run ackRequestor (1,1);



run ackResponder (0,0);

#if !SINGLE_DIRECTION



run ackRequestor (0,1);



run ackRequestor (1,0);



run ackResponder (0,1);



run ackResponder (1,0);

#endif

#endif

#if TIMEOUT==1



run timers ();

#endif



}

}

Verifier Output
Depth=    2629 States=    1e+06 Transitions= 2.13e+06 Memory=    17.912
t=   9.56 R=   1e+05

Depth=    2629 States=    2e+06 Transitions= 4.24e+06 Memory=    17.912
t=   19.1 R=   1e+05

Depth=    2629 States=    3e+06 Transitions= 6.22e+06 Memory=    17.912
t=     28 R=   1e+05

Depth=    2629 States=    4e+06 Transitions=  8.3e+06 Memory=    17.912
t=   37.2 R=   1e+05

Depth=    2629 States=    5e+06 Transitions= 1.04e+07 Memory=    17.912
t=   46.5 R=   1e+05

Depth=    2629 States=    6e+06 Transitions= 1.24e+07 Memory=    17.912
t=   56.1 R=   1e+05

Depth=    2629 States=    7e+06 Transitions= 1.44e+07 Memory=    17.912
t=   66.1 R=   1e+05

Depth=    2629 States=    8e+06 Transitions= 1.66e+07 Memory=    17.912
t=   76.6 R=   1e+05

Depth=    2629 States=    9e+06 Transitions= 1.87e+07 Memory=    17.912
t=   85.8 R=   1e+05

Depth=    2629 States=    1e+07 Transitions= 2.08e+07 Memory=    17.912
t=     98 R=   1e+05

Depth=    2629 States=  1.1e+07 Transitions=  2.3e+07 Memory=    17.912
t=    111 R=   1e+05

Depth=    2629 States=  1.2e+07 Transitions= 2.53e+07 Memory=    17.912
t=    125 R=   1e+05

Depth=    2629 States=  1.3e+07 Transitions= 2.75e+07 Memory=    17.912
t=    136 R=   1e+05

Depth=    2629 States=  1.4e+07 Transitions= 2.98e+07 Memory=    17.912
t=    146 R=   1e+05

Depth=    2629 States=  1.5e+07 Transitions=  3.2e+07 Memory=    17.912
t=    155 R=   1e+05

Depth=    2629 States=  1.6e+07 Transitions= 3.43e+07 Memory=    17.912
t=    165 R=   1e+05

Depth=    2629 States=  1.7e+07 Transitions= 3.68e+07 Memory=    17.912
t=    176 R=   1e+05

Depth=    2629 States=  1.8e+07 Transitions= 3.93e+07 Memory=    17.912
t=    190 R=   9e+04

Depth=    2629 States=  1.9e+07 Transitions= 4.18e+07 Memory=    17.912
t=    199 R=   1e+05

Depth=    2629 States=    2e+07 Transitions= 4.45e+07 Memory=    17.912
t=    210 R=   1e+05

Depth=    2629 States=  2.1e+07 Transitions= 4.74e+07 Memory=    17.912
t=    221 R=   1e+05

Depth=    2629 States=  2.2e+07 Transitions= 4.99e+07 Memory=    17.912
t=    230 R=   1e+05

Depth=    2629 States=  2.3e+07 Transitions= 5.26e+07 Memory=    17.912
t=    240 R=   1e+05

Depth=    2629 States=  2.4e+07 Transitions= 5.54e+07 Memory=    17.912
t=    251 R=   1e+05

Depth=    2629 States=  2.5e+07 Transitions= 5.85e+07 Memory=    17.912
t=    262 R=   1e+05

(Spin Version 5.1.4 -- 27 January 2008)


+ Partial Order Reduction

Bit statespace search for:


never claim         
- (not selected)


assertion violations
+


cycle checks       
- (disabled by -DSAFETY)


invalid end states
+

State-vector 652 byte, depth reached 2629, errors: 0

 25269913 states, stored

 34054469 states, matched

 59324382 transitions (= stored+matched)

  3567589 atomic steps

hash factor: 2.65568 (best if > 100.)

bits set per state: 3 (-k3)

Stats on memory usage (in Megabytes):

15809.119
equivalent memory usage for states (stored*(State-vector + overhead))

    8.000
memory used for hash array (-w26)

    8.000
memory used for bit stack

    1.717
memory used for DFS stack (-m50000)

   17.912
total actual memory usage

unreached in proctype timers


line 330, "pan_in", state 86, "-end-"


(1 of 86 states)

unreached in proctype transactionClient


line 402, "pan_in", state 41, "-end-"


(1 of 41 states)

unreached in proctype linkProc


line 474, state 26, "-end-"


(1 of 26 states)

unreached in proctype transactionSource


line 559, "pan_in", state 54, "-end-"


(1 of 54 states)

unreached in proctype transactionDestination


line 631, "pan_in", state 47, "-end-"


(1 of 47 states)

unreached in proctype ackRequestor


line 699, "pan_in", state 38, "-end-"


(1 of 38 states)

unreached in proctype ackResponder


line 790, "pan_in", state 82, "-end-"


(1 of 82 states)

unreached in proctype :init:


(0 of 13 states)

Values assigned within interval [0..255]:


link[linkProc:rxInstance].sm[0].MsgInAvail
: 1, 


link[linkProc:rxInstance].sm[0].MsgIn.ACK_RSP
: 0-1, 


link[linkProc:rxInstance].sm[0].MsgIn.ACK_REQ
: 0, 


link[linkProc:rxInstance].sm[0].MsgIn.TID
: 0-3, 


link[linkProc:rxInstance].sm[0].MsgIn.OPCODE
: 2, 


link[transactionDestination:instance].sm[1].MsgOut.TID
: 1-3, 


link[ackResponder:instance].sm[ackResponder:sm].MsgOut.ACK_RSP
: 1, 


link[transactionClient:instance].sm[1].MsgOutAvail
: 1, 


link[transactionClient:instance].sm[1].MsgOut.OPCODE
: 2, 


link[transactionClient:instance].sm[1].ClientDelayWhen
: 2, 


link[ackResponder:instance].sm[ackResponder:sm].DelayedAckWhen
: 1, 


link[transactionDestination:instance].sm[1].MsgInAvail
: 0, 


link[ackResponder:instance].sm[ackResponder:sm].MsgInAvail
: 0, 


link[transactionDestination:instance].sm[1].TransactionStopWhen
: 4, 


link[transactionDestination:instance].sm[1].TID
: 1-3, 


link[transactionDestination:instance].sm[1].Opcode
: 1, 3, 


link[transactionDestination:instance].sm[1].ResetAckResponder
: 1, 


link[transactionDestination:instance].sm[1].ResetAckRequestor
: 1, 


link[transactionDestination:instance].sm[1].StartAckResponder
: 0-1, 


link[transactionDestination:instance].sm[1].StartAckRequestor
: 0, 


link[transactionDestination:instance].sm[1].MsgOutAvail
: 0, 


link[transactionDestination:instance].sm[1].TransactionStatus
: 1-3, 


link[transactionDestination:instance].sm[1].Initialize
: 1, 


link[linkProc:rxInstance].sm[1].MsgInAvail
: 1, 


link[linkProc:rxInstance].sm[1].MsgIn.ACK_RSP
: 0, 


link[linkProc:rxInstance].sm[1].MsgIn.ACK_REQ
: 0-1, 


link[linkProc:rxInstance].sm[1].MsgIn.TID
: 1-3, 


link[linkProc:rxInstance].sm[1].MsgIn.OPCODE
: 1, 3, 


link[ackRequestor:instance].sm[ackRequestor:sm].AckFailure
: 1, 


link[ackRequestor:instance].sm[ackRequestor:sm].RetransmissionWhen
: 1, 


link[transactionSource:instance].sm[0].MsgOutAvail
: 0, 


link[transactionSource:instance].sm[0].TID
: 1-3, 


link[transactionSource:instance].sm[0].MsgOut.TID
: 1-3, 


link[transactionSource:instance].sm[0].Opcode
: 1, 3, 


link[transactionSource:instance].sm[0].TransactionStopWhen
: 4, 


link[transactionSource:instance].sm[0].AckFailure
: 0, 


link[transactionSource:instance].sm[0].ResetAckResponder
: 1, 


link[transactionSource:instance].sm[0].ResetAckRequestor
: 1, 


link[transactionSource:instance].sm[0].StartAckResponder
: 0, 


link[transactionSource:instance].sm[0].StartAckRequestor
: 0-1, 


link[transactionSource:instance].sm[0].MsgInAvail
: 0, 


link[transactionSource:instance].sm[0].TransactionStatus
: 1-3, 


link[transactionSource:instance].sm[0].Initialize
: 1, 


link[transactionClient:instance].sm[0].MsgOutAvail
: 1, 


link[transactionClient:instance].sm[0].MsgOut.ACK_REQ
: 0-1, 


link[transactionClient:instance].sm[0].MsgOut.OPCODE
: 1, 3, 


link[ackRequestor:instance].sm[ackRequestor:sm].ResetAckRequestor
: 0, 


link[ackResponder:instance].sm[ackResponder:sm].ResetAckResponder
: 0, 


ackResponder:DUP.ACK_RSP
: 0-1, 


ackResponder:DUP.ACK_REQ
: 0, 


ackResponder:DUP.TID
: 0-3, 


ackResponder:DUP.OPCODE
: 0, 2, 


ackResponder:ACK.ACK_RSP
: 0-1, 


ackResponder:ACK.ACK_REQ
: 0, 


ackResponder:ACK.TID
: 0-3, 


ackResponder:ACK.OPCODE
: 0, 4, 


ackResponder:AckDelayTime
: 0-1, 


ackResponder:state
: 0-1, 4, 6-9, 


ackResponder:sm
: 0-1, 


ackResponder:instance
: 0-1, 


ackRequestor:state
: 0-5, 


ackRequestor:RtxCtr
: 0-2, 


ackRequestor:sm
: 0-1, 


ackRequestor:instance
: 0-1, 


transactionClient:message.ACK_RSP
: 0, 


transactionClient:message.ACK_REQ
: 0-1, 


transactionClient:message.TID
: 0-3, 


transactionClient:message.OPCODE
: 0-1, 3, 


transactionClient:nSent
: 0-3, 


transactionClient:instance
: 0-1, 


transactionClient:sourceTransactionActive
: 0-1, 


transactionClient:canSource
: 0-1, 


transactionDestination:instance
: 1, 


transactionDestination:state
: 0-5, 


transactionSource:thisTID
: 0-3, 


transactionSource:instance
: 0, 


transactionSource:state
: 0-5, 


linkProc:message.ACK_RSP
: 0-1, 


linkProc:message.ACK_REQ
: 0-1, 


linkProc:message.TID
: 0-3, 


linkProc:message.OPCODE
: 0-4, 


linkProc:rxInstance
: 0-1, 


linkProc:txInstance
: 0-1, 


link[1].toTransactionPeerLink
: 6, 


link[1].sm[1].ClientDelayWhen
: 0-1, 


link[1].sm[1].ResetAckResponder
: 0, 


link[1].sm[1].ResetAckRequestor
: 0, 


link[1].sm[1].DelayedAckWhen
: 0, 


link[1].sm[1].RetransmissionWhen
: 0, 


link[1].sm[1].TransactionStopWhen
: 0-3, 


link[1].sm[1].AckFailure
: 0, 


link[1].sm[1].StartAckResponder
: 0, 


link[1].sm[1].StartAckRequestor
: 0, 


link[1].sm[1].MID
: 0, 


link[1].sm[1].TID
: 0, 


link[1].sm[1].Opcode
: 0, 


link[1].sm[1].TransactionStatus
: 0, 


link[1].sm[1].MsgOutAvail
: 0, 


link[1].sm[1].MsgOut.ACK_RSP
: 0, 


link[1].sm[1].MsgOut.ACK_REQ
: 0, 


link[1].sm[1].MsgOut.TID
: 0, 


link[1].sm[1].MsgOut.OPCODE
: 0, 


link[1].sm[1].MsgInAvail
: 0, 


link[1].sm[1].MsgIn.ACK_RSP
: 0, 


link[1].sm[1].MsgIn.ACK_REQ
: 0, 


link[1].sm[1].MsgIn.TID
: 0, 


link[1].sm[1].MsgIn.OPCODE
: 0, 


link[1].sm[1].Initialize
: 0, 


link[1].sm[1].toTransactionClient
: 5, 


link[1].sm[0].ClientDelayWhen
: 0, 


link[1].sm[0].ResetAckResponder
: 0, 


link[1].sm[0].ResetAckRequestor
: 0, 


link[1].sm[0].DelayedAckWhen
: 0, 


link[1].sm[0].RetransmissionWhen
: 0, 


link[1].sm[0].TransactionStopWhen
: 0, 


link[1].sm[0].AckFailure
: 0, 


link[1].sm[0].StartAckResponder
: 0, 


link[1].sm[0].StartAckRequestor
: 0, 


link[1].sm[0].MID
: 0, 


link[1].sm[0].TID
: 0, 


link[1].sm[0].Opcode
: 0, 


link[1].sm[0].TransactionStatus
: 0, 


link[1].sm[0].MsgOutAvail
: 0, 


link[1].sm[0].MsgOut.ACK_RSP
: 0, 


link[1].sm[0].MsgOut.ACK_REQ
: 0, 


link[1].sm[0].MsgOut.TID
: 0, 


link[1].sm[0].MsgOut.OPCODE
: 0, 


link[1].sm[0].MsgInAvail
: 0, 


link[1].sm[0].MsgIn.ACK_RSP
: 0, 


link[1].sm[0].MsgIn.ACK_REQ
: 0, 


link[1].sm[0].MsgIn.TID
: 0, 


link[1].sm[0].MsgIn.OPCODE
: 0, 


link[1].sm[0].Initialize
: 0, 


link[1].sm[0].toTransactionClient
: 4, 


link[0].toTransactionPeerLink
: 3, 


link[0].sm[1].ClientDelayWhen
: 0, 


link[0].sm[1].ResetAckResponder
: 0, 


link[0].sm[1].ResetAckRequestor
: 0, 


link[0].sm[1].DelayedAckWhen
: 0, 


link[0].sm[1].RetransmissionWhen
: 0, 


link[0].sm[1].TransactionStopWhen
: 0, 


link[0].sm[1].AckFailure
: 0, 


link[0].sm[1].StartAckResponder
: 0, 


link[0].sm[1].StartAckRequestor
: 0, 


link[0].sm[1].MID
: 0, 


link[0].sm[1].TID
: 0, 


link[0].sm[1].Opcode
: 0, 


link[0].sm[1].TransactionStatus
: 0, 


link[0].sm[1].MsgOutAvail
: 0, 


link[0].sm[1].MsgOut.ACK_RSP
: 0, 


link[0].sm[1].MsgOut.ACK_REQ
: 0, 


link[0].sm[1].MsgOut.TID
: 0, 


link[0].sm[1].MsgOut.OPCODE
: 0, 


link[0].sm[1].MsgInAvail
: 0, 


link[0].sm[1].MsgIn.ACK_RSP
: 0, 


link[0].sm[1].MsgIn.ACK_REQ
: 0, 


link[0].sm[1].MsgIn.TID
: 0, 


link[0].sm[1].MsgIn.OPCODE
: 0, 


link[0].sm[1].Initialize
: 0, 


link[0].sm[1].toTransactionClient
: 2, 


link[0].sm[0].ClientDelayWhen
: 0, 


link[0].sm[0].ResetAckResponder
: 0, 


link[0].sm[0].ResetAckRequestor
: 0, 


link[0].sm[0].DelayedAckWhen
: 0, 


link[0].sm[0].RetransmissionWhen
: 0, 


link[0].sm[0].TransactionStopWhen
: 0-3, 


link[0].sm[0].AckFailure
: 0, 


link[0].sm[0].StartAckResponder
: 0, 


link[0].sm[0].StartAckRequestor
: 0, 


link[0].sm[0].MID
: 0, 


link[0].sm[0].TID
: 0, 


link[0].sm[0].Opcode
: 0, 


link[0].sm[0].TransactionStatus
: 0, 


link[0].sm[0].MsgOutAvail
: 0, 


link[0].sm[0].MsgOut.ACK_RSP
: 0, 


link[0].sm[0].MsgOut.ACK_REQ
: 0, 


link[0].sm[0].MsgOut.TID
: 0, 


link[0].sm[0].MsgOut.OPCODE
: 0, 


link[0].sm[0].MsgInAvail
: 0, 


link[0].sm[0].MsgIn.ACK_RSP
: 0, 


link[0].sm[0].MsgIn.ACK_REQ
: 0, 


link[0].sm[0].MsgIn.TID
: 0, 


link[0].sm[0].MsgIn.OPCODE
: 0, 


link[0].sm[0].Initialize
: 0, 


link[0].sm[0].toTransactionClient
: 1, 

pan: elapsed time 266 seconds

pan: rate 95017.891 states/second

pan: avg transition delay 4.483e-06 usec







� http://www.spinroot.com/spin/Man/promela.html
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