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Revision History

R0 contains a start on unassigned GEN comments

R1 is the completion of the work started in R0.

R2 – reviewed at 2013-06-07 telecon.

R3 – started resolving MAC comments in reverse page order.   Go to the bottom of file to find them.

R4 – completed consideration of these proposals at the TGmc telecon 2013-06-21.

R5 – Additional MAC proposed resolutions.  Restructured document in the following order:

· 5 Pending GEN resolutions: 1089, 1633, 1193, 1412, 1018
· 42 Pending MAC resolutions: 1009, 1047, 1652, 1396, 1617, 1664, 1274, 1275, 1281, 1666, 1667, 1290, 1068, 1503, 1407, 1100, 1515, 1658, 1516, 1150, 1616, 1439, 1292, 1295, 1566, 1305, 1656, 1678, 1679, 1157, 1155, 1156, 1511, 1615, 1400, 1154, 1482, 1481, 1660, 1167, 1170
· Pending EDITOR resolutions:  1498, 1434, 1568, 1294, 1475 

· 49 Completed GEN resolutions: 1603, 1589, 1465, 1428, 1427, 1649, 1471, 1621, 1647, 1626, 1637, 1011, 1673, 1121, 1122, 1179, 1123, 1182, 1013, 1182, 1013, 1674, 1675, 1192, 1563, 1228, 1019, 1239, 1240, 1244, 1248, 1605, 1404, 1024, 1267, 1642, 1659, 1643, 1702, 1445, 1539, 1599, 1404, 1428, 1648, 1110, 1558, 1444, 1524

· 22 Completed MAC resolutions: 1460, 1399, 1398, 1397, 1401, 1474, 1472, 1473, 1661, 1007, 1315, 1534, 1406, 1066 (and all that), 1067, 1164, 1163, 1165, 1166, 1111 (two fat ladies), 1107, 1106

· 1 Completed EDITOR resolution: 1595

The highlighted comments are those where the resolution is incomplete,  needs to leverage group intelligence,  or is likely to stimulate significant debate.

R6 – minor corrections to the above.

R7 – Reviewed in TGmc 2013-07-15

R8 – Reviewed in TGmc 2013-07-16

R9 – Reviewed in TGmc 2013-07-17

R10 – Remaining assignments addressed 2013-08-12.  CIDs 1033, 1021, 1023, 1028, 1050, 1654, 1296, 1305, 1088, 1335, 1078, 29, 1079.
Draft version

Changes are relative to REVmc D1.0, unless stated otherwise.
Pending Discussion Resolutions
	CID
	Page
	Clause
	Comment
	Proposed Change
	Owning Ad-hoc

	1033
	
	
	"For a Schedule element sent within a GCR Response subelement, the Direction subfield is set to
"Downlink."(11aa)"

This is awkward grammar. Generally, conditions formed by tacking on a "for a" at either end would be better expressed without this construct.
	Reword: "The Direction subfield of a Schedule element contained in a GCR Response subelement is set to "Downlink"".

Consider reviewing all 669 "for a" and reword any that occur in the role of establishing a condition.
	EDITOR


Agree with the comment.  
I reviewed the “for a” occurences and reworded those that could be easily reworded, but excluded those statements where “for a” enumerates/refines different conditions related to a previous condition/event.  I also excluded “for a” where the sentence did not have a subject, and where introducing a subject required too much rewriting or was not germain.
Changes are shown below (relative to D1.5):
At 22.43:

	service period (SP):A contiguous time during which one or more downlink individually addressed frames are transmitted to a quality-of-service (QoS) station (STA) and/or one or more transmission opportunities (TXOPs) are granted to the same STA. SPs are either scheduled or unscheduled. 
NOTE--
A non-access-point (non-AP) STA can have at most one nongroupcast with retries SP (non-GCR-SP) SP active at any time.


At 60.24:

	… A mesh BSS is one type of QoS BSS and it is described in 4.3.16 (Mesh BSS:

IEEE Std(#130) 802.11 wireless mesh network). A QoS STA that is a non-DMG STA
might associate with a non-QoS access point in a non-QoS BSS, to provide the non-QoS MAC data service when there is no QoS BSS with which to associate. As a mesh STA does not implement the necessary service, the mesh STA does not associate with any access point.


At 70.57:
	The IEEE Std(#130)802.11 mesh facility provides MAC enhancements to support wireless LAN mesh

topologies. The mesh facilities are available to mesh STAs that belong to a mesh BSS (MBSS). Only the mesh discovery service is available to a mesh STA that has not become a member of an MBSS.


At 374.62:

	6.3.76.2.3 When generated

The primitive is generated when the mesh entity wishes to change the mesh power mode of a mesh peering.

6.3.76.2.4 Effect of receipt

This primitive initiates the local mesh STA’s mesh power mode change of the mesh peering. The MLME subsequently issues an MLME-MESHPOWERMGT.confirm that reflects the results.


At 502.50:

	An AP optionally sets the More Data field to 1 in (#1198)Ack frames to a non-DMG(11ad)STA that has the More Data Ack subfield of its QoS Capability element equal to 1 and that has APSD enabled to indicate that the AP has a pending transmission for the STA.


At 502.55:

	A TDLS peer STA optionally sets the More Data field to 1 in (#1198)Ack frames to a STA that has TDLS peer PSM enabled and that has More Data Ack subfield equal to 1 in the QoS Capability element of its transmitted TDLS Setup Request frame or TDLS Setup Response frame to indicate that it has a pending transmission for the STA.


At 513.03:
	NOTE—A DMG STA, when the A-MSDU Present subfield is set to 1, can use one of two A-MSDU formats in the Frame Body. The specific A-MSDU format present is indicated by the A-MSDU Type subfield.


At 846.09:
	A mesh STA uses the ASRA field as an emergency indicator. If a mesh STA requires emergency services, the ASRA field is set to 1; otherwise it is set to 0. See 10.25.6 (Interworking procedures: emergency services support).


At 938.30:
	NOTE—In a CBAP, a transmitting STA with multiple DMG antennas might not know the capabilities of the receiving STA; hence the size of the RXSS Length field is defined to cover for a single DMG antenna of the receiving STA.


Status:  Asking Carlos
At 1111.42:

	A STA shall invoke the backoff procedure to transfer a frame when finding the medium busy as indicated by either the physical or virtual CS mechanism (see Figure 9-12 (Backoff procedure)). A transmitting STA shall invoke the backoff procedure when the STA infers a failed transmission as defined in 9.3.2.6 (CTS and DMG CTS(11ad) procedure) or 9.3.2.8 ((#1198)Ack procedure).


At 1364.37:
	A STA that supports a combined total of eight or fewer data rates and BSS membership selectors may include the Extended Supported Rates element in all of the frame types that include the Supported Rates element.

A STA that supports a combined total of the number of rates in the OperationalRateSet parameter and the number of BSS membership selectors that exceeds eight shall generate an Extended Supported Rate element to specify the supported rates and BSS membership selectors that are not included in the Supported Rates element. If the BSSMembershipSelectorSet parameter contains at least one BSS membership selector, then at least one BSS membership selector value from the BSSMembershipSelectorSet parameter shall be included in the Supported Rates element


At 1496.49:
	An HT STA shall set the following MIB attributes to true: dot11OperatingClassesImplemented,

dot11OperatingClassesRequired, and dot11ExtendedChanneSwitchActivated.


At 1548.37:
	If the incoming frame is individually addressed, the AP shall send the matching frame to the destination STA.


I do not propose changes for: “optional for a” (29 instances) “option for a” (2 instances).  These are best handled as an optional/mandatory language topic.
Proposed Resolution:

Revised.  Make changes in <this-document> under CID 1033.

These change replace a number (approximately 12) of “for a” statements with more grammatical forms of expression.

	1021
	419.11
	6.5.4.2
	There is little point having two sets of parameters containing the same information with different units. One can justchange the units of the existing parameters. Arguably units are not relevant in an abstract interface
	Remove the "FineError" parameters and change the resolution of the existing "Error" parameters to 0.1ns.
	MAC


Discussion:

I think the comment has some merit, but the existing usage is not incorrect. Simpler for all just to leave it as it is.

Proposed resolution:

Rejected.   The existing text is not incorrect.

	1023
	425.40
	7.3.2
	Given the changes to remove the much-lamented and never-to-be-forgotten PLCP, there is nowconfusion as to whether the PHY is a layer or sublayer, and whether "layer" is part of the expansion of PHY. But certainly a "physical layer sublayer" makes little sense (which would be the expansion of 425.40).
	PHY is defined as "physical layer". Review all uses of PHY in the draft and remove any [sub]layer that follows the term.
	GEN


Discussion:

PHY stands for “physical layer”,  so any (sub)layer after PHY is wrong.

There are 3 “PHY layer”

	protocol data units (MMPDUs) indicated from  the PHY layer without error and validated by FCS within the MAC

Superseded by dot11PhyOperationComplianceGroup2.  PHY layer operations attributes."    ::= { dot11Groups 7 } 

CurrentRegDomain }  STATUS current  DESCRIPTION  "PHY layer operations attributes."  ::= { dot11Groups 59 }


And 41 “PHY sublayer”

	eference model covered in this standard   MAC and PHY Sublayer Management Entities, and provides management info

ey  Management  MAC Sublayer  Management  Entity  PHY Sublayer  Management  Entity  PHY Sublayer  MAC Sublayer D

gement  Entity  PHY Sublayer  Management  Entity  PHY Sublayer  MAC Sublayer Data Link  Layer  Physical  Layer  

.3.2 Overview of the service  The function of the PHY sublayer is to provide a mechanism for transferring MPDUs 

it provides the mesh facility.   Whenever MAC and PHY sublayer parameters are changed in a STA in which dot11OCB

 STA in which dot11OCBActivated is true,  MAC and PHY sublayer operation shall resume with the appropriate MIB a

lock rate used for TIME_OF_DEPARTURE.   16.3 DSSS PHY sublayer  16.3.1 Overview  Subclause 16.3 (DSSS PHY sublay

Y sublayer  16.3.1 Overview  Subclause 16.3 (DSSS PHY sublayer) provides a convergence procedure in which MPDUs 

smit functions and parameters associated with the PHY sublayer are described in 16.4.5.2 (Transmit  power levels

eive functions and parameters associated with the PHY sublayer are described in 16.4.6.2 (Receiver  minimum inpu

 frame. This  parameter shall be a measure by the PHY sublayer of the received RF power in the channel measured 

nctions is described in detail in 17.2 (High Rate PHY sublayer) and 17.3 (High Rate PLME).   The High Rate PHY s

f any particular implementation.   17.2 High Rate PHY sublayer  17.2.1 Overview  Subclause 17.2 (High Rate PHY s

layer  17.2.1 Overview  Subclause 17.2 (High Rate PHY sublayer) provides a convergence procedure for the 2 Mb/s,

General  General specifications for the High Rate PHY sublayer are provided in 17.3.6.2 (Operating frequency ran

smit functions and parameters associated with the PHY sublayer are described in 17.3.7.2 (Transmit  power levels

eive functions and parameters associated with the PHY sublayer are described in 17.3.8.2 (Receiver  minimum inpu

 frame. This  parameter shall be a measure by the PHY sublayer of the received RF power in the channel measured 

e functions is  described in detail in 18.3 (OFDM PHY sublayer) and 18.4 (OFDM PLME).   The OFDM PHY service is 

lock rate used for TIME_OF_DEPARTURE.   18.3 OFDM PHY sublayer  18.3.1 Introduction  Subclause 18.3 (OFDM PHY su

blayer  18.3.1 Introduction  Subclause 18.3 (OFDM PHY sublayer) provides a convergence procedure in which PSDUs 

  The transmit specifications associated with the PHY sublayer are described in 18.3.9.2 (Transmit power  levels

n  The receive specifications associated with the PHY sublayer are described in 18.3.10.2 (Receiver minimum  inp

 frame. This  parameter shall be a measure by the PHY sublayer of the received RF power in the channel measured 

mitive is issued to the MAC.   19.3 Extended Rate PHY sublayer  19.3.1 Introduction  Subclause 19.3 (Extended Ra

9.3.1 Introduction  Subclause 19.3 (Extended Rate PHY sublayer) provides a PHY for the ERP. The convergence proc

ons) describes the receive specifications for the PHY sublayer.  The receive specification for the ERP-OFDM mode

ional MIB attributes that may be accessed by  the PHY sublayer entities and the intralayer of higher LMEs. These

ese functions are described in detail in 20.3 (HT PHY sublayer) and 20.4 (HT PLME).   Copyright © 2013 IEEE. All

h  this primitive is issued to the MAC.   20.3 HT PHY sublayer  20.3.1 Introduction  Subclause 20.3 (HT PHY subl

sublayer  20.3.1 Introduction  Subclause 20.3 (HT PHY sublayer) provides a procedure in which PSDUs are converte

ions  Item PHY feature References Status Support  PHY sublayer procedures 16.3 (DSSS  PHY sublayer)  DS1 Preambl

atus Support  PHY sublayer procedures 16.3 (DSSS  PHY sublayer)  DS1 Preamble prepend on transmit (TX) 16.3.1  (

Item Feature References Status Support  OF2: OFDM PHY Sublayer  OF2.1 RATE-dependent parameters 18.3.2.3  (Modul

g preamble and header procedures 17.2 (High Rate  PHY sublayer)  M Yes . No .  HRDS1.1  HRDS1.2  Long direct seq

t preamble and header procedures 17.2 (High Rate  PHY sublayer)  O Yes . No .  HRDS3.1 Short preamble prepended


Of which 3 are “MAC and PHY sublayer”.

There’s also 5 “PHY-SAP sublayer”:

	................................. 425    7.3.4.3 PHY-SAP sublayer-to-sublayer service primitives...................

.................................. 408  Table 7-2—PHY-SAP sublayer-to-sublayer service primitives...................

equest Indicate Confirm  PHY-DATA X X X   7.3.4.3 PHY-SAP sublayer-to-sublayer service primitives  Table 7-2 (PHY-SA

blayer-to-sublayer service primitives  Table 7-2 (PHY-SAP sublayer-to-sublayer service primitives) indicates the pri

or sublayer-tosublayer  interactions.   Table 7-2—PHY-SAP sublayer-to-sublayer service primitives   Primitive Reque


We’ll take care of the exceptions and then define some global replacements.

Proposed Resolution:

Revised.

Globally replace “MAC and PHY sublayer” with “MAC sublayer and PHY”.
Globally replace “PHY-SAP sublayer-to-sublayer” with “PHY-SAP inter-(sub)layer”.

Globally replace “PHY layer” with “PHY”.

Globally replace “PHY sublayer” with “PHY”.

	1028
	484.14
	8.3.3.2
	"The QMF Policy element is present when dot11QMFActivated is true, and is not present otherwise. The QMF Policy element is not(Ed)present in Beacon frames in an IBSS"

Aren't these two in conflict, for example when dot11QMFActivated is true, and when an IBSS STA transmits a Beacon frame"?
	Make cited statements consistent.
	MAC


Context: 484.14:

	Indicates the QMF policy parameters of the transmitting STA. The 

QMF Policy element is present when dot11QMFActivated is true, 

and is not present otherwise. The QMF Policy element is not 

present in Beacon frames in an IBSS.


It is clear from 1297.52 that in an IBSS,  only default policies are ever used:

	10.26.2.4 QMF policy configuration in an IBSS or OCB

QMF STAs in an IBSS or OCB shall use the default QMF policy for all individually addressed Management frames transmitted to other QMF STAs within the IBSS or OCB.


This means the QMF policy element should not be present in an IBSS.  If we properly determine the first condition to exclude IBSS,  the “is not present otherwise” makes the second sentence redundant.
Proposed change:

	Indicates the QMF policy parameters of the transmitting STA. The 

QMF Policy element is present when dot11QMFActivated is true and the transmitting STA is an AP or a mesh STA, and is not present otherwise. 


	1050
	936.10
	9.3.2.10
	This subclause at excels in long-winded paragraphs (see 937.40 for an exemplar of this black art).
	Subclause should be restructured to show a table of all caches, identifying each as belonging to a type of cache,and the conditions under which they are required, with some common text per cache type describing the operation of a generic cache. Should also describe a table of sequence numbers maintained at the transmitter, which could be a separate subclause.
	MAC


Please see 11-13/875r1.

	1654
	938.00
	9.3.2.12
	"and that have the short slot subfield equal to 1 when dot11ShortSlotTimeOptionImplemented is true" -- the short slot subfield setting from the peer is not dependent on the local MIB variable
	Reword
	MAC


Context: (938.33)

	9.3.2.12 Operation of aSlotTime

STAs shall set the MAC variable aSlotTime to the short slot value upon transmission or reception of

Beacon, Probe Response, Association Response, and Reassociation Response MMPDUs from the BSS that the STA has joined or started and that have the short slot subfield equal to 1 when

dot11ShortSlotTimeOptionImplemented is true. STAs shall set the MAC variable aSlotTime to the long slot value upon transmission or reception of Beacon, Probe Response, Association Response, and Reassociation Response MMPDUs from the BSS that the STA has joined or started and that have the short slot subfield equal to 0 when dot11ShortSlotTimeOptionImplemented is true. STAs shall set the MAC variable aSlotTime to the long slot value at all times whendot11ShortSlotTime-OptionImplemented is false. When dot11ShortSlotTimeOptionImplemented is not present, or when the PHY supports only a single slot time value, then the STA shall set the MAC variable aSlotTime to the slot value appropriate for the attached PHY.


Proposed change:

	9.3.2.12 Operation of aSlotTime

A STA in which dot11ShortSlotTimeOptionImplemented is true  shall set the MAC variable aSlotTime to the short slot value upon transmission or reception of

Beacon, Probe Response, Association Response, and Reassociation Response MMPDUs from the BSS that the STA has joined or started and that have the short slot subfield equal to 1
. The STA shall set the MAC variable aSlotTime to the long slot value upon transmission or reception of Beacon, Probe Response, Association Response, and Reassociation Response MMPDUs from the BSS that the STA has joined or started and that have the short slot subfield equal to 0. 
A STA in which  dot11ShortSlotTimeOptionImplemented is false shall set the MAC variable aSlotTime to the long slot value at all times. A STA in which dot11ShortSlotTimeOptionImplemented is not present or the PHY supports only a single slot time value shall set the MAC variable aSlotTime to the slot value appropriate for the attached PHY.


Proposed change:
Revised. Make changes in <this-document> under CID 1654.   These changes resolve the cited ambiguity and tidy up the language of the cited subclause.
	1296
	1000.37
	9.20.3.7.2
	"TX-RX" is defined as a part of the names "TX-RX Periods Report field", "TX-RX Report Present subfield" and even "TX-RX periods" and "TX-RX advertisement set", but what is a "TX-RX report"?
	Either define what a "TX-RX report" is or replace "TX-RX report" with the appropriate term in each of its instances in the draft -- perhaps "TX-RX periods report"?
	MAC


A “TX-RX report” is a “frame containing an MCCAOP element that contains an TX-RX Periods Report field that contains an MCCAOP Reservation field”.
There are similar issues related to broadcast and interference reports.  
Most of the uses of this terminology are in 9.20.3.7.2, but elsewhere a slightly different terminology is used:   “TX-RX Periods Report” and “Broadcast Periods Report”.

Note also that we have “interfering report” in current usage.  This is rather quaint, because reports don’t interfere.

Propose to define terminology in the subclause that permits the existing use of the terminology, and to change references elsewhere to refer to field names.
Proposed changes:

At the start of 9.20.3.7.2 (999.55) add the following:
“The following terminology is used in this subclause:

--TX-RX report: an MCCAOP Reservation field contained in the TX-RX Periods Report field of an MCCAOP element

--broadcast report: an MCCAOP Reservation field contained in the Broadcast Periods Report field of an MCCAOP element
--interference report: an MCCAOP Reservation field contained in the Interference Periods Report field of an MCCAOP element

Globally change “interfering report” to “interference report”.  (5 instances only in 9.20.3.7.2).

At 997.48 change:
	The interference periods are directly derived from the TX-RX Periods Report field and Broadcast Periods Report field of the MCCAOP Advertisement elements transmitted by the neighbor mesh STAs. The Interference Periods Report field reflects the latest TX-RX Periods Report and Broadcast Period Report fields received from the neighbor mesh STAs.


At 1004.35 change:

	The MCCAOP owner acts as follows when deleting a reservation:

— It stops executing the access procedure described in9.20.3.9.1 (Access by MCCAOP owners) at the

start of the MCCAOPs corresponding to the reservation that was deleted.

— In case the reservation was for individually addressed frames, it stops advertising the MCCAOP

reservation in its TX-RX Periods Report field.

— In case the reservation was for group addressed frames, it stops advertising the MCCAOP

reservation in its Broadcast Periods Report field.

The MCCAOP responder acts as follows when deleting a reservation:

— It stops executing the procedure described in 9.20.3.9.2 (Access during an MCCAOP by mesh STAs

that are not the MCCAOP owner) during the MCCAOPs corresponding to the reservation that was

deleted.

— In case the reservation was for individually addressed frames, it stops advertising the MCCAOP

reservation in its TX-RX Periods Report field.

— In case the reservation was for group addressed frames, it stops advertising the MCCAOP

reservation in its Broadcast Periods Report field.


Proposed Resolution:

Revised.  Make changes in <this-document> under CID 1296.  This defines terminology in 9.20.3.7.2 for various kinds of “reports” mentioned in that subclause,  and adjusts related terminology elsewhere to refer to field names.
	1305
	1051.06
	9.26.2
	This draft contains thousands of non "shall/should/may" sentences, so there is no need to place :"NOTE X" in front of every informative statement in this subclause.
	Delete "NOTE--" on line 6 and again on page 1052 line 11, and also "NOTE x--" (where 'x' is an integer) on page 1052 lines 41, 45, 48 and 52.


Note, subclause is 9.28.2.

Change 9.28.2 as follows:

	· Link adaptation using the HT Control field

…

The MFB requester may set the MRQ subfield to 1 in the MAI subfield of the HT Control field of a +HTC frame to request a STA to provide MFB. In each MRQ, the MFB requester shall set the MSI subfield in the MAI subfield to a value in the range 0 to 6. How the MFB requester chooses the MSI value is implementation dependent.


…

An MFB responder that discards or abandons the computation for an MRQ should indicate this action to the MFB requester by setting the MFB to the value 127 in the next transmission of a frame addressed to the MFB requester that includes the HT Control field. The value of the MFSI is set to the MSI value of the sounding frame for which the computation was abandoned.


…

A STA may respond immediately to a current request for MFB with a frame containing an MFSI field value and MFB field value that correspond to a request that precedes the current request.



Bidirectional request/responses are supported. A STA may act as both the MFB requester for one direction of a duplex link and the MFB responder for the other direction and include both MRQ and MFB in the same HT (#100)Data frame. 


…


Proposed resolution:

Revised.  Make changes in <this-document> under CID 1305.

This changes remove all notes,  and in one case convert a note to a normative statement.

	1088
	1246.47
	10.25.4
	The fine timing protocol described in Figure 10-24 is not optimal.

Amongst the issues that need to be addressed are:
1. Network impact
2. Support for power-saving "Receiving STA"
3. Resource impact and limitations at the "Sending STA"
	Provide optimizations. This commenter volunteers to work on a submission to resolve this comment.
	MAC


Status:

It is probable that I won’t be ready to bring a submission on this topic by September.  In that case please reject, and I’ll pile on to this comment in the next ballot.

Proposed Resolution:

Rejected.  Comment does not identify specific changes to be made.

	1335
	1414.34
	11.6.6.8
	Not only is "ensure" is not a good word in an IEEE standard, but it is unclear what actions a MAC shall take to 'ensure' anything.
	Replace "ensure" with "confirm".
	MAC


Context: (with commenter’s proposed change)

	While Message 4 serves no cryptographic purpose, it serves as an acknowledgment to Message 3. It is

required to confirm reliability and to inform the Authenticator that the Supplicant has installed the PTK and GTK and hence can receive encrypted frames.


Discussion:

How does Message 4 either “ensure reliability” or “confirm reliability”?

Each of the messages is carried in an acknowledged Data frame.   So transport of these messages is already reliable (in the sense that anything at all is reliable in a wireless network).  I suppose if there is
a cause of loss of acknowledged Data frames,  then Message 4 can detect that loss and recover from it – but is this a function of this protocol?

The 11.6 state machines have various TimeoutCtrs associated with them, but I don’t see any description in the text as to what any timeout values may be.

So, I am unclear as to whether there is any normative behaviour related to timing out and retrying a missing Message 4.  I asked Jouni, and he said there was normative behaviour.
Even given normative timeouts and retries of message 3/4, that doesn’t “ensure” anything in an unlicensed band.  I don’t like the commenter’s “confirm reliability”, which would be better expressed as “confirm the delivery of Message 3”.  However that just repeats part of the previous sentence. So it is best to simply get rid of the problematic language.

Change (1414.34):

	While Message 4 serves no cryptographic purpose, it serves as an acknowledgment to Message 3. It is

required to inform the Authenticator that the Supplicant has installed the PTK and GTK and hence can receive encrypted frames.


Proposed Resolution:
At cited location delete “ensure reliability and to”.

	1078
	1701.22
	18.4.3
	Prior to D1, resolution of comment 40 removed the specification of a number of PHY characteristics, and replaced them with "Implementation dependent, see 9.3.7 (DCFtiming relations)."

There is no point in defining a characteristic of the phy that is either implementation dependent, or defined by reference to the MAC.
	Create a new list of implementation defined PHY characteristics in one place, and remove these useless parameters from 6.5.4.2 and all PHY characteristics tables.
	GEN


Discussion:

Prior to D1 we had a bunch of implementation defined characteristics,  and others that were upper bounds,  such as 1514 (Std-2012):

[image: image1.png]aRxTxTumaroundTime <5Sps

aTxPLCPDelay Implementers may choose any value for this delay as long as the requirements of
aRxTxTurnaroundTime are met.

aRxPLCPDelay Implementers may choose any value for this delay as long as the requirements of
aSIFSTime and aCCATime are met.

aRxTxSwitchTime <5Sps

aTxRampOnTime Implementers may choose any value for this delay as long as the requirements of
aRxTxTurnaroundTime are met.

aTxRampOfiTime Implementers may choose any value for this delay as long as the requirements of

aSIFSTime are met.





In D1 we have (1617.50):

[image: image2.png]aRNTXTumaroundTime Implementation dependent, see 9.3.7 (DCF timing reltions).

ATXPHYDelay Implementation dependent,see 9.3.7 (DCF timing relations).

aRNPHYDelay Implementation dependent,see 9.3.7 (DCF timing relations).

aRNTxSwitchTime. Implementation dependent,see 9.3.7 (DCF timing reltions).





And the language in 9.3.7 is:

	The STA may employ any non-negative value for each of the parameters:

— aRxPHYDelay

— aMACProcessingDelay

— aRxTxTurnaroundTime

— aTxPHYDelay

— aTxRampOnTime

— aCCATime

— aRxTxSwitchTime

provided that the constraints in Equation 9-2 and Equation 9-3 are met, and provided that the CCA sensitivity specification for the attached PHY is met (see 16.4.8.5, 17.4.8.5, 18.3.10.6, 19.4.7 and 20.3.21.5).

aSIFSTime = aRxPHYDelay + aMACProcessingDelay + aTxPHYDelay + aRxTxSwitchTime + aTxRampOnTime (9-2)

aSlotTime = aCCATime + aMACProcessingDelay + aTxPHYDelay + aRxTxSwitchTime + aTxRampOnTime + aAirPropagationTime (9-3)

where

aAirPropagationTime is the value indicated in the Coverage Class field of the Country element received from the AP of the BSS with which the STA is associated or the DO of the IBSS of

which the STA is a member or from another mesh STA in the same MBSS, otherwise, the value indicated inPLME-CHARACTERISTICS.confirm

aSlotTime and aSIFSTime are the values indicated in the PLME-CHARACTERISTICS.confirm

the other attribute values are the values implemented


The point is that there is no normative behaviour specified for these characteristics independently, so no point including a specification for them. More so there is never an implementation of an abstract interface, so it can hardly include implementation-defined terms.
Propose we add a new subclause.
At 436.36 add:

	7.5 PHY characteristics

The PHY is decribed by a set of characteristics.  The values of some of these characteristic are defined in this standard according to the PHY attached (as defined in 6.5.4). Other characteristics are a property of the implementation, but subject to constraints that are defined in this standard.  

These additional characteristics are defined in Table 7-x.  The “Constraint” column indicates any constraints on the value.
      Table 7-x PHY implementation defined attributes

Name
Type
Description
Constraint

aCCATime
integer
The maximum time (in microseconds) the CCA mechanism has available to assess the medium(#55) to determine whether the medium is busy or idle.
See 9.3.7

aRxTxTurnaroundTime
integer
The maximum time (in microseconds) that the PHY requires to change from receiving to transmitting the start of the first symbol. The following equation is used to derive the RxTxTurnaroundTime:

aTxPHYDelay + aRxTxSwitchTime + aTxRampOnTime(#61)
See 9.3.7

aTxPHYDelay(#61)
integer
The nominal time (in microseconds) that the PHY uses to deliver a symbol from the MAC interface to the air interface.(#61)
See 9.3.7

aRxPHYDelay
integer
The nominal time (in microseconds) that the PHY uses to deliver the last bit of a received frame from end of the last symbol at the air interface to the MAC.(#61)
See 9.3.7

aRxTxSwitchTime
integer
The nominal time (in microseconds) that the PHY(#61) takes to switch from Receive to Transmit.
See 9.3.7

aTxRampOnTime
integer
The maximum time (in microseconds) that the PHY(#61) takes to turn the Transmitter on.
See 9.3.7

aMACProcessingDelay
integer
The maximum time (in microseconds) available for the MAC to issue a PHY-TXSTART.request primitive pursuant to a PHY-RXEND.indication primitive (for response after SIFS) or PHY-CCA.indication(IDLE) primitive (for response at any slot boundary following a SIFS). This constraint on MAC performance is defined as a PHY-specific parameter because of its use, along with other PHY-specific time delays, in calculating the two PHY characteristics of primary concern to the MAC: aSlotTime and aSIFSTime. The relationship between aMACProcessingTime and the IFS and slot timing is described in 9.3.7 (DCF timing relations) and illustrated in Figure 9-14 (DCF timing relationships).
See 9.3.7




Then we remove these variables from their “role” in the PLME-CHARACTERISTICS.confirm.

In 6.5.4, 16.4.3, 17.3.3, 18.4.4, 19.6.4 and 20.4.4 remove the variables listed in table 7-x from these subclauses.
Proposed Resolution:

Revised.  Make changes in <this document> under CID 1078.  
	29
	1785.00
	B.2.1
	In: "O. optional, but support of at least one of the group of options labeled by the same numeral isrequired"it is not clear what is the scope of the numbering. Are group numbers unique throughout the PICS, or only within a Table.
	Update to indicate the scope of the numbering.
	GEN


Context: (D1 1825.46)

	· Symbols for Status column

M
mandatory

O
optional

O.<n>
optional — Support of at least one of the group of options labeled by the same numeral <n> is required. The scope of the group of options is limited to a single table (i.e., subclause) within the PICS).(#180)
pred:
conditional symbol, including predicate identification




As can be seen,  B.2.1 contains a statement (highlighted) that resolves this issue.  This text was introduced by CID 180.

Proposed Resolution:

Revised.  In D0, At B.2.1 after "<n> is required" add ". The scope of the group of options is limited to a single table (i.e., subclause) within the PICS)." 
This text was introduced by CID 180, and is already present in D1.

	1079
	2441.22
	G.4
	""CTS+HTC+ndp-announce" contradicts 9.31.1."
	Remove cited term
	GEN


Context: (2441.22)
	(* An implicit-txbf (implicit transmit beamforming) starts with the transmission of a request to sound the channel. The initiator measures the channel based on the sounding packet and updates its beamforming feedback matrices based on its observations of the sounding packet. No channel measurements are sent over the air.*)

· CTS+HTC+ndp-announce” contradicts 9.31.1.

implict-txbf = 



(RTS+HTC+trq (CTS+sounding | CTS+HTC+ndp-announce NDP)) |


(Data+HTC+trq+QoS+normal-ack 



(ACK+sounding | ACK+HTC+ndp-announce NDP)


) |


…

(BlockAck+HTC+ndp-announce NDP);




And at 1070.33:
	The +HTC field of a CTS frame shall not contain the NDP Announcement subfield set to 1. 

NOTE—A CTS frame cannot be used for NDP announcement: if the CTS frame is a response to an RTS frame, the optional NAV reset timeout that starts at the end of the RTS frame does not include the additional NDP and SIFS (see 9.3.2.4 (Setting and resetting the NAV)). Also, if the CTS were the first frame of an NDP sequence, it would not be possible to determine the destination address of the NDP.


The note helpfully explains why the CTS cannot be used – it would cause NAV reset timeouts in STAs supporting that behaviour.

Proposed change:
	(* An implicit-txbf (implicit transmit beamforming) starts with the transmission of a request to sound the channel. The initiator measures the channel based on the sounding packet and updates its beamforming feedback matrices based on its observations of the sounding packet. No channel measurements are sent over the air.*)

· CTS+HTC+ndp-announce” contradicts 9.31.1.

implict-txbf = 



(RTS+HTC+trq CTS+sounding ) |


(Data+HTC+trq+QoS+normal-ack 



(ACK+sounding | ACK+HTC+ndp-announce NDP)


) |


…

(BlockAck+HTC+ndp-announce NDP);




Proposed resolution:

Revised.  At 2441.22,  replace “(CTS+sounding | CTS+HTC+ndp-announce NDP)” with “CTS+sounding”
Completed Resolutions

These proposed resolutions have been discussed and approved by straw poll in REVmc – i.e., they are ready for motion.

Completed GEN comments

	1089
	
	
	There is an opportunity to better exploit indoor-only spectrum from a mobile AP. Given that there are APs or non-AP STAs in the vicinity that know whether they are indoor or outdoor, an AP might be able to use indoor spectrum if it can determine that is is "close" to a "known indoor" device.
(Disclaimer - This is not an assertion of applicability for any particular regulation, merely an assertion that having this information might be of value).
	Provide an element (or extend an existing element) that indicates indoor/outdoor location, if such is known at the STA. The information would be present in beacons and probe responses when known.
	GEN


Disclosure:   this comment is the author’s.

Discussion: 

dot11Country string mentions indoor/outdoor environments as follows:

	dot11CountryString OBJECT-TYPE

SYNTAX OCTET STRING (SIZE(3))

MAX-ACCESS read-only

STATUS current

DESCRIPTION

"This is a control variable.

It is written by the SME.

Changes take effect for the next MLME-START.request primitive.

This attribute identifies the country or noncountry entity in which the 

station is operating. If it is a country, the first two octets of this 

string is the two character country code as described in document ISO/IEC 

3166-1. The third octet is one of the following:

1. an ASCII space character, if the regulations under which the station is 

operating encompass all environments for the current frequency band in the 

country,

2. an ASCII 'O' character, if the regulations under which the station is 

operating are for an Outdoor environment only, or

3. an ASCII 'I' character, if the regulations under which the station is 

operating are for an Indoor environment only.


I was not aware of this at the time of the comment.

Proposed Resolution:
Rejected.  Indoor/Outdoor information is present in the Country String field.

	1633
	
	
	13.1 says mesh STAs necessarily have SM enabled, but wording like "MBSS in which the Spectrum Management bit is equal to 1" implies this is not the case
	Mandatory for mesh STAs or not?
	GEN


Discussion:

Agree this is an inconsistency.   Should an MBSS require spectrum management?   That seems excessive, for example in an MBSS running across 802.11g.

I have asked Kaz to comment.  He agrees that the requirement to operate spectrum management in 2.4 GHz seems excessive.

Kaz’ response was:

	There is implicit dependency to dot11SpectrumManagementRequired relating to dot11ExtendedChannelSwitchActivated. But, no more dependencies are found as far as I scanned.

It is my understanding that dot11ExtendedChannelSwitchActivated can be true only when dot11SpectrumManagementRequired is true.
(If you find any error in my thoughts, please correct me.)

I would suggest to make the following 2 changes to REVmc D1.0.

- Page.Line= 1171.38, Subclause 10.10.3.4:
 Replace "The mesh STA that advertises a channel switch..." with "If dot11ExtendedChannelSwitchActivated is true, the mesh STA that advertises a channel switch...".
 This change is not relevant to the comment directly. However, description should be consistent with other subclauses such as 10.10.3.2 and 10.10.3.3.

- Page.Line=1507.13, Subclause 13.1:
Change 
"— dot11ExtendedChannelSwitchActivated
  — dot11SpectrumManagementRequired "
to 
"— dot11ExtendedChannelSwitchActivated (only when dot11SpectrumManagementRequired is true)"

Another discussion is whether it is possible for mesh STA to set dot11SpectrumManagementRequired =true AND dot11ExtendedChannelSwitchActivated=false.
In the current standard, above case is not considered. However, this would be another discussion and did not think further in details for now.


I would like to make spectrum management optional.  I have reviewed 10.10.3.4 (1171.31), and it appears to me that this correctly supports having dot11SpectrumManagementRequired optional.  There appears to be no assumption that this is mandatory for mesh in the PICS.

However,  the language here: (1167.01)

	A mesh shall inform each of the peer mesh STAs that the mesh STA is moving to a new channel while

maintaining mesh peerings by advertising the switch using Channel Switch Announcement elements
together with Mesh Channel Switch Parameters element in Beacon frames, Probe Response frames, and

Channel Switch Announcement frames until the intended channel switch time. The channel switch should

be scheduled so that all mesh STAs in the MBSS, including mesh STAs in power save mode, have the

opportunity to receive at least one Channel Switch Announcement element before the switch.


Is problematical.  These frames are part of the Spectrum Management feature.

It certainly appears from these that use of these frames is required, even in bands where this feature makes no sense.

Status:  Discuss.
We could make the changes iteratively.  We agree that the dependency of mesh on spectrum management is not necessary.  

Proposed Resolution:

Revised.  Make changes indicated under CID 1633 in “Kaz’ Response” in <this-document>.

	1193
	32.29
	3.2
	"packet" is used in "null data packet", "packet number", "IGTK packet number", "LDPC packet", ... but what is a packet? Is it a general name of structure similar to a frame, a specific type of frame, or what?
	Define "packet". If no single definition covers all of the uses in this standard, create a definition that fits "null data packet" and change the other instances to "frame", "PPDU", etc.
	GEN


Discussion:

There are 226 occurences of this term in D1.0 distributed as shown here:

[image: image3.png]No. of Hits = 226
File Length (in chars) = 6908385




The big cluster is in the PHY.

Detail:

	.......................... 1066    9.31 Null data packet (NDP) sounding...................................

............................... 1790    20.3.19.5 Packet alignment........................................

........................ 2468    L.1.8 The entire packet for the BCC example .............................

40  Table 20-9—Cyclic shift for non-HT portion of packet..................................................

 Table 20-10—Cyclic shift values of HT portion of packet .................................................

.............................. 1789  Figure 20-21—Packet alignment example (HT-greenfield format packet wi

21—Packet alignment example (HT-greenfield format packet with short GI)......................... 1790  Fig

oded in the transmitted beacon frames.  null data packet (NDP): A physical layer (PHY) protocol data unit 

e RXVECTOR STBC parameter equal to 0.   null data packet (NDP) announcement: A physical layer (PHY) protoc

rotocol data unit (PPDU) that  is not a null data packet (NDP) and that includes one or more Data Long Tra

rotocol data unit (PPDU) that is not a  null data packet (NDP) and that includes one or more Data Long Tra

, January 2013   GNonce group nonce  GPRS general packet radio service  GPS Global Positioning System  GQM

tor nonce   IPI  idle power indicator   IPN  IGTK packet number   IQMF  individually addressed quality-of-

ver  NAV network allocation vector  NDP null data packet  NonERP nonextended rate PHY  NTP Network Time Pr

oexistence operation  PDU protocol data unit  PER packet error ratio  PERR path error  PHB per-hop behavio

MKSA pairwise master key security association  PN packet number  PN pseudonoise (code sequence)  PNonce pe

ernal network may have its own layer-3 end-to-end packet marking practice (e.g., differentiated  services 

ice provides STAs a mapping of network-layer  QoS packet marking to over-the-air QoS frame marking (i.e., 

on is negotiated, transport the IGTK and the IGTK packet number  (IPN) from the Authenticator to the Suppl

frame protection is negotiated, the IGTK and IGTK packet number are sent from the  Authenticator to the Su

ng frames following the current one. If null data packet (NDP) sounding frame is used,  then the value in 

cording to the rules described in 9.31 (Null data packet (NDP) sounding)). It is set to 1 to indicate  tha

onds to the  end of the reception of the sounding packet that was used to generate feedback  information c

the following parameters contained in an Ethernet packet  header: Source Address, Destination Address, and

t octet of the transmit sequence counter (TSC) or packet  number (PN) is in the first octet of the RSC fie

eHT-LTFs corresponding to the data portion of the packet is limited by the Rx MCS Bitmask subfield of the 

stored in the first 6 octets; for  CCMP it is the Packet Number (PN), and is stored in the first 6 octets;

er and   b) The duration remaining in the current packet after the L-SIG, which is equal to the duration o

, which is equal to the duration of the   current packet less (aPreambleLength + aPHYHeaderLength)   A dur

 HT-LTFs corresponding to the data portion of the packet is limited by  the Rx MCS Bitmask subfield of the

edback on the receipt of NDP (see 9.31 (Null data packet (NDP)  sounding)) if this STA declares support fo

 a sounding  PPDU is described in 9.31 (Null data packet (NDP) sounding).   NOTE—A STA that acts as a beam

- TXSTART.request primitive corresponding to each packet that is used for sounding.   A beamformer shall s

ter value  equal to SOUNDING indicates a sounding packet. A non-NDP request for feedback is a sounding PPD

in a SIFS after the end of the received sounding  packet and the beamformee is subsequently required to tr

onse, the beamformer shall not  transmit the next packet to the beamformee until PIFS after transmitting t

onse,  the beamformer shall not transmit the next packet to the beamformee until PIFS after the sounding r

onse, the  beamformer shall not transmit the next packet to the beamformee until PIFS after transmitting t

 and Figure 9-43 (Receive ASEL).   9.31 Null data packet (NDP) sounding  9.31.1 NDP rules  Sounding may be

uring association  processes an NDP as a sounding packet if the destination of the sounding packet is dete

ounding packet if the destination of the sounding packet is determined to match itself  as described in 9.

DP destination) and if the source of the sounding packet can be  ascertained as described in 9.31.4 (Deter

 packets would be treated as a type of management packet by the higher layers. The time  stamp in the Sync

by the higher layers. The time  stamp in the Sync packet would contain the higher layer clock value at the

r clock value at the time when the previous Sync  packet was transmitted. The sequence number parameter ha

hich the time stamp is provided.   The reason the packet would contain the time stamp for the previous Syn

ould contain the time stamp for the previous Sync packet (rather than the current  packet) is that hardwar

he previous Sync packet (rather than the current  packet) is that hardware and layering constraints would 

e a time stamp for the  exact instant the current packet is transmitted within that packet. However, a MLM

ant the current packet is transmitted within that packet. However, a MLME-HL-SYNC.indication  primitive al

e transmitting STA to know exactly when each Sync packet is transmitted. A receiving  STA might note the t

receiving  STA might note the time when each Sync packet is received as well as the sequence number for th

 would save this receive time indication for each packet along with its sequence number  and compare the i

re the indication of the previously received Sync packet to the time stamp in the most currently  received

to the time stamp in the most currently  received packet. This comparison allows the STA to compute an off

of the sequence number verifies that the  correct packet is being used for time stamp comparison. It is po

 used for time stamp comparison. It is possible a packet is lost; in this case, the  received time stamp f

 this case, the  received time stamp for the lost packet should be discarded.   The last symbol of the Syn

would also similarly note the time when each Sync packet is  received from the AP. The sequence number wou

e IPv4 address being resolved in the  ARP request packet is used by a non-AP STA currently associated to t

 as the  Sender’s MAC Address in the ARP Response packet.   When an IPv6 address is being resolved, the Pr

d by a given temporal key, and CCMP uses a 48-bit packet number (PN) for this purpose.  Reuse of a PN with

ransmission) and 11.4.4.6 (BIP reception) for per packet BIP processing.   NOTE—When the IPN space is exha

rType 88-8E. Only IEEE Std 802.1X frame types EAP-Packet and EAPOL-Start are valid for  preauthentication.

1.0, January 2013   Protocol  Version  – 1 octet  Packet Type  – 1 octet  Packet Body Length  – 2 octets  

ocol  Version  – 1 octet  Packet Type  – 1 octet  Packet Body Length  – 2 octets  Descript DescriptDescrip

GTK KDE format). The IPN corresponds to the  last packet number used by the broadcast/multicast transmitte

ocedures).   In order to recover from over-the-DS packet losses, the FTO may retransmit the FT Confirm fra

ength fields, along with the AP Address.   The FT Packet Type field shall be set to 0 for remote request a

/Response Payload format   Size Information  1 FT Packet Type  2 FT Action Length  6 AP Address  Variable 

 used by the PHY for reception of the most recent packet.   Table 16-2—RXVECTOR parameters   Parameter Val

VICE, and LENGTH fields for a DBPSK signal with a packet length of  192 µs (24 octets) would be given by t

number supplied in the TXVECTOR LENGTH field. The packet transmission shall be  completed and the PHY enti

dium for the intended duration of the transmitted packet.   If the PHY header is successful, but the indic

ium for the intended  duration of the transmitted packet.   Conformance to DSSS PHY CCA shall be demonstra

for CCK) shows an example calculation for several packet  lengths of CCK at 11 Mb/s.   Table 17-2—Example 

s are required  for decoding the DATA part of the packet. In addition, the CCA mechanism is augmented by p

m is augmented by predicting the  duration of the packet from the contents of the RATE and LENGTH fields, 

ting bit string  constitutes the DATA part of the packet. Refer to 18.3.5.4 (Pad bits (PAD)) for details. 

n  and the coding rate as used in the rest of the packet. The encoding of the SIGNAL single OFDM symbol  s

se  operations is also shown in L.1.8 (The entire packet for the BCC example).   18.3.6 CCA  The PHY shall

ine frequency offsets shall be estimated.  d) The packet shall be derotated according to estimated frequen

   h)  Compute the RMS average of all errors in a packet. It is given by   Nf   .    i =1  ErrorRMS = ----

--- --(18-28) Nf   where  LP is the length of the packet;  Nf is the number of frames for the measurement;

18.3.10.2 Receiver minimum input sensitivity  The packet error ratio (PER) shall be 10% or less when the P

ied in the OFDM PHY preamble LENGTH  field.   The packet transmission shall be completed and the PHY entit

dium for the intended duration of the transmitted packet.   If the indicated rate in the SIGNAL field is n

18.3.5 (DATA field).   For ERP-OFDM modes, an ERP packet is followed by a period of no transmission with a

te PHY (ERP) specification) STAs. The rest of the packet cannot be decoded by Clause 18  (Orthogonal frequ

support the reception  of an HT-greenfield format packet shall be able to detect that an HT-greenfield for

ll be able to detect that an HT-greenfield format packet is an  HT transmission (as opposed to a non-HT tr

IG_VECTOR. The TXVECTOR supplies the PHY with per-packet transmit parameters. Status  of the transmission 

RXVECTOR, the PHY informs the MAC of the received packet parameters. Using the   Copyright © 2013 IEEE. Al

nd coding scheme used in the transmission of the  packet. The value used in each MCS is the index defined 

HFORMAT is HT_MF  or HT_GF  Indicates whether the packet is transmitted using 40 MHz or 20 MHz  channel wi

FORMAT is HT_MF  or HT_GF  Indicates whether this packet is a sounding packet.  Enumerated type:  SOUNDING

T_GF  Indicates whether this packet is a sounding packet.  Enumerated type:  SOUNDING indicates this is a 

ated type:  SOUNDING indicates this is a sounding packet.  NOT_SOUNDING indicates this is not a sounding p

t.  NOT_SOUNDING indicates this is not a sounding packet.  Y Y  Otherwise Not present N N  AGGREGATIONFORM

PDU.  Enumerated type:  AGGREGATED indicates this packet has A-MPDU aggregation.  NOT_AGGREGATED indicates

-MPDU aggregation.  NOT_AGGREGATED indicates this packet does not have A-MPDU  aggregation.  Y Y  Otherwis

uard interval is used in the transmission of the  packet.  Enumerated type:  LONG_GI indicates short GI is

e:  LONG_GI indicates short GI is not used in the packet.  SHORT_GI indicates short GI is used in the pack

cket.  SHORT_GI indicates short GI is used in the packet.  Y Y  Otherwise Not present N N   Copyright © 20

th transmits an HT-mixed or HT-greenfield format  packet of 20 MHz bandwidth with one to four spatial stre

TA transmits an HT-mixed or HT- greenfield format packet of 20 MHz bandwidth with one to four spatial stre

TA transmits an HT-mixed or HT- greenfield format packet of 20 MHz bandwidth with one to four spatial stre

l to transmit an HT-mixed or HT-greenfield format packet of 40 MHz  bandwidth with one to four spatial str

operating channel width transmits a non-HT format packet according to  Clause 18 (Orthogonal frequency div

Hz non-HT upper format—The STA transmits a non-HT packet  of type ERP-DSSS, ERP-CCK, ERP-OFDM, or OFDM in 

Hz non-HT lower format—The STA transmits a non-HT packet  of type ERP-DSSS, ERP-CCK, ERP-OFDM, or OFDM in 

transmission)) that duplicates the 20 MHz non-HT  packet in two 20 MHz halves of a 40 MHz channel.   L-STF

n Table 20-9 (Cyclic shift  for non-HT portion of packet) (a possible implementation is shown in Figure 20

able 20-10 (Cyclic  shift values of HT portion of packet) (a possible implementation is shown in Figure 20

lting bit string constitutes the DATA part of the packet.  f)  Initiate the scrambler with a pseudorandom 

 all the information required to interpret the HT packet format.  In the case of multiple transmit chains,

ields and the L-SIG as part of an HT-mixed format packet is  described in 20.3.9.3.2 (Cyclic shift definit

yclic shift is applied to each OFDM symbol in the packet separately. Table 20-9 (Cyclic shift for non- HT 

. Table 20-9 (Cyclic shift for non- HT portion of packet) specifies the values for the cyclic shifts that 

 are applied in the L-STF (in an HT-mixed  format packet), the L-LTF, and L-SIG. It also applies to the HT

 also applies to the HT-SIG in an HT-mixed format packet.   Table 20-9—Cyclic shift for non-HT portion of 

.   Table 20-9—Cyclic shift for non-HT portion of packet   values for non-HT portion of packet TCS  iTX  N

 portion of packet   values for non-HT portion of packet TCS  iTX  Number of  transmit chains  Cyclic shif

m Table 20-9 (Cyclic shift  for non-HT portion of packet)  .k is defined in Equation (20-5) and Equation (

n Table 20-9  (Cyclic shift for non-HT portion of packet)  .k is defined in Equation (20-5) and Equation (

y Table 20-9 (Cyclic shift for  non-HT portion of packet) for HT-mixed format PPDUs   Mr  NOTE— exists for

Table 20-10 (Cyclic shift values of HT portion of packet).   Copyright © 2013 IEEE. All rights reserved.  

 Table 20-10—Cyclic shift values of HT portion of packet   values for HT portion of packet TCS  iSTS  Numb

f HT portion of packet   values for HT portion of packet TCS  iSTS  Number of  space-time  streams  Cyclic

to carry information required to interpret the HT packet formats. The fields of the  HT-SIG are described 

indicate that the PPDU in the data portion of the packet contains an AMPDU;  otherwise, set to 0.  STBC 2 

s only (see 9.31.2 (Transmission of an NDP)). The packet ends after the last HT-LTF or the HT-SIG.   The s

for the HT-SIG in an HT   ,== ,  ,   mixed format packet in a 20 MHz transmission shall be as shown in Equ

y Table 20-9 (Cyclic shift for  non-HT portion of packet) for HT-mixed format PPDUs.   NOTE—This definitio

Table 20-10 (Cyclic shift values of HT portion of packet)  Qk is defined in 20.3.11.11.2 (Spatial mapping)

cludes HT-ELTFs or decode that frame. (When an HT packet includes one or more HT-ELTFs, it is  optional fo

Table 20-10 (Cyclic shift values of HT portion of packet).   The generation of HT-DLTFs is shown in Figure

Table 20-10 (Cyclic shift values of HT portion of packet)   iESS  TCS cyclic shift values are given in Tab

Table 20-10 (Cyclic shift values of HT portion of packet) with  =  iESS iSTS  Qk is defined in 20.3.11.11.

Table 20-10 (Cyclic shift values of HT portion of packet).   20.3.9.5.3 HT-GF-STF definition  The HT-GF-ST

ere  iSTS   (Cyclic shift values of HT portion of packet)   Qk  is defined in 20.3.11.11.2 (Spatial mappin

ble 20-10   (Cyclic shift values of HT portion of packet)   Qk is defined in 20.3.11.11.2 (Spatial mapping

able 20-10  (Cyclic shift values of HT portion of packet)  Qk is defined in 20.3.11.11.2 (Spatial mapping)

able 20-10  (Cyclic shift values of HT portion of packet)  Qk is defined in 20.3.11.11.2 (Spatial mapping)

n  Table 20-9 (Cyclic shift for non-HT portion of packet) to the transmission in each chain.   20.3.11 Dat

r of OFDM symbols in which  the Data field of the packet may fit.   Npld  = length × 8 + 16 (20-35)   Npld

to the total number of space-time streams for the packet.    Table 20-19—Pilot values for 20 MHz transmiss

s, NSTS <NTX  — As part of (an optional) sounding packet  — As part of (an optional) calibration procedure

f (an optional) calibration procedure  — When the packet is transmitted using one of the (optional) beamfo

s feedback from the STA to which the   beamformed packet is addressed.   When there are fewer space-time s

e applied to subcarrier k during all parts of the packet in HT-greenfield format  and all parts of the pac

ket in HT-greenfield format  and all parts of the packet following and including the HT-STF field in an HT

 including the HT-STF field in an HT-mixed format packet. This  operation is transparent to the receiver. 

able 20-10 (Cyclic shift  values of HT portion of packet) and the frequency-dependence in the matrix Qk , 

Table 20-10 (Cyclic shift values of HT portion of packet) shall be applied at the input of the  spatial ma

SYM TGI TCS   where  z is 3 in an HT-mixed format packet and 2 in an HT-greenfield format packet  pn is de

ed format packet and 2 in an HT-greenfield format packet  pn is defined in 18.3.5.10 (OFDM modulation)   .

)) F tnTSYM   where  z is 3 in an HT-mixed format packet and 2 in an HT-greenfield format packet  pn is de

ed format packet and 2 in an HT-greenfield format packet  pn is defined in 18.3.5.10 (OFDM modulation)   C

ort GI  Short GI is used in the data field of the packet when the Short GI field in the HT-SIG is equal to

 Table 20-9 (Cyclic   shift for non-HT portion of packet)   Tone  NNon-HT Duplicate is defined in Table 20

ming, in order for STA A to transmit a beamformed packet to STA B, STA B measures  the channel matrices an

ing matrix that was used to transmit the sounding packet that elicited theVk feedback. The effective chann

Table 20-10 (Cyclic shift values of HT portion of packet)  from the measured channel matrix.   The matrice

Table 20-10 (Cyclic shift values of HT portion of packet) from the measured channel before computing a  se

Table 20-10 (Cyclic shift values of HT portion of packet) from the measured channel before computing a set

 referred to as MIMO channel sounding. A sounding packet may be used to sound  available channel dimension

n Table 20-9 (Cyclic shift for non-HT portion of  packet)  PCAL is one of the following unitary matrices: 

d from the same reference oscillator.   20.3.19.5 Packet alignment  If no signal extension is required (se

ollowing the  reception of the last symbol of the packet. If a signal extension is required, the receiver 

ollowing the  reception of the last symbol of the packet. This situation is illustrated for an HT-greenfie

uation is illustrated for an HT-greenfield format packet  using short GI in Figure 20-21 (Packet alignment

ld format packet  using short GI in Figure 20-21 (Packet alignment example (HT-greenfield format packet wi

1 (Packet alignment example (HT-greenfield format packet with short GI)).   If no signal extension is requ

 the trailing boundary of the last symbol of the  packet on the air. If a signal extension is required, th

g the trailing boundary of the last symbol of the packet on the air. This situation is illustrated in  Fig

. This situation is illustrated in  Figure 20-21 (Packet alignment example (HT-greenfield format packet wi

1 (Packet alignment example (HT-greenfield format packet with short GI)).   Signal Extension HT-GF-STF HT-

 in some PPDU formats. See  20.3.2.  Figure 20-21—Packet alignment example (HT-greenfield format packet wi

21—Packet alignment example (HT-greenfield format packet with short GI)   Copyright © 2013 IEEE. All right

20.3.20.1 Receiver minimum input sensitivity  The packet error ratio (PER) shall be less than 10% for a PS

ce (RIFS)  The receiver shall be able to decode a packet that was transmitted by a STA with a RIFS separat

y a STA with a RIFS separation from the  previous packet.   20.3.21 PHY transmit procedure  There are thre

o the number supplied in the LENGTH  field.   The packet transmission shall be completed, and the PHY enti

mitive until either the predicted duration of the packet  from the contents of the HT-SIG field, as define

continued)  DS7.4  DS7.5  Item  Hold CCA busy for packet duration of  a correctly received PPDU but carrie

 lost during reception of MPDU  Hold CCA busy for packet duration of  a correctly received but out of  spe

.5.10  (OFDM  modulation  )  M Yes . No .  OF2.18 Packet duration calculation M Yes . No .  OF2.19 CCA  OF

M  Yes . No . N/A .  OF2.19.3.2 Hold CCA busy for packet duration of a  correctly received PPDU, but carri

cations  OF5.1 Minimum input level sensitivity at packet  error ratio (PER) = 10% with 1000 octet  frames 

s .No .. OF5.6 Maximum input level sensitivity at packet  error ratio (PER) = 10% with 1000 octet  frames 

 N/A .  OF5.11 Maximum input level sensitivity at packet  error ratio (PER) = 10% with 1000 octet  frames 

ergy detect with High  Rate CS  Hold CCA busy for packet duration of a  correctly received PPDU, but carri

ost  during reception of MPDU.  Hold CCA busy for packet duration of a  correctly received, but out of spe

ASEL))  CF16:O Yes . No . N/A .  *HTM15 Null data packet (NDP) 9.31 (Null data  packet (NDP)  sounding)  C

.  *HTM15 Null data packet (NDP) 9.31 (Null data  packet (NDP)  sounding)  CF16:O Yes . No . N/A .  HTM16 

 as soon as practical in the implementation.    A packet count (in 1000s of packets) after which the RSNA 

P802.11-REVmc/D1.0, January 2013   refreshed. The packet counter starts at the moment the GTK was set usin

k frame and Block Ack Request, either in the same packet, or in separate  packets. *)  burst-ba-bar = (ppd

tiator measures the channel based on the sounding packet and updates its beamforming  feedback matrices ba

atrices based on its observations of the sounding packet. No channel measurements are sent over  the air.*

j –1.0 +0 j –1.0 +0 j 1.0 +0 j   L.1.8 The entire packet for the BCC example  The packet in its entirety i

 L.1.8 The entire packet for the BCC example  The packet in its entirety is shown in the tables in this su

 significant octet of the timestamp when Ethernet packet is received   Concatenate this octet onto result 

E-TXTIME primitive that returns the duration of a packet based on its payload size  and the PHY data rate 

w) to meet a particular probability of dropping a packet because it exceeds  its delay bound. Note that fo

the frame to be p.   The probability of any given packet being dropped in such a channel after Np retries 

e by the scheduler to so that application dropped packet rates are bounded. For example, this  parameter c

 can be chosen to ensure that when there is a 10% packet error ratio (PER) for 1000-octet packets,  that t

0%, with the errors happening independently from  packet to packet. To accomplish this, the number of pack

he errors happening independently from  packet to packet. To accomplish this, the number of packets transm

e required to keep the probability  of dropping a packet to less than 10–8 to send only 100 packets. For t

e probability that nretries are required for any  packet is given by 0.1n).   In fact, assuming a finite d

nterval, then the delay incurred in waiting for a packet to  be transmitted can be inferred from examining

re required to keep the probability of a  dropped packet below a certain amount. The number of retries (an

rotocol 0x80F3 80 F3  Novell NetWare Internetwork Packet exchange (IPX) 0x8137 81 37   P.3 Example  In ord

-65AA- AA-03-00-00-00-08-00c   aThis format of IP packet over IEEE Std 802.3 is denigrated, and the change
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d fine frequency offsets are estimated.   e)  The packet is derotated according to estimated frequency off

gital-to-analog converter(s) used to transmit the packet, (b) a 32-bit continuously counting counter and (

34). See TR 21.905 [B2] for definition of general packet radio service (GPRS) roaming exchange.  Table V-1

E-TXTIME primitive that returns the duration of a packet based on its payload size  and the PHY data rate 

um time). This value includes the duration of the packet plus SIFS and ACK times. The  medium time, theref

e, for a single stream, between each  transmitted packet, there is a time period due to SIFS, AIFSN, and c
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he time when each packet is delayed while another packet is being transmitted. Hence,  in order to calcula




Most of these “packet”s could be replaced with PPDU, although “packet error ratio” is a rather curious term because it is detecting the error at the MAC layer (FCS failure).

Status:  for discussion.  Should we try and fix this?
Deferred
Straw poll:  Should we fix use of “packet” in some way?


Y:3


N:0


Won’t say / don’t care:6

Action:  Hunter to prepare submission.  Assigned to Hunter.
	1412
	185.33
	6.3.26.2.2
	Why do ADDTS, DELTS, ADDBA and DELBA need any special "timer" treatment?
	Remove the timeout from the service primtives (6.3.26.2.2's parameters and 6.3.26.3.2's ResultCode and associated text, etc.). Note that for ADDBA, this is the ADDBAFailureTimeout, not the BlockAckTimeout which is needed. Remove the timeout from the figures and text in 10.4 and 10.5.
	GEN


Discussion:

There is no default value for the timeouts, so they are of practical use.

Agree that there is no reason these primitives should be treated any differently to any other management exchange resulting in the exchange of action frames.

ADDTS has a timeout parameter.  No normative behaviour is specified.

Note that normative behaviour is specific for the timing of the ADDTS.response (within dot11ADDTSResponseTimeout).  This is a rather curious thing to do.  We have a control variable somehow modifying the SME’s guaranteed timing.   

DELTS does not have a timeout parameter.  Neither does DELBA.

ADDBA links this parameter to a MIB variable, so, in theory at least, this does have a potential practical benefit, because an external management entity can change the STA’s expectations about response times and avoid unnecessary timeouts.

We have two different timeout models:  ADDTS.request “stupid” and ADDBA.request “possibly useful”.

What do we do:

· Leave it as it

· Remove them because the MIB is only a theoretical construct,  so the timeout provides no practical benefit

· Change ADDTS to match ADDBA.

Straw poll?

Prefer:  leave as is 1

Prefer:  remove timeouts 3

Prefer:  Fix addts.request 0

Won’t say / don’t care / sleeping. 5

Also discovered issue:  ADDTS.request has a parameter that should be taken from the dot11ADDTS… variable,  following the model of ADDBA.  And the MLME timer behaviour is related to the MIB variable, not the parameter.

Straw poll:


Keep timeout behaviour, but fix the obvious errors (i.e. redundant parameters) 2


Delete timeout behaviour, but keep mib variables 0


Delete timeout behaviour and mib variables. 3

Status;  Defer until Mark Hamilton has a chance to contribute.
Proposed Resolution:

	1018
	329.03
	6.3.68.6.1
	All requestion/indication and response/confirm pairs that are transported using action frames should include Vendor Specific in their primitive parameters, asthe action frames include Vendor Specific elements by default.

The GATS-TERM primitives do not contain these elements.
	Review all MLME primitives that either generate or are generated by an action frame and insert any missing vendor specific parameters.
	GEN


Discussion:

Another “permission to do more work”.  However we have done this work in the past, so might as well do it again.

Note that MLME-FINETIMINGMSMT.confirm wrongly has a VendorSpecific parameter.  This is covered by a separate comment (CID 1015).

For discussion: are the MLME-RESOURCE-REQUEST primitives already covered.  i.e., does the “Content of FT Authentication elements” include vendor specific elements. If so, nothing to do.

After discussion:  agreed to add vendor specific.

Same discussion for MLME-TDLSDISCOVERY “TDLSDiscoveryRequest: Specifies the proposed service parameters for the TDLS Discovery Request frame.”, TDLSSETUPREQUEST.*, TLDSSETUPRESPONSE.*, TDLSSETUPCONFIRM.*, TDLSTEARDOWN.*, TDLSPTI.*, TDLSCHANNELSWITCH.*, TDLSPEERPSM.*

For discussion.  Where does the vendor specific content in MLME-DLSPOTENTIALPEERSTA.confirm come from?  I’m assuming it is an error,  because there is no matching .response that can provide it.

Proposed Resolution:

Revised.

Remove the Vendor Specific parameter from:

MLME-MMEASURE.*

MLME-TDLSPOTENTIALPEERSTA.confirm
Add a Vendor Specific parameter (using a nearby example to maintain local style) to:

MLME-ADDTSRESERVE.confirm

MLME-SCHEDULE.request / .indication

MLME-SAQuery.*

MLME-EVLREQUEST.*

MLME-EVLREPORT.*

MLME-DIAGREQUEST.*

MLME-DIAGREPORT.*

MLME-LOCATIONCFG.*

MLME-LOCATIONTRACKNOTIF.*

MLME-BTMQUERY.*

MLME-BTM.*

MLME-FMS.*

MLME-CLINTERFERENCEREQUEST.*

MLME-CLINTERFERENCEREPORT.*

MLME-TIMBROADCAST.*

MLME-QOSTRAFFICCAPUPDATE.*

MLME-GATS.*

MLME-GATS-TERM.*

MLME-TIMINGMSMTRQ.*

MLME-WNMNOTIFICATIONREQUEST.*

MLME-WNMNOTIFICATIONRESPONSE.*

MLME-GAS.*

MLME-QoSMap.*

MLME-MESHPEERINGMANAGEMENT.*

MLME-MESHPOWERMGT.*

MLME-MCCATEARDOWN.*

MLME-QMFPOLICY.*

MLME-QMFPOLICYCHANGE.*

MLME-SCS.*

MLME-SCS-TERM.*

MLME-QLOAD.*

MLME-TXOPADVERTISEMENT.*

MLME-GROUP-MEMBERSHIP.*

MLME-APPEERKEY.*

MLME-RESOURCE-REQUEST.*

Add an MLME-DLS.response primitive, with the following parameters:  (PeerMACAddress, from .indication; ResultCode, CapabilityInformation “Specifies the capabilities of the local MAC entity” to replace description, DLSTimeoutValue, Supported Rates, HT Capabilities, VendorSpecificInfo from .confirm).

Proposed Resolution.
Revised.  Make changes under CID 1018 in <this-document>.

	CID
	Page
	Clause
	Comment
	Proposed Change
	Owning Ad-hoc

	1603
	
	
	What does "PHYCCA.
indication primitive of class BUSY" mean
	Change to refer to argument BUSY
	GEN


Context: 1626.15:

	A busy channel shall be indicated by a PHY-CCA.indication primitive of class BUSY. 

A clear channel shall be indicated by a PHY-CCA.indication primitive of class IDLE.


This doesn’t match the terminology of  433.12,  which uses a STATE parameter.

There are various ways to resolve this.  Proposed is one such:

Proposed Resolution:
Revised.

At the cited location replace “PHY-CCA.indication primitive of class BUSY” with “PHY-CCA.indication(BUSY)” 

and on the following line replace

“PHY-CCA.indication primitive of class IDLE” with “PHY-CCA.indication(IDLE)”

Make matching change at 1657.13 and 1708.47.

	1589
	
	
	Kill aTxRampOffTime (not actually used anywhere)
	As it says
	GEN


Discussion:

Agree with the sentiment.   There are 7 references

	  aRxPHYDelay,  aRxTxSwitchTime,  aTxRampOnTime,  aTxRampOffTime,  aAirPropagationTime,  aMACProcessingDelay,  aPr

 that the PHY takes to turn the  Transmitter on.  aTxRampOffTime integer The nominal time (in microseconds) that t

ion dependent, see 9.3.7 (DCF timing relations).  aTxRampOffTime Implementation dependent, see 9.3.7 (DCF timing r

ion dependent, see 9.3.7 (DCF timing relations).  aTxRampOffTime Implementation dependent, see 9.3.7 (DCF timing r

ion dependent, see 9.3.7 (DCF timing relations).  aTxRampOffTime Implementation dependent, see 9.3.7 (DCF timing r

ion dependent, see 9.3.7 (DCF timing relations).  aTxRampOffTime Implementation dependent, see 9.3.7 (DCF timing r

ion dependent, see 9.3.7 (DCF timing relations).  aTxRampOffTime Implementation dependent, see 9.3.7 (DCF timing r


The first two define it in the PHY characteristics primitive.  The Latter exist in PHYs describing the value as implementation dependent.  There is no normative behaviour that references this variable.

Proposed resolution:
Revised.   At 416.18,  delete the aTxRampOffTime parameter and any references to it in this subclause.

at 1618.08, 1644.44, 1701.27, 1714.34, 1809.53 delete the table row that includes this attribute.

	1465
	
	
	Has anyone ever used/does anyone still use StrictlyOrdered?
	Deprecate StrictlyOrdered
	GEN


Discussion:

The strictly ordered service class was added as a sop to a single sponsor ballot commenter during the balloting of the first 802.11 standard.  Nobody ever implemented it.

The Order field was re-purposed by 802.11n to carry an indication of the HT control field.

Agree with the comment.  REVmc used language similar to that proposed below to mark features as obsolete.

Proposed changes:  at 102.08

	5.1.3 MSDU ordering

The services provided by the MAC sublayer permit, and may in certaincases require, the reordering of

MSDUs. 

In a non-QoS STA, the MAC does not intentionally reorder MSDUs except as may be necessary to improve the likelihood of successful delivery based on the current operational (“power management,” FMS, DMS) mode of the designated recipient STA(s). The sole effect of this reordering (if any), for the set of MSDUs received at the MAC service interface of any single STA, is a change in the delivery order of group addressed MSDUs, relative to individually addressed MSDUs, originating from a single source STA address. 
<Note insertion of new para>
If a higher layer protocol using the data service cannot tolerate this possible reordering, the optional StrictlyOrdered service class might be used. MSDUstransferred between any pair of STAs using the StrictlyOrdered service class are not subject to the relative reordering that is possible when the

ReorderableGroupAddressed service class is used. However, the desire to receive MSDUs sent using the

StrictlyOrdered service class at a STA precludes simultaneous use of the MAC power management  facilities at that STA. Note that the use of the StrictlyOrdered service class is obsolete and the StrictlyOrdered service class might be removed in a future revision of the standard.


At 1835.50:

	PC8
	
MAC data service
	9.2.8 (MAC data service), 9.8 (MSDU transmission restrictions), Annex J
	M
	Yes  No 

	
PC8.1
	
ReorderableGroupAddressed 

service class
	9.8 (MSDU transmission restrictions)
	M
	Yes  No 

	
PC8.2
	
StrictlyOrdered service class
Note that the use of the StrictlyOrdered service class is obsolete and the StrictlyOrdered service class might be removed in a future revision of the standard.
	9.8 (MSDU transmission restrictions)
	O
	Yes  No 


Proposed Resolution:
Revised.  Make changes as shown in <this-document> under CID1465.  These mark the StrictlyOrdered service class as obsolete.

	1428
	
	
	Some comments made in the technical comment collection on 802.11-2012 were rejected but should not have been
	Revisit those comments
	GEN

	1427
	
	
	Some comments made in the technical comment collection on 802.11-2012 were addressed incorrectly or incompletely
	Address all the comments correctly and completely
	GEN


Discussion:

The commenter may believe that these comments achieve some useful end.  That is not the case.

A valid comment needs to indicate a specific problem and a specific solution.  These do neither.   They are invalid comments.  Note that this does not prevent the commenter from attempting to seek approval of changes on any topic, including previous rejected comment resolutions from 802.11-2012.

Proposed resolution (to both):
Rejected.  The comment does not indicate a specific issue to resolve or a specific change to be made.

	1649
	
	
	What does "monotonically increasing" mean? How does it differ from "increasing"?
	Clarify
	GEN


Proposed Resolution:
Rejected.   The commenter does not indicate a specific problem to solve or a specific change to make.  

In reply to the commenter, this term is well known.

NIST defines it thus: “A function from a partially ordered domain to a partially ordered range such that x ≤ y implies f(x) ≤ f(y).”

	1471
	
	
	For a mesh channel switch, 10.9.8.4.3 mandates a probe [sic] delay. Why not for vanilla BSS switches too?
	Extend 6.3.3.2.2, 6.3.4.2.2, 6.3.11.2.2 and 10.2.2.2 to say the ProbeDelay is also used when switching to a different channel
	GEN


Proposed Resolution:
Rejected.

Making this change for non-MBSS would make existing devices non-compliant.

The benefit of the additional protection is minimal because channel switches are infrequent affairs.

	1621
	
	
	Kill 11e and the non-HT BA stuff (i.e. just left with HT-delayed and HT-immediate)
	As it says
	GEN


Proposed Resolution:
Rejected.  

The commenter does not indicate a specific problem to be solved or a specific change to make.

	1647
	
	
	If the aAirPropagationTime is large and the frame is short, then a STA may do CCA before a frame has started to arrive at its receiver
	Introduce a minimum frame duration, as in 802.3?
	GEN

	1626
	
	
	Does 802.11 need a minimum frame size (like 802.3) to ensure short frames do not get missed by the ED mechanism?
	Consider the earliest/latest CCA detect times
	GEN


Proposed Resolution: (to both)
Rejected.

The STA does not perform CCA or ED at a specific time within the slot.  It is performed continuously during the slot, except for the aRxTxTurnaround time when it transmits in the following slot.   So it doesn’t matter whether a frame is shorter than the slot duration or not because it will still be detected by STAs in the BSS in the slot in which it was transmitted,  provided that aAirPropagationTime is set to a large enough value.

	1637
	
	
	Might CCA-ED be required on any channel which HT might be used on?
	If so, add CCA-ED to clause 20, modelled on clause 18
	GEN


Discussion:

It is clear that CCA-ED is defined only for 20MHz (and narrower) channel spacing.  

However, is there anything to stop an HT AP operating a 20MHz BSS in operating classes 13-15?   If so, it is required to do CCA-ED.   Clause 20.3.20.5.1 references 18.3.10.6 for non-HT PPDUs.   

It is questionable whether an energy detect (i.e. a burst of noise) comprises any kind of PPDU.  A burst of noise certainly does not comprise an HT PPDU.

So, it arguable that we are already covered, but it could be made explicit.

Proposed Resolution:

Revised.

Insert a new subclause “20.3.20.5.0a CCA-Energy Detect (CCA-ED)

For improved spectrum sharing, CCA-ED is required in some bands. The behavior class indicating CCA-ED is given in Table D-2 (Behavior limits sets). The operating classes requiring the corresponding CCA-ED behavior class are given in E.1 (Country information and operating classes). An HT STA that is operating within an operating class that requires CCA-ED shall operate with CCA-ED as defined in 18.3.10.6. “

	1011
	2.30
	1.3
	Do we want to add a list item for .11ae?
	Add an entry
	GEN


Proposed resolution:
Revised.   At 2.30 add:

“—Defines medium access control mechanisms to support the prioritization of management frames.

	1673
	2.30
	1.3
	The last item in the list is redundant with the 8th item
	Delete the last item in the list. Delete the Editor's Note that appears in the redline version of 1.0 (but is not present in the non-redline version).
	GEN


Proposed resolution:
Rejected.  The 8th list item talks about support for QoS generally.  The last list item describes specific support for streaming audio video without degrading data and voice performance.

	1121
	6.36
	3.1
	Term "ad hoc network" is also used as vernacular of mesh network.
	Modify the definition as "Often used as a venacular term for an independent basic service set (IBSS) and mesh basic service set (MBSS)".
	GEN


Discussion:

This term wasn’t used in 802.11s.  However, one of the mesh routing algorithms refers to “Ad Hoc On-Demand Distance Vector (AODV) protocol (IETF RFC 3561 [B35])”,  so the commenter does have a point.

Annex Q states:  “Ad hoc mobile STAs operate in IBSS mode”

To change “ad-hoc” to include mesh in the context of 802.11 is probably going to create more confusion than light.  I propose therefore to delete the term, and substitute IBSS where necessary.

Changes:

Delete the definition at 106.36.

	ad hoc network:Often used as a venacular term for anindependent basic service set (IBSS).


Change 49.28 as follows:

	4.3.2 The independent BSS (IBSS)
The IBSS is the most basic type of IEEE Std 802.11 LAN. A minimum IEEE Std 802.11 LAN may consist of only two STAs. Since the BSSs shown in Figure 4-1 (BSSs) are simple and lack other components (contrast this with Figure 4-2 (DSs and APs)), the two can be taken to be representative of two IBSSs.

This mode of operation is possible when IEEE Std 802.11 STAs are able to communicate directly. Because this type of IEEE Std 802.11 LAN is often formed without preplanning, for only as long as the LAN is needed.


Change 2561.23 as follows:

	Q.2 Terminology

An enhanced description of these access entities begins with clarification of several terms. 

This standard defines an entity called a STA. STAs can operate in different modes. The possible  operational modes of a STA are

a) Infrastructure mobile STAs

b) Independent mobile STAs 

c) Access control mode STAs

d) Mesh STAs

The mobile STAs are the STA entities that are ordinarily moving around, but may also be in a fixed location.

The mobile adjective prefix often helps in visualizing the type of STA under discussion.

Infrastructure mobile STAs operate in infrastructureBSS mode, i.e., they are the users of an AP. Devices

that incorporate an infrastructure mobile STA are referred to in this annex by the term mobile unit(MU). An MU device may consist of just a mobile STA implementation, but also likely includes an SME and a client. The exact configuration of the MU is not relevant to the descriptions in this annex.

Independent mobile STAs operate in IBSS mode. Independent mobile STAs form autonomous networks that do not require an AP.


Note, remaining instances of “ad hoc” form part of the name of AODV, and cannot be removed.

Proposed Resolution:

Revised.

Make changes as shown in <this-document> under CID 1121.  These remove the definition of the term “ad hoc” and remove its use in the context of IBSS.

	1122
	12.17
	3.1
	The word "FMS Token" is used without definition.
	flexible multicast service (FMS) Token: A unique identifier for the FMS Stream Set that is the set of FMS subelements specified in the FMS Request procedure. Its value is assigned by the AP.
	GEN


Discussion:

“FMS Token” is the name of a field.   Except in defining the field and at the cited location,  the only reference is to “FMS Token” <some-type-of-thing>.

Rather than introduce a definition for a little used concept,  we can change references to the “FMS Token” used by itself,  with a reference to the field.  There is no need to create definitions for field names in 3.1.

The FMS definitions are in 3.1 – the generic definitions.  However most if not all of these talk about 802.11-specific constructs.  And naming a specific field is the icing on the cake that breaks the camel’s back.  So at least this,  and probably all FMS definitions should be specific to 802.11.

In the definition of the FMS Token field,  we have:

“The FMS Token field contains a unique identifier for the FMS Stream Set that is the set of FMS subelements specified in the request” and “The FMS Token is fixed for the lifetime of the FMS Stream Set.”

The first of these creates no problems.   The last one creates a problem,  because it implies the existence of FMS Token as a “thing” outside the context of an FMS Action frame.  I claim that the first statement is definitive and sufficient, and propose to delete the second.

Changes:

At 12.17:

	flexible multicast service (FMS) stream set: A collection of FMS streams identified by the value of the  FMS Token field, used during the FMS Request procedure.


Move the four FMS definitions at 12.05-12.19 to subclause 3.2.
At 731.17:

	The FMS Token field contains a unique identifier for the FMS Stream Set that is the set of FMS subelements specified in the request. If this is a new request, then the FMS Token field is set to 0. Otherwise, the FMS Token field is set to the value assigned by the AP in the FMS Response element. 


Proposed Resolution:
Revised.  Make changes in <this-document> under CID 1122.   These changes change references to an “FMS Token” that is not a field or type of subelement so that they refer to “FMS Token field”,  thereby eliminating the need for an additional definition.

	1179
	14.58
	3.1
	The inclusion of "Syn: frame." in this text is a serious mistake. If the claim of synonymy were accurate, then, per the 2012 IEEE Style Manual page 9, "frame" would need to be replaced with "MPDU" throughout the draft (also other terms, such as "QMF" and "sounding frame", that use "frame" would need to be replaced --for instance, if an NDP sounding frame really is an MPDU, then what is the NDP sounding frame but a PPDU that is inside an MPDU?). Also: the concept of RCPI would be nonsensical if it were applied only to MPDUs. And, after all these changes are made, then "Syn: frame." would still need to be deleted because of the Style Manual discouragement of using two terms that mean the same thing. In truth, however, "frame" actually is a more general term than "MPDU", and the two concepts should not be confused.
	Delete "Syn: frame.". (And please discourage contributors from replacing "frame" with "packet" in PHY clauses -- "packet" is a far more confused term than "frame" -- for instance, NDPs are PPDUs, but is the "packet" in "NDP" the same concept as "packet" in "IPN", "PER", "Ethernet packet" and interworking with external network's "layer 3 end to end packet marking practice"? "Packet" is best kept with layer 3 and above types of frames -- up there with messages, transactions, UDP and similar nebulous oddities.)
	GEN

	1123
	14.59
	3.1
	The word "frame" is used not only "MAC frame" but also "PHY frame"/"PPDU frame" in this document.
	Change "Syn: frame" to "Syn: MAC frame".
	GEN


	CID
	Page
	Clause
	Comment
	Proposed Change
	Previous proposed resolution
	Owning Ad-hoc

	1595
	
	
	The PHYs sometimes use the term "frame", apparently to refer to the PPDU. Unfortunately, "frame" is defined to refer to an MPDU
	Replace errant "frame"s in the PHY sections with "PPDU"s
	REVISED (EDITOR: 2013-03-11 14:52:24Z) - Replace all "frame" in the PHY clause with "PPDU" where it relates to the on-the-air PHY packet/frame/structure. Also check affected definitions (RCPI ...).

Also change "PHY frame" to "PPDU"
Also change "PPDU frame" to "PPDU"
At 1668.09, change "frame" to "symbol"
	EDITOR


Discussion:

We have related comment, CID 1595, which was originally treated by removing the terminology “PHY frame”.   This (in-)famously found no consensus in the group.

And worse than having to undo a bunch of speculative edits, I’m even starting to see things the same way as the commenter.  However, before we all go “frame crazy”, I’d suggest we limit 802.11 uses to two contexts:  MAC frame and PHY frame, and include these in the definition of frame.

We then change the definitions of MPDU, PPDU and add a definition of frame to make this relationship clear.  I will unmake the previous speculative edits for CID 1595, and we can resolve it here.

Also note that we have comments 1128 and 1129 which replace the “PHY frame” terminology with “PPDU” in the specific context of the subclause heading that defines the PPDU format.  This is for consistency with Clauses 17, 19 and 20.   The same edits were applied when rolling in 802.11ad for consistency.

Also for discussion (no changes proposed as yet), what do we interpret “frame” in the following context to mean: 1668.06?

	The parameters F and NST are described in Table 18-5 (Timing-related parameters). The resulting waveform is periodic with a period of TFFT = 1/F. Shifting the time by TGUARD creates the “circular prefix” used in OFDM to avoid ISI from the previous frame.




Also for the comment on use of “packet” – see CID 1193 below.

Changes:

In 3.1 add:

frame: A unit of data exchanged between peer protocol entities.
MAC frame:  The unit of data exchanged between MAC entities.  Syn: MPDU.

NOTE—References to a “frame” from within the clauses describing the MAC are implicitly references to a MAC frame, unless otherwise qualified.
PHY frame: The unit of data exchanged between PHY entities. Syn: PPDU.

NOTE—References to a “frame” from within the clauses describing the PHYs are implicitly references to a PHY frame, unless otherwise qualified.
Change the definition of MPDU thus:
	medium access control (MAC) protocol data unit (MPDU):The unit of data exchanged between two peer

MAC entities using the services of the physical layer (PHY). Syn: MAC frame.


Globally change any “PPDU frame” to “PHY frame”

Proposed Resolution (to all 3 comments):
Revised.  Make changes in <this-document> under CID 1179.   These introduce definitions of frame, MAC frame and PHY frame, and modify the definition of MPDU so that it is clear that the term “frame” is dependent on context.
	1182
	24.10
	3.1
	The terms "TDLS peer PSM Request frame" and "TDLS peer PSM Response frame" don't appear to be defined anywhere. Yes, these probably are data frames that include appropriate values in Action fields, but that state is not specifically defined anywhere. Note that other frames that are types of action frames are still specifically defined to be frames that have Action fields -- such as 8.5.12.4 (PSMP frame format).
	Add definitions of "TDLS Peer PSM Request frame" and "TDLS Peer PSM Response frame" to 6.3.49.
	GEN


Proposed resolution:
Rejected.  8.5.13.1 states: “References to one of the TDLS Action field values as a frame, e.g., “TDLS Setup Request frame,” denote a Data frame carrying a TDLS Action Field and any vendor-specific elements tunneled as described in 10.23.1(General).” 

“TDLS Peer PSM Request” and “TDLS Peer PSM Response” appear in the list of TDLS Action field values.

This suffices to explain the meaning of “TDLS Peer PSM Request frame” and “TDLS Peer PSM Response frame”.

	1013
	27.55
	3.2
	"A Data MPDU which carries all or part of an 802.1X EAPOL PDU of the mentioned type"

Mentioned where? Perhaps in the personals column of the Times. Or perhaps in dispatches.
	Insert reference to where it's mentioned, or reword so that it makes sense.
	GEN


Change: 27.55

	EAPOL-Key frame: A Data MPDU that carries all or part of an 802.1X EAPOL PDU of type EAPOL-Key. (#1674)


Proposed resolution:

Revised.   In cited definition change “of the mentioned type” to “of type EAPOL-Key”, and change “which” to “that”.

	1674
	27.55
	3.2
	EAPOL-Key and EAPOL-Start are not the same. See 802.1X-2010 clause 11.3.2
	Delete Syn: EAPOL-Start frame.


Proposed Resolution:
Accepted

	1675
	27.62
	3.2
	EAPOL-Key and EAPOL-Start are not the same. See 802.1X-2010 clause 11.3.2
	Add an appropriate definiteion for EAPOL-Start frame
	
	GEN


Proposed Resolution:
Rejected.  

This term is adequately defined in 802.1X-2010.

	1192
	31.47
	3.2
	"Mesh Data frame" names a type of frame, and therefore needs to be defined in clause 8. It is bad policy to split the definitions of frames between two different clauses.
	Move the definiiton "Mesh Data frame" to 8.3.2.
	GEN


Discussion:

The cited text is: 30.47:

	Mesh Data frame:An individually addressed Data frame with both the From DS and To DS bits set to 1

and that is transmitted from a mesh station (STA) to a peer mesh STA, or a group addressed Data frame that has From DS set to 1 and To DS set to 0 that is transmitted by a mesh STA.


At 438.14 (8.2.2 (conventions)), we have:

	A QoS Data frame that is transmitted by a mesh STA is referred to as a Mesh Data frame.


AT 441.25 (8.2.4.1.4 (To/From DS)…) we have:
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Clause 8 is generally about describing structure.   The structure of a Mesh Data frame has already been described through 8.2.4.7.3 (which describes a more general case).  The statement in “conventions” creates a more general definition than in 3.2, i.e., it is conflicting.

Propose we move any normative definitions more clearly in Table 8-2, and reference 8.2.4.1.4 from any other occurences.  Then make the definition in 3.2 more general and reference 8.2.4.1.4.

Proposed changes:

Change 30.47 as follows:

	Mesh Data frame:A Data frame 
that is transmitted by a mesh STA. See 8.2.4.1.4.


Change 437.14 as follows:

	A QoS Data frame that is transmitted by a mesh STA is referred to as a Mesh Data frame.
NOTE—8.2.4.1.4 constrains the setting of the FromDS/ToDS fields in Mesh Data frames.


Change 441.18 as follows:

	· To DS and From DS fields

The meaning of the combinations of values for the To DS and From DS fields in (#100)Data frames(Ed) are shown in Table 8-2 (To/From DS combinations in Data frames).

· To/From DS combinations in (#100)Data frames
 To DS and From DS values
Meaning
To DS = 0

From DS = 0 
A (#100)Data frame direct from one STA to another STA within the same IBSS, a (#100)Data frame direct from one non-AP STA to another non-AP STA within the same BSS, or a (#100)Data frame outside the context of a BSS.(11ae)
To DS = 1 

From DS = 0
A (#100)Data frame destined for the DS or being sent by a STA associated with an AP to the Port Access Entity in that AP.
To DS = 0

From DS = 1
A (#100)Data frame exiting the DS or being sent by the Port Access Entity in an AP, or a group addressed Mesh Data frame with Mesh Control field present using the three-address MAC header format.

This is the only valid combination for group addressed Data frames transmitted by a mesh STA.
To DS = 1 

From DS = 1
A (#100)Data frame using the four-address MAC header format. This standard defines procedures for using this combination of field values only in a mesh BSS.
This is the only valid combination for individually addressed Data frames transmitted by a mesh STA.



Proposed resolution:
Revised.  Make changes in <this-document> under CID 1192.  These changes clarify in the specification of the FromDS/ToDS fields which settings must be used by a mesh STA and simplify the definition of Mesh Data frame, now referencing the FromDS/ToDS section.

	1563
	113.32
	6.3.2.2.2
	What is the point of WakeUp in MLME-POWERMGT.request? It's not referred to in clause 10 (all the references are to the Wakeup Schedule, which is something different)
	Delete this parameter
	GEN


Discussion:

The commenter is correct.  The necessary changes are obvious.

Proposed Resolution:
Accepted.

	1228
	204.35
	6.3.29.3.2
	Where is the "Block Ack Action primitive" defined? There is a Block Ack Action frame, but what is the primitive and in what SAP is it located?
	Define the Block Ack Action primitive somewhere, or delete all references to it.
	GEN


Discussion:

The language used at this point (MLME-ADDBA.confirm) is:

	Specifies a number unique to the Block Ack 

Action primitives and frames used in defining the 

Block Ack. This value matches the DialogToken 

parameter specified in MLME-ADDBA.request 

primitive.


There are a fair number of similar descriptions (“primitives and frames” occurs 7 times).

Probably the most prevalent form used is that of 214.28 (MLME-NEIGHBORRESPRESP.request): 

	The Dialog Token to identify the neighbor report 

transaction. Set to the value received in the 

corresponding MLME-NEIGHBORREPREQ.indication primitive or to 0 for 

an autonomous report


I believe usage this is preferable.   The “and frames” of the cited text is problematical – the MLME interface should only care about primitives and their parameters.  The “in defining the Block Ack” begs a whole host of questions.

Note the wording of the ADDTS.response parameter is already OK, because it doesn’t use this language.

I propose to reword the similar parameter descriptions to more closely follow “transaction” language.

Proposed Resolution:
Revised.

Replace first sentence of description of ADDBA .request, .confirm, .indication and .response primitives DialogToken with: “Identifies the ADDBA transaction.”

Replace first sentence of description of ADDTS .request, .confirm and .indication primitives DialogToken with: “Identifies the ADDTS transaction.”

	1019
	379.35
	6.3.86.3.2
	Note that according to WG11 style, confirms are not issued in the case of locally-generated errors such as invalid parameters and timeout.

The SCS.confirm doesn't conform.
	Remove any locally generated errors.
	GEN


Discussion:

We did this once before during REVmb, setting the style cited above.  I have reviewed the new material with the following findings.

Findings: 

SCS.confirm.   Frame doesn’t carry a Status Code field, so the parameter is spurious.

MLME-QMFPOLICYCHANGE.confirm. Local timeout.

MLME-QLOAD.confirm. Local generation of UNSPECIFIED_FAILURE.

MLME-TXOPADVERTISEMENT.confirm. Local generation of UNSPECIFIED_FAILURE.

MLME-GROUP-MEMBERSHIP.confirm. Local generation of UNSPECIFIED_FAILURE.

MLME-MCCASETUP.confirm. Local timeout.

Proposed Resolution:
Revised.

Remove the ResultCode parameter from the following primitives:

MLME-SCS.confirm

MLME-QLOAD.confirm

MLME-GROUP-MEMBERSHIP.confirm
Remove the *TIMEOUT enumeration value for ResultCode from:

MLME-QMFPOLICYCHANGE.confirm

MLME-MCCASETUP.confirm
Remove the UNSPECIFIED_FAILURE enumeration for ResultCode from:

MLME-TXOPADVERTISEMENT.confirm
	1239
	395.46
	6.4.1
	"correlates", "converges" information: what processes are these? Also, it is unlikely that the MSGCF transmits events to upper layer protocols. And what other information than 802.11 information?
	Replace "correlates information exchanged between the MAC management entiteis regarding the state of an IEEE 802.11 Std interface and converges this information into events and status for consumption by higher layer protocols." with "merges informaton about a MAC interface into event and state reports that are understood by higher layer protocols.".
	GEN


	1240
	395.57
	6.4.1
	"operates at the level of an IEEE Std 802.11 ESS": what "level" is that? Where are the levels defined? Fortunately this is not a very useful claim, and so can simply be deleted.
	Delete "operates at the level of an IEEE Std 802.11 ESS, and ".
	GEN


Discussion:

The MSGCF is an adaptor layer that provides information on internal MLME/SME state and provides control of link establishment with an ESS in a form that is understood by 802.21 (MIH).

The cited text is:

	6.4.1 Overview of the convergence function

The MSGCF and its interaction with other management entities is defined in 6.4 (MAC state generic

convergence function (MSGCF)). The MSGCF correlates information exchanged between the MAC

management entities regarding the state of an IEEE Std 802.11 interface and converges this information into events and status for consumption by higher layer protocols. Non-AP STAs when dot11MSGCFActivated is set to true shall support the MSGCF procedures in this clause; APs do not support the MSGCF.


I don’t see how: “The MSGCF correlates information exchanged between the MAC management entities” reflects the purpose of MSGCF.   

I suppose the verb “converge” is almost, on a good day, kind-of OK-ish.   But I don’t want to damn it with faint praise.  Clearly it relates to “convergence” which is part of its name.   Better to avoid the question and use a verb that kind-of almost makes better sense.

Proposed change:

	The MSGCF provides an abstraction
 of a link between a non-AP STA and an ESS (an ESS-link) to its higher layer entity. The MSGCF provides control of an ESS-link and generates events based on the state of an ESS-link. A non-AP STA that transitions between two APs in the same ESS can operate transparently to the LLC sublayer, and does not change state in the state machine defined within this clause.
This clause defines interactions between the MSGCF and MLME and PLME through the MLME_SAP and PLME_SAP respectively, as well as with the SME via the MSGCF-SME_SAP. The detailed manner in which the SAPs are implemented is not specified within this standard.





Proposed resolution: (to both)
Revised.

Change text as shown in <this-document> under CIDs 1239 and 1240.  These changes clarify the language in the cited locations.

	1244
	399.09
	6.4.7.1.2
	"IEEE Std 802.11" is redundant here.
	Delete "IEEE Std 802.11 " here; on line 46 replace "an IEEE Std 802.11 network" with "a WLAN" and on line 61 delete "IEEE Std 802.11 ".
	GEN

	1248
	413.15
	6.4.7.2.2
	"IEEE Std 802.11" is redundant here.
	Delete "IEEE Std 802.11 " and on line 55 replace "IEEE 802.11 networks" with "WLANs"; on page 414 lines 25 and 47 delete "IEEE Std 802.11".
	GEN


Discussion:

We already decided to grandfather this term.   See CID 1212 et al.  We copy the resolution from that CID here.

Proposed resolution:

Rejected.

The cited text is not incorrect.  There are a substantial number of occurences of "IEEE Std 802.11" in the document and the TG has determined not to remove them.
	1605
	415.00
	6.5
	PLME-DSSSTESTMODE.request, PLME-DSSSTESTOUTPUT.request -- seriously?
	Kill them
	GEN


Proposed resolution:
Rejected.  

The commenter does not specify an issue to be resolved or a specific change to be made.

	1404
	425.57
	7.3.4.1
	"All of the service primitives described here are considered mandatory, unless otherwise specified." Really?? Mandatory service primitives?!!
	Delete this sentence. Therefore, delete this subclause? Note that similar language that was in many of the PHY clauses has already been removed, along with the PMD changes.
	GEN


Discussion:

Agree that the concept of a mandatory service primitive is meaningless, because being an abstact interface, it is not testable.

Proposed resolution:
Revised.  At 425.55, delete subclause 7.3.4.1.

	1024
	429.52
	7.3.5.5.2
	"both PHY and PHY management" is questionable given that the PHY entity arguably
includes the PLME.

Ditto at 430.24.
	Perhaps replace with something like "PHY data transmission and management"
	GEN


Context and commenter’s proposed change: (429.50):

	The TXVECTOR represents a list of parameters thatthe MAC sublayer provides to the local PHY entity in order to transmit a PSDU. This vector contains PHY data transmission and management parameters. The minimum required PHY parameters are listed in 7.3.4.5 (Vector descriptions).


And 430.23: 

	The TXSTATUS represents a list ofparameters that the local PHY entity provides to the MAC sublayer

related to the transmission of an MPDU. This vector contains both PHY and PHY operational parameters.
The required PHY parameters are listed in 7.3.4.4 (PHY-SAP service primitives parameters)


Note that, unlike TXVECTOR, TXSTATUS is almost unspecified.  The only one that appears to be specified is TX_START_OF_FRAME_OFFSET. Seeing as there is only one parameter, describing it as “PHY and PHY operational” is meaningless.   The cited sentence adds no value.

Proposed Resolution:
Revised.

At 429.51, delete  the sentence “This vector contains … parameters.”

At 430.23, delete the sentence “This vector contains both PHY and PHY operational parameters.”

	1267
	586.39
	8.4.2.21.2
	"It is mandatory" is a de facto "shall" statement, which does not belong in a definition clause.
	Delete the sentence "It is mandatory for a STA to support the generation of this report.". If this requirement is needed, then locate the appropriate "shall" statement in a non-definition, normative clause.
	GEN


Discussion:

The normative requirement is at 1162.38: D1.0

	10.9.7 Requesting and reporting of measurements

The response to a basic request is a basic report. It is mandatory for a STA in an infrastructure BSS to

generate a basic report in response to a basic request if the request is received from the AP with which it is associated, except as specified in this subclause.


The “is mandatory” language was adjusted in response to CID 1317,  so it now reads:

1452.23: (D1.5 pre-final version)

	The response to a basic request is a basic report. A STA in an infrastructure BSS or PBSS(11ad)(Ed)shall

generate(#1317)a basic report in response to a basic request if the request is received from the PCP/

AP(11ad)with which it is associated, except as specified in this subclause.


So, the cited statement is redundant, and we can fully address the commenter’s concern by deleting it.

Proposed Resolution:

Accepted.
In reply to the commenter, the related normative statement exists in 10.9.7, and the language in D1.0 is changed from “is mandatory” to “shall” in response to CID 1317.

	1642
	1345.09
	11.4.2.3.3
	What does the $circledplus in 11.4.2.3.3 mean?
	Probably XOR, but where is this stated? 11.4.2.5.3 doesn't count, as it's in the future, as is 11.4.2.5.2
	GEN


Context: 1344.54:

	Figure 11-11 (Michael block function) defines the Michael block function b. It is a Feistel-type construction with alternating additions and XOR operations. It uses <<< to denote the rotate-left operator on 32-bit values, >>> for the rotate-right operator, and XSWAP for a function that swaps the position of the 2 least significant octets.


And 1345:
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Discussion:

That this is an XOR is unambiguous from 1350.62, in a later subclause:

	The XOR (⊕) operation, the bit-wise-and (&) operation, and the addition (+) operation are used in the

Phase 1 specification.A loop counter, i, and an array index temporary variable, j, are also employed.


Agree that this term hasn’t been defined where it is used.  We can either define it globally or locally.

The least change is local:

Change: 1344.54:

	Figure 11-11 (Michael block function) defines the Michael block function b. It is a Feistel-type construction with alternating additions and XOR operations. It uses ⊕ to denote XOR, <<< to denote the rotate-left operator on 32-bit values, >>> for the rotate-right operator, and XSWAP for a function that swaps the position of the 2 least significant octets.


Proposed Resolution:
Revised.

At 1344.55, change “It uses <<< to denote…” to “It uses <circleplus> to denote XOR, <<< to denote…”

where <circleplus> is the circle-plus symbol appearing in Figure 11-11.

	1659
	1702.00
	19
	"may be used when the BSS consists of only ERP STAs." should not be in Clause 19. If it is, it should at least say "that support this option" as in other places
	Fix in 19.1.3 and 19.4.5
	GEN


Context: 1703.24:

	The changes to other parts of this standard required to implement the ERP are summarized as follows:
…

b) ERP-OFDM 

1) The PHY uses the capabilities of Clause 18 (Orthogonal frequency division multiplexing

(OFDM) PHY specification) with the following exceptions: 

i) The frequency plan is in accordance with 17.3.6.2 (Operating frequency range) and

17.3.6.3 (Channel Numbering of operating channels) instead of 18.3.8.4 (Operating

channel frequencies).

ii) CCA has a mechanism that detects all mandatory Clause 19 (Extended Rate PHY (ERP)

specification) sync symbols.

iii) The frequency accuracy (see 18.3.9.5 (Transmit center frequency tolerance) and 18.3.9.6

(Symbol clock frequency tolerance)) is ±25 PPM.

iv) The maximum input signal level (see 18.3.10.5 (Receiver maximum input level)) is –20 dBm.

v) The value of the slot time is found in Table 19-6 (ERP characteristics). The optional short slot time may be used when the BSS consists of only ERP STAs.
vi) SIFS is 10 µs in accordance with 17.3.3 (DS PHY characteristics). See 19.3.2.4 (ERP-OFDM PPDU format) for more detail.


And 1709.40:

	19.4.5 Slot time

The value of the slot time is found in Table 19-6 (ERPcharacteristics). The optional short slot time may be used when the BSS consists of only ERP STAs capableof supporting this option. The optional short slot time shall not be used if the network has one or more NonERP STAs associated. For IBSS, the Short Slot Time subfield shall be set to 0, corresponding to the long slot time


Discussion:

This “may” occurs in a “summary of changes”, which is a very odd place to find it.  Further, selection of slot time is a MAC function, described normatively in 9.3.2.12 and 10.1.3.2.  The effect of these MAC specifications (although it’s rather distributed) is to require all STAs in a BSS to use long slot time if a STA that is not capable of short slot time joins the BSS.

The specification in 19.4.5 is even more egregiously non-PHY, as it talks about capabilities, association and the setting of specific MAC frame fields.  The desired behaviour in the IBSS (and MBSS) case is established in 8.4.1.4, 502.56: “For IBSS and MBSS, the Short Slot Time subfield is set to 0.”

(Shame on the mesh guys not spotting this and updating 19.4.5) :0).

The simplest thing to do is to delete the cited sentence and subclause 19.4.5.

Proposed resolution:
Revised.

Delete the cited sentence.  Delete 19.4.5.

The behaviour cited in 19.1.3 and 19.4.5 is already described normatively in the MAC (in 9.3.2.12, 10.1.3.2 and 8.4.1.4).  

	1643
	1749.28
	20.3.9.4.4
	What does the $circledplus in (20-18) mean?
	Probably XOR, but where is this stated?
	GEN


Proposed resolution:
Revised.

At 1749.46,  add to the end of the “variable list”:  “<circle-plus> denotes XOR”

where <circle-plus> is the circle-plus symbol used in equation 20-18.

	1702
	1896.26
	B.4.9
	ERP8 should not have "shall" and should say "Set b2 to 1..."
	Set b2 to 1 in all
long and short preamble
PPDU SERVICE fields
	GEN


Context: 1896:
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Discussion:

Agree it’s weird to have a “shall” in the body of the PICS.   The PICS should reflect normative requirements created elsewhere,  not claim to create any of its own.

Proposed Resolution:
Accepted.

	1445
	1970.00
	C
	If a MIB variable has type MacAddress, how is it represented? It appears to be represented as a big hex number, but then which is the octet which contains the U/L and G/I bits? The least significant one (i.e. the one at the end when the hex number is written out) or the most significant one?
	Spell this out somewhere
	GEN


Proposed Resolution:
Rejected.  

MacAddress is defined by SNMPv2-TC.  See IETF RFC 2579.

	1539
	1970.00
	C
	2E32 is being used to express 2**32. However, 2E32 is actually 2*10**32
	Change the 2E32s to 2**32s
	GEN


Propose Resolution:
Revised.

Globally change 2E32 to 2**32.

	1599
	1970.00
	C
	How does defval work for MAC addresses? Where is the I/G bit, when given as a hex number?
	Clarify
	GEN


Discussion:

The commenter is presumably referring to 2257.30, although the commenter does not state this.

(<sarcasm> It would be awefully nice if the commenter could spare some of his valuable time to note the location of a comment, rather than forcing a volunteer to spend some of his obviourly much less valuable time to go search for it. </sarcasm>)

Proposed Resolution:
Rejected.  The commenter does not indicate a problem to resolve or a specific change to make.

	1004
	1974.49
	C.3
	There is a mib variable for moredataackoptionimplemented, but there is no behavioral description, and according to 8.3.1.1, the moredata bit is always set to 0 in all control frames.
	provide a behavioral description for the use of the mib variable moredataackoptionimplemented and clarify the meaning of the MOREDATA bit within control frames
	GEN


Discussion:

This MIB variable relates to the “More Data Ack subfield” of the “QoS Capability element”.

Subclause 8.2.4.1.8 states: (443)

	8.2.4.1.8 More Data field

…

For a STA in which the More Data Ack subfield of its QoS Capability element is 1 and that has APSD

enabled, an AP optionally sets the More Data field to 1 in ACK frames to this STA to indicate that the AP

has a pending transmission for the STA.

…

The More Data field is set to 0 in all other individually addressed frames.


8.4.1.17 states: (516)

	Non-AP STAs set the More Data Ack subfield to 1 to indicate that they can process ACK frames with the

More Data bit in the Frame Control field equal to 1 and remain in the Awake state. Non-AP STAs set the

More Data Ack subfield to 0 otherwise. For APs, the More Data Ack subfield is reserved.


And the definition of the dot11MoreDataAckOptionImplemented MIB variable includes: (1985.22)

	"This is a capability variable.

Its value is determined by device capabilities.

This attribute, when true, indicates that the station implementation is capable of interpreting the More Data bit in the ACK frames. The capability is disabled, otherwise."


Although there is no explicit statement that the capability subfield is set based on the MIB variable (such as defined elsewhere for other capabilities),  they are both clearly dependent on the ability of the STA to support this feature (“they can process ACK frames”,  “is capable of interpreting  … in ACK frames”).

I believe this connection is unambiguous.  I also believe that 8.2.4.1.8 is unambiguous about the setting of the More Data field in control frames.   Ack frames are specifically called out, and other control frames are covered by the “all other individually addressed frames”.

However, the commenter does have a point about 8.3.1.1: (463)
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This shows the “More Data” field as containing a zero, which it clearly doesn’t in one case.   We can safely remove it,  because 8.2.4.1.8 adequately describes its setting.

Proposed Resolution:
Revised.

At 463.39, remove “(0)” from the “More Data” field.

The relationship between the cited MIB variable and the “More Data Ack subfield” of the “QoS Capability element” is clear, and needs no further clarification.

The operation of the More Data field is specified in 8.2.4.1.8, and this specification includes Ack and other individually addressed frames.  However Figure 8-32 conflicts with the description in 8.2.4.1.8.   This conflict is resolved by the edit above.

	1648
	2448.00
	L
	"including line breaks" -- what's a "line break"? CR? LF? CRLF? EBCDIC NL?
	Clarify
	GEN


Proposed Resolution:
Rejected.

The commenter does not indicate an issue to resolve or a specific change to make.

The interpretation of “line break” is determined by looking at the octet listing of the message.  In this case, it is represented by the value 0x0A.

	1110
	2614.23
	X.2.4
	The OBSS solution seems to ignore the possibility of an AP supporting multiple BSS. I realize that the OBSS solution is primarily aimed at domestic APs and that multiple BSSs are more common in the enterprise than the domestic market, but there are many examples of companies providing multi-BSS APs. For example to provide a BSS for the private home network and a BSS to provide internet access to other subscribers of the service provider.
	Change the calculation of Allocated Traffic Self to be the allocated traffic of all BSSs being serviced by the AP.
	GEN


Proposed Resolution:
Rejected.

An AP supports a single BSS.   The multiple BSS mechanism allows a device that contains multiple APs to optimize its beaconing overhead.  Architecturally each of those APs otherwise operates independently.

	1558
	
	
	Introduce the term PPDU Transmission Options
	As it says
	A lot of work.  Might consider this (or something not quite so comprehensive) later during 9.7 re-organization.


Rejected.  The commenter has not identified a specific issue to address or a specific change to make.
	1444
	
	
	Colons in MAC addresses and suchlike imply bit-reversed notation, which is definitely Not The Done Thing anymore
	Change the colons to hyphens in e.g. 10.23.2.5, 10.24.3.2.10, M.10 (note the OO-UU-II:suite_type notation is probably acceptable)
	Not adequately plugged in to the “Done Thing”, to which my wife and daughters would attest.


Rejected.

The style using colons has been used by 802.11 for a long while.  Its use is unambiguous.
	1524
	28.00
	3.2
	The ERP-CCK, ERP-DSSS, ERP-DSSS/CCK definitions are imprecise
	Change to specific subclause refs
	I think we covered this in the May session, but can’t find which comment relates.


Rejected.

The definitions are correct as stated.
Completed MAC comments
	CID
	Page
	Clause
	Comment
	Proposed Change

	1009
	871.01
	8.5.13.12
	Some deployed AP devices seem to pad short Data frames to IEEE 802.3 minimum frame length even if the Data frame is transmitted between two associated 802.11 STAs. This can results in issue with TDLS Discovery Request Action field which is encapsulated in a Data frame for transmission. Table 8-262 defines the information in this field and it is short enough for the frame length to remain below the 802.3 minimum. Some APs have been observed to add semi-random padding to the frame in this type of case and that may end up with the recipient dropping the frame due to parsing errors (the fields starting with Link Identifier are expected to be valid information elements).

It is possible to work around this issue by padding the frame with a vendor specific element to a length that makes sure the 802.3 frame would be long enough to reach the minimum length. Instead of vendors doing proprietary workarounds for this, it would be useful to describe a recommended way of handling this in the standard.
	Define a new information element for padding purposes and add it to the end of TDLS Discovery Request Action field to make the payload large enough (46 octets may be all it takes with some APs, but would likely be safer to make that at least 50 octets to get to 64 octets when 14 octet header is considered).


Discussion:

Is this architecturally an 802.11 problem?

Our MAC Data SAP service provides for the transport of MSDUs of any size up to the maximum.

Surely any padding necessary for 802.3 should be added by the process that takes an 802.11 MSDU and generates an 802.3 UNITDATA request, and should not appear on-the-air.

If a vendor wishes to add vendor-specific padding to the TDLS frame, they can already do so.

Straw poll:


Reject comment 6


Provide a note 2


Provide an information element to use for padding TDLS frames 1

Status:  no unanimity. Will be motioned separately.
Proposed Resolution:

Rejected.   The 802.11 MAC Data SAP supports transport of MSDUs of arbitrary length up to the stated maximum.   Adapting this to the limitations of some other 802 technology is outside the scope of 802.11.

	1047
	897.16
	8.5.16.2.2
	Does Mesh Peering Management also require "present when dot11MeshActivated is true.(11aa)"?

Alternatively, isn't this variable always true for a mesh STA, and this is a mesh-specific frame.
	Either add this condition to all mesh-related fields in this frame, or remove this condition from all mesh-specific frames.


Discussion:

Agree with the commenter.  This is an inconsistency.  The dot11MeshActivated dependencies should be removed from mesh-only frames.

Proposed Resolution:

Revised.

At 897.10, 898.43, 899.59 delete “The Mesh ID element is present when dot11MeshActivated is true.”

At 897.12, 898.45, 899.60 delete “The Mesh Configuration element is present when dot11MeshActivated is true..”

	1652
	914.00
	8.6.3
	Are there any restrictions in the use of 4-address frames in A-MPDUs (e.g. they all have to be the same? Or if one has A4 then all have to?)
	Clarify


Proposed Resolution:
Rejected.   The commenter has not indicated a problem to resolve or a specific change to make.

In reply to the commenter, there are no constraints on the use of the Address 4 field in A-MPDUs in the standard.

	1396
	918.00
	9
	It is currently disallowed to have multiple MPDUs or AMPDUs addressed to several STAs in a single PPDU (excluding the case on MU PPDU). This choice, despite the inefficiency it brings for short MPDUs, might have made sense in the early years of 802.11 where STAs expected to be simple compared to cellular technology receivers. However, these days 802.11/WiFi technology bears much more responsibility and public trust than a decade ago. On the other hand, the WiFi chipsets becoming much more complex than before; if a STA can be a recepient of a spatially-multiplexed PPDU, it has an easier task to be the recepient of a temporaly-multiplexed PPDU (no extra PHY processing other than passing the whole PSDU up to the MAC). Also the necessary procedures to allow multiple MPDUs per PPDU are now available thanks to 11ac/MU-MIMO (which has addressed ACK procedure for a PPDU addressed to up to 4 STAs, and the EDCA TXOP sharing between several STA/ACs). Having the additional procedures available, and the efficiency improvement that this feature could bring in high-density deployments and specially for applications with short-medium packets, it makes sense to allow multiple MPDUs in a single PPDU (subject to: expressing RX capability for this feature, optimum number of maximum number of MPDUs per PPDU, ...).
	State the possibility of inserting multiple MPDUs is a single PPDU addressed to several STAs, and rewrite statements that forbids this feature. Rewrire EDCA TXOP sharing rules to include this feature. Add capability bit(s), and state maximum number of MPDUs allowed within a PPDU, ... Provide an ACK procedure for this feature (it could be similar or the same as the ACK prcedure of MU MIMO). Similar to MU MIMO, some options for RTS/CTS procedure is available within the spec and any fix for RTS/CTS for MU MIMO would likely be helpful here.


Proposed Resolution:
Rejected.  

The changes described might provide a benefit, but that benefit can only be determined after careful study of the impact of specific changes.   The commenter does not provide specific changes that would address the comment.

	1617
	918.00
	9
	9.19.2.2 v. 9.3.2.6 -- incompatible as to whether it's allowed to send an RTS as a non-initial frame of a TXOP
	Resolve this one way or the other


	1664
	918.00
	9
	Spec is inconsistent as to whether multiple RTS-CTS is allowed in a (non-VHT) TXOP (9.19.2.2 v. 9.3.2.6)
	Decide one way or the other


Discussion:

9.19.2.2 at 976.01 has specific provision to allow a TXOP holder to send an RTS during the TXOP,  and for the addressed STA to ignore a NAV set by the TXOP holder.

	A STA shall save the TXOP holder address for the BSS in which it is associated, which is the MAC address from the Address 2 field of the frame that initiated a frame exchange sequence except when this is a CTS frame, in which case the TXOP holder address is the Address 1 field. If an RTS frameis received with the RA address matching the MAC address of the STA and the MAC address in the TA field in the RTS frame matches the saved TXOP holder address, then the STA shall send the CTS frame after SIFS, without regard for, and without resetting, its NAV. When a STA receives a frame addressed to it that requires an immediate response, except in the case of an RTS, it shall transmit the response independent of its NAV. The saved TXOP holder address shall be cleared when the NAV is reset or when the NAV counts down to 0.


And 9.3.2.6 says:

	9.3.2.6 CTS procedure

A STA that is addressed by an RTS frame shall transmit a CTS frame after a SIFS if the NAV at the STA

receiving the RTS frame indicates that the medium is idle. If the NAV at the STA receiving the RTS indicates the medium is not idle, that STA shall not respond tothe RTS frame. The RA field of the CTS frame shall be the value obtained from the TA field of the RTS frame to which this CTS frame is a response. The Duration field in the CTS frame shall be the duration field from the received RTS frame, adjusted by subtraction of aSIFSTime and the number of microseconds required to transmit the CTS frame at a data rate determined by the rules in 9.7 (Multirate support).


These are contradictory.

Propose to change 9.3.2.6 to allow the behaviour described in 9.19.2.2 as follows:

	9.3.2.6 CTS procedure

A STA that is addressed by an RTS frame shall transmit a CTS frame after a SIFS if either of the following conditions apply:

· the NAV at the STA indicates that the medium is idle. 
· the STA is a QoS STA and the MAC address in the TA field of the RTS frame matches the saved TXOP holder address.
Otherwise the STA shall not respond to the RTS frame. 
The RA field of the CTS frame shall be the value obtained from the TA field of the RTS frame to which this CTS frame is a response. The Duration field in the CTS frame shall be the duration field from the received RTS frame, adjusted by subtraction of aSIFSTime and the number of microseconds required to transmit the CTS frame at a data rate determined by the rules in 9.7 (Multirate support).


Proposed resolution:  (to both comments)
Revised.  At 931.57, replace the first two sentences with:

“A STA that is addressed by an RTS frame shall transmit a CTS frame after a SIFS if either of the following conditions apply:

· the NAV at the STA indicates that the medium is idle

· the STA is a QoS STA and the MAC address in the TA field of the RTS frame matches the saved TXOP holder address

Otherwise the STA shall not respond to the RTS frame.”

	1274
	918.33
	9.2.1
	These sentences should be clearer. In addition, the PCF sentence conflicts with the mesh STA sentence in the next paragraph.
	Replace "Note that, in a non-QoS STA, HCF is not present. In a QoS STA implementation both DCF and HCF are present. PCF is optional in all STAs." with:
"HCF is not present in non-QoS STAs. Both DCF and HCF are present in QoS STAs. PCF is optional, though PCF and HCF are not present in mesh STAs."

	1275
	918.36
	9.2.1
	"Due to..., only the MCF is present in a mesh STA' literally claims there is no DCF in a mesh STA.
	Delete this sentence (it is replaced, above, by the last sentence of the proposed resolution for line 33).


Context:  918.27

	9.2 MAC architecture

9.2.1 General

A representation of the MAC architecture is shown in Figure 9-1 (MAC architecture) in which the PCF and

HCF services are provided using the services of the DCF. Note that in a non-QoS STA, HCF is not present. In a QoS STA implementation, both DCF and HCF are present. PCF is optional in all STAs.

Due to the distributed nature of the MBSS, only the MCF is present in a mesh STA.


Commenter’s proposed changes:

	9.2 MAC architecture

9.2.1 General

A representation of the MAC architecture is shown in Figure 9-1 (MAC architecture) in which the PCF and

HCF services are provided using the services of the DCF. HCF is not present in non-QoS STAs. Both DCF and HCF are present in QoS STAs. PCF is optional, though PCF and HCF are not present in mesh STAs.(#1274)
(#1275)


Discussion:

The first para is awkward because it mixes two concepts – what the architecture defines, and what a STA supports.  The following changes address this.   It also borrows from the “presence” language used in Clauses 6/8.

Proposed changes:

Change 918.27 as follows:

	9.2 MAC architecture

9.2.1 General

A representation of the MAC architecture is shown in Figure 9-1 (MAC architecture) in which the PCF, HCF and MCF services are provided using the services of the DCF. 
The PCF is optionally present in non-mesh STAs and absent otherwise.
The HCF is present in QoS STAs and absent otherwise.
The MCF is present in mesh STAs and absent otherwise.



Proposed resolution:
Revised. Make changes in <this-document> under CIDs 1274 and 1275.   These changes separate out the relationships between the services from support at different types of STA.

	1281
	921.53
	9.2.4.2
	The statement "If dot11QMFActivated is false or.., a QoS STA should send..., and shall send..." literally specifies that whenever that variable is false or missing, the QoS STA should/shall send frames -- apparently continuously. No wonder QoS STAs have been bogged down recently. Also "does "whether or not it is associated" refer to the QoS STA that is transmitting or the non-QoS STA that is receiving?
	Make the directions to transmit frames conditional put this and the next sentence into a list format, such as:
"If dot11QMFActivated is false or not present for a QoS STA:
- If the QoS STA is transmitting an individually addressed management frame to a non-QoS STA:
o It should transmit that frame using the access category AC_BE.
o Otherwise it shall transmit that frame using access category AC_VO.
- If the QoS STA is transmitting any other frame to a non-QoS STA, it shall transmit that frame using access category AC_VO, whether or not ....
Also: need to add in the information about unassociated STAs, if someone knows which STA is unassociated.


Context: 921.53

	If dot11QMFActivated is false or not present for a QoS STA, a QoS STA should send individually addressed Management frames that are addressed to a non-QoS STA using the access category AC_BE and shall send all other Management frames using the access category AC_VO, whether or not it is associated with a BSS or there is a QoS facility in the BSS.


Propose change by commenter:

If dot11QMFActivated is false or not present for a QoS STA:
· If the QoS STA is transmitting an individually addressed management frame to a non-QoS STA:
· It should transmit that frame using the access category AC_BE.
· Otherwise it shall transmit that frame using access category AC_VO.
· If the QoS STA is transmitting any other frame to a non-QoS STA, it shall transmit that frame using access category AC_VO, whether or not ....

Discussion:

The proposed change is structurally an improvement, but does make at least one unintended change “any other frame” is way too broad.  The change improves part of an overlong para.  The same structural improvements should be made throughout that para.

Don’t know how to deal with “Also: need to add in the information about unassociated STAs, if someone knows which STA is unassociated.”  So I’ve not done anything to address this.

The para at 921.53

	If dot11QMFActivated is false or not present for a QoS STA, a QoS STA should send individually addressed Management frames that are addressed to a non-QoS STA using the access category AC_BE and shall send all other Management frames using the access category AC_VO, whether or not it is associated with a BSS or there is a QoS facility in the BSS. If dot11QMFActivated is false or not present for a QoS STA, a QoS STA that does not send individually addressed Management frames that are addressed to a non-QoS STA using the access category AC_BE shall send them using the access category AC_VO. Management frames are exempted from any and all restrictions on transmissions arising from admission control procedures. If dot11QMFActivated is true for a STA, the STA shall send Management frames as described in 10.26 (Qualityof-service management frame (QMF)). BlockAckReq and BlockAck frames shall be sent using the same access category as the corresponding QoS Data frames. PS-Poll frames shall be sent using the access category AC_BE (to reduce the likelihood of collision following a Beacon frame) and are exempted from any and all restrictions on transmissions arising from admission control procedures. When the first frame in a frame exchange sequence is an RTS or CTS frame, the RTS or CTS frame shall be transmitted using the access category of the corresponding QoS Data/QoS Null frame(s) or AC_VO for Management frames. Control Wrapper frames shall be sent using the access category that would apply to the carried Control frame.

NOTE—A QoS STA can choose to use AC_VO when transmitting Management frames to a non-QoS STA when no prior Data frames have been transmitted to the non-QoS STA


Proposed change:

Replace the para at 921.53 with the following:

	A QoS STA that transmits a Management frame determines access category used for medium access in transmission of the Management frame as follows:

· If dot11QMFActivated is false or not present

· If the Management frame is individually addressed to a non-QoS STA, category AC_BE should be selected

NOTE – Category AC_BE might not be selected when no prior Data frames have been transmitted to the non-QoS STA

· If category AC_BE was not selected by the previous step, category AC_VO shall be selected

NOTE – Selection of AC_VO above is independent of whether the STA is associated with a BSS, or whether there is a QoS facility in the BSS.

· If dot11QMFActivated is true the STA determines the access category as described in 10.26 (Qualityof-service management frame (QMF)). 

BlockAckReq and BlockAck frames shall be sent using the same access category for medium access as the corresponding QoS Data frames. 

PS-Poll frames shall be sent using the access category AC_BE for medium access (to reduce the likelihood of collision following a Beacon frame).

When the first frame in a frame exchange sequence intended to carry a QoS Data, QoS Null or Management frame is an RTS or CTS frame, the RTS or CTS frame shall be transmitted using the access category of the corresponding QoS Data or QoS Null frame or the access category used for medium access of the Management frame.

Control Wrapper frames shall be sent using the access category that would apply to the carried Control frame.

PS-Poll frames and Management frames are exempted from any and all restrictions on transmissions arising from admission control procedures.


Proposed Resolution:
Revised.   Make changes as shown in <this-document> under CID 1281.   These changes restructure the entire cited paragraph in a similar way to that sketched in the comment.

	1666
	926.57
	9.3.2.1
	Shouldn't that be 22%, for the worst case (10% in each direction)?
	Well, shouldn't it?


Context: 926.58:

	At aRxTxTurnaroundTime + AirDelay + aRxPHYDelay + 10% of aSlotTime after each MAC slot boundary as defined in 9.3.7 and 9.19.2.3, the MAC shall issue a PHY-CCARESET.request primitive to the PHY, where AirDelay is aAirPropagationTime indicated in the Coverage Class field of the Country element received from the AP of the BSS with which the STA is associated, or if no Country element has been received from the AP of the BSS with which the STA isassociated, the value of aAirPropagationTime indicated in PLMECHARACTERISTICS.confirm.


Discussion:

The +- 10% comes probably from the SIFS specification (928.34)

	An IEEE Std 802.11 implementation shall not allow the space between frames that are defined to be separated by a SIFS, as measured on the medium, to vary from the nominal SIFS by more than ±10% of aSlotTime for the PHY in use.


However, how this relates to the accuracy of the edge of a slot is not clear.  Furthermore aRxTxTurnaroundTime is implementation-defined.

This is all moot.   The +-10% relates to on-the-air events, not the accuracy of clocks, which are much more accurate (25ppm).  The specification above correctly allows for the latest time of arrival of the start of a PPDU on-the-air.

Proposed Resolution:
Rejected.

The +-10% relates to on-the-air events, not the accuracy of clocks, which are much more accurate (25ppm).  The specification above correctly allows for the latest time of arrival of the start of a PPDU on-the-air.

	1667
	928.33
	9.3.2.3.3
	Does the SIFS 10% of aSlotTime include aAirPropagationTime too? Seems large
	Change to 10% of aSlotTime - aAirPropagationTime. See also 9.3.2.1's 10%


Discussion:

Agree that 10% of a large SIFS is a long period of time.  However, that is what is currently specified.  If we changed it to 10% of SIFS-aAirPropagationTime, new devices would still need to cope with “legacy” behaviour.   It would also make legacy devices non-compliant.

So the question is whether there are any legacy devices that we care about.

Proposed Resolution:
Rejected.   The proposed change would make current devices that met a 10% of SIFS accuracy potentially non-compliant.

	1290
	945.03
	9.3.7
	"The relationships between the IFS specifications are defined as time gaps". Specifications are many things, but I doubt they are ever time gaps (though maybe wastes of time). Also: IFSs themselves are periods of time, so what are the time gaps between them?
	Replace "The relationships between the IFS specifications are" with "The IFSs are periods of time on the medium." and "The associated attributes are provided by" with "The attributes of the IFSs are determined by".


Context: 945.01:

	9.3.7 DCF timing relations

The relationships between the IFS specifications are defined as time gaps on the medium. The associated

attributes are provided by the specific PHY.(See Figure 9-14 (DCF timing relationships).)


The commenter proposes:

	9.3.7 DCF timing relations

The IFSs are periods of time on the medium. The attributes of the IFSs are determined by the specific PHY.(See Figure 9-14 (DCF timing relationships).)


Proposed Resolution:
Accepted

	1068
	956.16
	9.7
	The rate-selection subclause is a disaster. It has accreted random musings on the setting of rates, MCSs, channel width. Modulation class is a little-use concept.
	Replace whole subclause with a systemmatic reworking.

One possible idea is a table-driven approach that defines a set of rules (e.g. transmit using a basic rate), and then selects a subset of these rules to apply in a given context ("not a member of a bss" -> "transmit using a basic rate").


While agreeing with this comment (it is mine).

We looked at 11-13/360 as an example, but it’s not complete yet.

We also decided to wait until .11ac was rolled in before attempting this work.

Propose Resolution:
Rejected.  The commenter does not provide specific changes that would address the reported issue.

	1503
	964.00
	9.7.6.6
	Table 9-3 requires that a non-HT duplicate PPDU be control responded to with a 40 MHz or non-HT duplicate PPDU. However, it is not reliably possible to detect that a PPDU was sent as a non-HT duplicate
	Add a NOTE to clarify that since the indication of NON_HT_CBW40 in RXVECTOR is not reliable, a non-HT duplicate PPDU might be control responded to using a 20 MHz PPDU


Discussion:

While the commenter is correct, what point is there in adding a note.  The normative behaviour is with respect to the RXVECTOR.  How the PHY receives any particular waveform and generates an RXVECTOR is not within the purview of the MAC.

Proposed Resolution:
Rejected.  The requirements of 9.7.6.6 are on the basis of the RXVECTOR, not on the basis of what was transmitted.  There is no need to clarify PHY behaviour at this specific location.

	1407
	966.03
	9.7.9
	In Table 9-4 (modulation classes) the "Modulation class" column and its values are never used for anything.
	In Table 9-4 (modulation classes) remove the modulation class column/IDs


Discussion:

Agree with the commenter.   References to specific rows use the “Description” rather than the numeric id,  as in:  “If the control response frame is carried in an HT PPDU, the modulation class shall be HT.”

Proposed Resolution:
Accepted.

	1100
	968.24
	9.11
	Is this requirement in conflict with DMS and GCR, where the DA is not the same as the RA?
	If there is a conflict, change "An A-MSDU contains only MSDUs whose DA and SA parameter values map to the same RA and TA values" to "Unless the A-MSDU is being delivered using the directed multicast service (DMS) or GCR, an A-MSDU contains only MSDUs whose DA and SA parameter values map to the same RA and TA values"


Context: 968.21:

	9.11 A-MSDU operation

An A-MSDU contains only MSDUs whose DA and SA parameter values map to the same RA and TA values (see 8.3.2.2 (A-MSDU format)).


Discussion:

Any subtlety is in the phrase “map to the same”.   The point is that is is not the DA and RA that are the same, but the multiple RAs after mapping are the same.  For example, the RA might be the MAC address of an AP, and the DA might be distinct addresses for entities on the wire.

DMS and GCR do not change this.  They change the details of the mapping,  but they do not change the constraint.

The question is whether the cited text is clear enough,  given that at least one reader has misread it.

On the assumption we care to change it,   here is a proposed resolution:

Proposed Resolution.
Revised.

Change cited sentence to the following two sentences: 

“An A-MSDU contains only MSDUs whose DA parameter values map to a single RA value (see 8.3.2.2 (A-MSDU format)). An A-MSDU contains only MSDUs whose SA parameter values map to a single TA value (see 8.3.2.2 (A-MSDU format)).”

	1515
	973.00
	9.18.5
	All PHYs' aAirPropagationTime refer back to 9.18.5 now, but it's not clear what this is, if the coverage class is undefined
	Strengthen "The default PHY parameters are based on aAirPropagationTime having a value of 0 ╬╝s," to something like "If no coverage class is known to a STA, the aAirPropagationTime shall default to 0 us."


Discussion: 

This is resolved by the changes made for CID 1076, which is reproduced below.

Proposed Resolution:
Revised.

Editor: in table 18-17 change text in each of the 3 columns on the top to: "if dot11OperatingClassesRequired is false, XY us, if dot11OperatingClassesRequired is true, XY us plus any coverage-class-dependent aAirPropagationTime (see Table 8-57 (Coverage Class Field Parameters))". 

Also delete sentence P1684.32

Make similar changes also in tables 16-2 (p1617), 17-4, 18-17, 19-6 (two locations), 20-25 (Three locations)

(Note to editor,  same resolution as CID 1076).

In reply to the commenter, the changes made above remove any dependency on aAirPropagationTime when dot11OperatingClassesRequired is false.

	1658
	973.24
	9.18.5
	"dot11OperatingClassesRequired and
dot11ExtendedChannelSwitchActivated are true" -- why can't coverage class be used even if ECS is not activated (as suggested a few lines above)?
	Don't require dot11ECS to be true for coverage class stuff to work


Context:

	9.18.5 Operation with coverage classes

The default PHY parameters are based on aAirPropagationTime having a value of 0 µs, and aSlotTime and other MAC timing are based on the PHY timing parameters, as specified in 9.3.2.3 (IFS) and 9.3.7 (DCF timing relations). When dot11OperatingClassesRequired is true, it is possible to manage the MAC timing of STAs that can receive Beacon frames or Probe Response frames that contain the Country element (8.4.2.9 (Country element)), to increase fairness in contending for the medium. Radio waves propagate at 300 m/µs in free space, and, for example, 3 µs would be the ceiling for BSS maximum one-way distance of ~450 m (~900 m round trip). The Coverage Class field of the Country element indicates the new value of aAirPropagationTime (see Table 8-57 (Coverage Class field parameters)), and the MAC can use the new value to calculate aSlotTime (as specified in the relevant PHY clause). When dot11OperatingClassesRequired and dot11ExtendedChannelSwitchActivated are true and Country elements have been received in Beacon frames or Probe Response frames, associated STAs and dependent STAs shall use MAC timing that corresponds to the new value of aAirPropagationTime (as specified in the relevant PHY clause).


In the Beacon frame:  481.36:
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The Coverage Class is present when the Operating Class is present,  and is dependent on OperatingClassesRequired (see 548.35).
At 1169.30 we have: 

	When dot11ExtendedChannelSwitchActivated  is true, dot11MultiDomainCapabilityActivated and

dot11OperatingClassesRequired shall be true,


At 1171.65 we have:

	When dot11RadioMeasurementActivated is true, dot11MultiDomainCapabilityImplemented,

dot11MultiDomainCapabilityActivated, dot11OperatingClassesImplemented, and

dot11OperatingClassesRequired shall be true.


The yellow highlight contains a tautology because dot11ExtendedChannelSwitchActivated implies dot11OperatingClassesRequired.   The question is whether dot11OperatingClassesRequired is a sufficient condition.   I would state it is,  because the Operating Class information implies the existence of the Coverage Class information.

So, I agree with the commenter.   IMHO this is clearly a bug as it is the only place that there is a “shall use this new value of aAirPropagationTime”.

Changes:

	When dot11OperatingClassesRequired is true and Country elements containing a value for the coverage class have been received in Beacon frames or Probe Response frames, associated STAs and dependent STAs shall use MAC timing that corresponds to the new value of aAirPropagationTime (as specified in the relevant PHY clause).


Proposed resolution:
Revised.  Make changes as indicated in <this-document> under CID 1658.

	1516
	973.24
	9.18.5
	The text implies that if dot11OperatingClassesRequired or dot11ECSAActivated are not both true, any coverage class in the Country IE is ignored -- is this really the case?
	Clarify


Proposed Resolution:
Rejected.  The text in D1.0 does imply that the Country IE is ignored as claimed.  Note the resolution to CID 1658 (“Make changes as indicated in <this-document> under CID 1658.”), which removes one of the terms in this condition.

	1150
	974.08
	9.19.2.1
	Figures 9-19 and 9-20 could be reduced to one figure. The boxes at the bottom of the figures represent the EDCAFs. Whether they are "per-queue" or not is apparent from the diagram itself. The mapping function at the top of the diagram is to the transmit queues since they appear directly below.
	Since Figure 9-19 is a special case of Figure 9-20, remove it.


Discussion:

I have some sympathy with this case.  However if we have just 9-20,  we then need to explain that not all the transmit queues are present all the time.  Given that this doesn’t actually fix a problem,  I suggest we leave as it.

Proposed Resolution:
Rejected.  The two figures represent two different states.  If Figure 9-20 alone were to remain, the presence of A_* queues would need additional explanation or qualification.

	1616
	975.17
	9.19.2.2
	Should allow QoS Null to be sent when TXOP Limit is 0
	Add ", QoS Null"


Discussion:

It is reasonable to send a QoS Null to act as a trigger frame,  if no MSDUs of that AC are queued at the STA.

Proposed resolution:
Accepted.

	1439
	978.00
	9.19.2.5
	The rules for EDCA backoff are not clear
	Clarify:
a) What does "is requested to be transmitted"? By whom?
b) What does "The final transmission by the TXOP holder initiated during the TXOP" mean? Is the "initiated" spurious? Is this really the final transmission in the TXOP, or the final transmission in a burst before a response? Is a transmission that of an MPDU or a PPDU or what?
c) Why is it only that the transmission of the initial MPDU in the TXOP fails that matters? What if subsequent MPDU transmissions fail?


Discussion:

There are a number of questions here.  Some raising valid points about ambiguity.

The first point is: “a) What does "is requested to be transmitted"? By whom?”

Context: 979.32:

	The backoff procedure shall be invoked for an EDCAF when any of the following events occurs:

a) A frame with that AC is requested to be transmitted, the medium is busy as indicated by either physical or virtual CS, and the backoff timer has a value of 0 for that AC.

b) The final transmission by the TXOP holder initiated during the TXOP for that AC was successful and the TXNAV timer has expired.

c) The transmission of the initial frame of a TXOP of that AC fails.

d) An internal collision is reported for that EDCAF (see 9.19.2.3 (Obtaining an EDCA TXOP)).


I believe item a) relates to a frame arriving at an idle AC.  In the case of a busy AC, a backoff will be performed at the end of the transmission (regardless of status).   I think the “requested to be transmitted” is intended to indicate that the MPDU becomes available for transmission because of the action of the MAC-SAP client at that point in time.

We can rephrase a) to bring the terminology closer to that understanding thus:

	a) An MA-UNITDATA.request primitive is received that causes a frame with that AC to be queued for transmission such that one of the transmit queues associated with that AC has now become non-empty and any other transmit queues associated with that AC are empty, the medium is busy as indicated by either physical or virtual CS, and the backoff timer has a value of 0 for that AC.


The second point is:

“b) What does "The final transmission by the TXOP holder initiated during the TXOP" mean? Is the "initiated" spurious? Is this really the final transmission in the TXOP, or the final transmission in a burst before a response? Is a transmission that of an MPDU or a PPDU or what?”

Discussion:

The purpose of item b) is to ensure a backoff after successful transmission.  I don’t think I can phrase “final transmission by the TXOP holder initiated during the TXOP” any clearer, and I don’t think there is a need to rephrase it to clarify it.  The “initiated” might be redundant, but is not incorrect.

In reply to “Is this really the final transmission in the TXOP, or the final transmission in a burst before a response” – if the transmission implies a response,  “success” is not known until the response is received.  There is no need to state this.

“Is a transmission that of an MPDU or a PPDU or what?”   - it doesn’t matter.   All we need to do is understand what “successful transmission” means.  979.01-27 does this.
The third point:

“c) Why is it only that the transmission of the initial MPDU in the TXOP fails that matters? What if subsequent MPDU transmissions fail?”

This is covered by the NOTE at 979.44:

	In addition, the backoff procedure may be invoked for an EDCAF when the transmission of a non-initial frame by the TXOP holder fails.

NOTE—A STA can perform a PIFS recovery, as described in 9.19.2.4 (Multiple frame transmission in an EDCA TXOP), or perform a backoff, as described in the previous paragraph, as a response to transmission failure within a TXOP. How it chooses between these two is implementation dependent.


Proposed resolution:
Revised.  At 979.33 replace “A frame with that AC is requested to be transmitted,” with “An MA-UNITDATA.request primitive is received that causes a frame with that AC to be queued for transmission such that one of the transmit queues associated with that AC has now become non-emtpy and any other transmit queues associated with that AC are empty,”

In reply to the commenter’s second point:,  “initiated” might be redundant,  but it is not incorrect;

The purpose of item b) is to ensure a backoff after successful transmission.  The phrase “final transmission by the TXOP holder initiated during the TXOP” is unambiguous and correct.

In reply to “Is this really the final transmission in the TXOP, or the final transmission in a burst before a response” – if the transmission implies a response,  “success” is not known until the response is received.  There is no need to state this specifically here.

“Is a transmission that of an MPDU or a PPDU or what?”   - it doesn’t matter.   All we need to do is understand what “successful transmission” means.  979.01-27 does this.
In reply to “c) Why is it only that the transmission of the initial MPDU in the TXOP fails that matters? What if subsequent MPDU transmissions fail?”

The STA has a choice of continuing after a PIFS (if enough time is left) or performing a backoff.  This behaviour is clarified in the NOTE at 979.44.

	1292
	978.46
	9.19.2.4
	"No Ack policy" is not the name of any defined policy; in addition, policies are not frames, fields, etc., so do not take initial caps.
	Define the no ack policy or replace "with No Ack policy" with "without an Ack" throughout the draft. If "No Ack policy" is defined, change the name to "no ack policy".


Discussion:

The commenter is correct in that there is no such thing as a “No Ack policy”.

“No Ack” is used in the following contexts:

1. As the name of a frame (Action No Ack)

2. As the name of a value for the Ack Policy subfield of a QoS Data frame

3. As the name of a value for the TS Info Ack Policy subfield of the TSPEC

Note that a similar field is present in the BAR and BA Control field with a value “No Acknowledgement”.

The following changes fix this informal usage:

At 450.51:

	An MSDU is sent in a QoS Data frame with the Ack Policy subfield set to Normal Ack, Implicit Block Ack Request, PSMP Ack or Block Ack if the service class parameter in the MA-UNITDATA.request primitive is QoSAck and set to No Ack if the service class parameter in the MA-UNITDATA.request primitive is equal to QoSNoAck.


At 916.55:

	At most one Multi-TID BlockAckReq frame with the BA Ack Policy subfield equal to No Acknowledgement.


The usage at 1018.17 is arguable:

	The Block Ack mechanism is described in 9.21

(Block Acknowledgment (Block Ack)). The No Ack mechanism is described in 9.22 (No Acknowledgment (No Ack)). The protection mechanism is described in 9.23 (Protection mechanisms). Rules for processing MAC frames are described in 9.24 (MAC frame processing).


In the same way we grandfathered “Block Ack mechanism”,  we might also want to do the same for “No Ack” as a mechanism.

At 978.46:  
This sentence has a whole bunch of issues.   A frame exchange can be a heck of a lot more than listed here.  Might be better to reference Annex G.   For example,  BlockAckReq / BlockAck is also a valid frame exchange.   Does “No Ack policy” include Action No Ack.   Better to make it generic.

	A frame exchange may be a group addressed frame, an individually addressed frame that requires no immediate response, or an individually addressed frame that requires an immediate response followed by a received frame that is the response.


At 1020.36:

	The BAR Ack Policy subfield of a BlockAckReq frame and the BA Ack Policy subfield of a BlockAck frame may be set to No Acknowledgement under an HT-delayed Block Ack agreement.


At 1024.37:

	9.22 No Acknowledgment (No Ack)

When a QoS Data frame is transmitted with the Ack Policy subfield set to No Ack, there is no MAC-level recovery, and the reliability of this traffic is reduced, relative to the reliability of traffic with other acknowledgment policies, due to the increased probability of lost frames from interference, collisions, or timevarying channel parameters. A protective mechanism (such as transmitting using HCCA, RTS/CTS, or the mechanism described in 9.23 (Protection mechanisms)) should be used to reduce the probability of other STAs transmitting during the TXOP.


At 2045.27:

	This attribute, when true, indicates that the station implementation is 

capable of supporting the No Acknowledgement option of the Delayed Block Ack


At 2431.16:

	BlockAck or BlockAckReq frame has the BA Ack Policy or BAR Ack Policy field, respectively, equal to No Acknowlegement.


At 2431.40:

	QoS Data frame with theAck Policy subfield equal to No Ack.


At 2431.44:

	QoS Data frame with the Ack Policy subfield equal to Normal Ack.


At 2438.29:

	It is one of the delayed Block Ack frames sent with the BAR/BA Ack Policy subfield set to No Acknowledgement


Proposed Resolution:
Revised. Make changes as indicated in 11-13/0652r8 under CID 1292.

	1295
	999.57
	9.20.3.7.2
	The MCCAOP reservation terms "TX-RX period", "broadcast period" and "interference period" introduced here are not used beyond the next page. Why not replace these definitions with ones for the TX-RX, broadcast and interference advertisment sets, whose names are more broadly used?
	Replace the RX-TX, broadcast and interference period definitions and discussion on this and page 1000 with self-contained definitions and discussion about the respective advertisement sets.


I asked Kaz for input.  Here’s his contribution:

	Firstly, TX-RX period and TX-RX advertisement set are defined for different things. Same for broadcast and interference period/advertisement set.
TX-RX period is an instance of MCCAOP reservation, whereas TX-RX advertisement set is a collection of TX-RX periods at a time. If there are 2 MCCAOP reservations, there are 2 TX-RX periods to be considered by a mesh STA. The mesh STA advertises these reservations through a TX-RX advertisement set which include both TX-RX periods. Further, collection of TX-RX, broadcast, and interfering advertisement set is a MCCAOP advertisement set.

In my opinion, the definition of the TX-RX period is clear and do not see a need to replace with something else. What is missing in the spec is a clear linkage between TX-RX period and TX-RX advertisement set.
Suggested resolution:
 - Page.Line=1000.17, subclause 9.20.3.7.2:
Replace 
"— MCCAOP TX-RX advertisement set
— MCCAOP broadcast advertisement set
— MCCAOP interference advertisement set"
with 
"— MCCAOP TX-RX advertisement set, which includes all TX-RX periods
— MCCAOP broadcast advertisement set, which includes all broadcast periods
— MCCAOP interference advertisement set, which includes all interference periods"

Addtionally, to use terms consistently, 
 - Page.Line=999.57
Replace "MCCAOP TX-RX period" with "TX-RX period"
 - Page.Line=999.61
Replace "MCCAOP broadcast period" with "Broadcast period"
  - Page.Line=1000.7
Replace "MCCAOP interference period" with "Interference period".


Subclause 9.20.3.4 (Neighbohood MCCAOP periods at a mesh STA) describes how a mesh STA handles TX-RX (, broadcast and interferene) periods. And, subclause 9.20.3.7.2 (Construction of an MCCAOP advertisement set) describes how a mesh STA construct advertisement sets from TX-RX (, broadcast and interferene) periods. Rest of the MCCA clause 9.20 describes how a mesh STA signals MCCAOP advertisement sets.
So, it is reasonable that TX-RX periods rarely show up after page 1000.


Proposed Resolution:
Revised.  Make changes in <this-document> under CID 1295.

	1566
	1019.28
	9.21.7.7
	"The purpose of this BlockAckReq frame is to shift" -- could be PBAC
	Add mention of PBAC


Context: 1019.24 and proposed change

	The originator may send a BlockAckReq frame for non-Protected Block Ack agreement or a robust

ADDBA frame for Protected Block Ack agreement when a Data MPDU that was previously transmitted within an A-MPDU that had the Ack Policy field equal to Normal Ack is discarded due to exhausted MSDU lifetime. The purpose of this BlockAckReq or robust ADDBA frame is to shift the recipient’s WinStartB value past the hole in the sequence number space that is created by the discarded Data MPDU and thereby to allow the earliest possible passing of buffered frames up to the next MAC process.


Note there are no other “robust management ADDBA” and 3 other “robust ADDBA”.

Proposed resolution:
At 1019.24 change “robust management ADDBA” to “robust ADDBA”.

At 1919.28 change “this BlockAckReq frame” to “this BlockAckReq or robust ADDBA frame”.

	1656
	1084.43
	10.1.3.2
	"If a STA that does not support short slot time associates with an AP that supports Clause 19 (Extended Rate PHY (ERP) specification) operation, the AP shall use long slot time beginning at the first Beacon subsequent to the association of the long slot time STA." -- implies ERP APs are required to support short slot operation, which I don't think is true
	Clarify


Context: (1084.43)


	If a STA that does not support short slot time associates with an AP that supports Clause 19 (Extended Rate PHY (ERP) specification) operation, the AP shall use long slot time beginning at the first Beacon subsequent to the association of the long slot time STA.


Proposed change:

	If a STA that does not support short slot time associates with an AP that supports Clause 19 (Extended Rate PHY (ERP) specification) operation, and the AP is using short slot time, the AP shall use long slot time beginning at the first Beacon subsequent to the association of the long slot time STA.


Proposed Resolution:
Revised.   Make changes in <this-document> under CID 1656.

	1678
	1085.27
	10.1.3.5
	"for the nontransmitted BSSID, where ther non-AP STA shall discard all Data frames and Management frames except Becon,... frames that use the transmitted BSSID as the transmit address." This literally says that the STA associated with the non-transmited STA shall drop all except Beacon/Probe Response/TIM Bcast frames. Huh? What's the use of being associated with the non-transmitted BSSID, then?
	Break this overwrought sentence up into separate sentences -- especially drop the "where". Just what is the context of the "shall discard"?


Context: 1086:25:

	When dot11MgmtOptionMultiBSSIDActivated is true and the non-AP STA is associated to the BSS

corresponding to the nontransmitted BSSID, a non-AP STA shall support frame filtering for up to two BSSIDs, one for the transmitted BSSID and one for the nontransmitted BSSID, where the non-AP STA shall discard all Data frames and Management frames except Beacon, Probe Response, and TIM broadcast frames that use the transmitted BSSID as the transmit address.


Discussion:

The “single sentence paragraph” is complex.   Clarification is in order.

Proposed Resolution:
Revised.  Replace cited sentence with:

“A non-AP STA in which dot11MgmtOptionMultiBSSIDActivated is true shall support frame filtering for up to two BSSIDs; one for the transmitted BSSID and one for the nontransmitted BSSID.  The STA, when associated with a BSS corresponding to a nontransmitted BSSID, shall discard all Data and Management frames that use the transmitted BSSID as the transmit address, except for Beacon, Probe Response, and TIM broadcast frames.”

	1679
	1085.35
	10.1.3.6
	"Multiple BSSID capability is optional for a WNM STA". What kind of STA is it NOT optional for.
	Delete the first sentence ("Implementation of...") of this paragraph.


Discussion:

We could alternatively add an “only” to the cited sentence to make the dependency more explicit.

Proposed Resolution:
Rejected.

The cited sentence indicates that this is an option for a WNM STA.

A WNM STA has certain mandatory features,  so removal of the sentence removes the implicit requirement that Multiple BSSID capability is also accompanied by the mandatory WNM features.

	1157
	1086.00
	10.1.3.6
	Which BSSID (i.e., transmitted or non-transmitted BSSID) should respond to the broadcast and unicast Probe Request, respectively?
	Please clarify and modify the spec accordingly.


Discussion:

Is the following good enough.  An alternative is to add clarification to the 10.1.4.3.3:  “An AP that supports Multiple BSSID shall transmit any Probe Response frames using the transmitted BSSID as the TA.”

Proposed Resolution:

Rejected.  1086.65 states:  “When a nontransmitted BSSID profile is present in the Multiple BSSID element of the Probe Response frame, the AP shall include all elements that are specific to this BSS. If any ofthe optional elements are not present in a nontransmitted BSSID profile, the corresponding values are the element values of the transmitted BSSID.”

From this it is evident that the BSSID that reponds is the transmitted BSSID.

Status:  Jouni volunteered to research constraint on non-AP and AP.
Assigned to Jouni.
	1155
	1086.00
	10.1.3.6
	It is unclear whether the SSID of each of the BSSID Set should be the same or not.
	Please clarify whether the SSID of each of the BSSID Set should be the same or not.


Proposed Resolution:
Rejected.  1086.43 states:  “The nontransmitted BSSID profile shall include the SSID element (see 8.4.2.2 (SSID element)) and Multiple BSSID-Index element (see 8.4.2.73 (Multiple BSSID-Index element)) for each of the supported BSSIDs.”

From this it is evident that the SSID may be different for each nontransmitted BSSID.

	1156
	1086.00
	10.1.3.6
	Should the TA of the frames transmitted to a STA of a non-transmitted BSSID be the transmitted or non-transmitted BSSID? Should the RA of the frames transmitted to the AP be transmitted or non-transmitted BSSID?
	Please clarity and modify the spec accordingly.


Proposed Resolution:

Rejected.  The commenter does not identity a problem to be resolved or a specific change to be made.

Status: Assigned to Jouni
	1511
	1090.62
	10.1.4.3.3
	"The SSID List element shall not be included in a Probe Request frame in an IBSS." -- but this section is about the Probe Response
	Either change to Probe Response, or change to a NOTE


Proposed Resolution:
Revised.   Remove: “The SSID List element shall not be included in a Probe Request frame in an IBSS.”

	1615
	1091.22
	10.1.4.4
	"A STA shall include a Country element in the transmission of Beacon frames if dot11MultiDomainCapabilityActivated, dot11SpectrumManagementRequired, or dot11RadioMeasurementActivated is true. See 8.3.3.2 (Beacon frame format) for the description of a properly formed Beacon frame." is another hidden format constraint
	Move this stuff to clause 8. See also 1510.17


Discussion:

If this relates to format rather than behaviour,  it should go in Clause 8.

The Beacon frame body includes (481.36):
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This duplicates the cited normative text.

Proposed Resolution:
Revised. At 1091.21 Delete the sentence “A STA shall include a Country element in  the transmission ofBeacon frames if dot11MultiDomainCapabilityActivated,  dot11SpectrumManagementRequired, or dot11RadioMeasurementActivated is true.” and merge following sentence into previous para.

Delete para at 1510.17.

	1400
	1094.06
	10.2.2.1
	The heading is clear, but the actual text is ambiguous, about what type of STAs are referenced here.
	Start the first sentence with, "When operating in an infrastructure BSS, non-AP STAs changing Power Management mode ..." Start the second sentence with, "Such a STA shall remain ..." In the 6th paragraph (at P1094.33), change "operating in the PS mode" to "operating in the normal (non-APSD) PS mode". (Note that this matches the wording in the next paragraph.)


Context:

	10.2.2 Power management in an infrastructure network

10.2.2.1 General

STAs changing Power Management mode shall inform the AP of this fact using the Power Management bits within the Frame Control field of transmitted frames. A STA shall remain in its current Power Management mode until it informs the AP of a Power Management mode change via a frame exchange that includes an acknowledgment from the AP. Power Management mode shall not change during any single frame exchange sequence, as described in Annex G.

…

In a BSS operating under the DCF, or during the CP of a BSS using the PCF, upon determining that a BU is currently buffered in the AP, a STA operating in the PS mode shall transmit a PS-Poll frame to the AP, which shall respond with the corresponding bufferedBU immediately, or acknowledge the PS-Poll and respond with the corresponding BU at a later time. Ifthe TIM indicating the buffered BU is sent during a CFP, a CF-Pollable STA operating in the PS mode does not send a PS-Poll frame, but remains active until the buffered BU is received (or the CFP ends).


Commenter’s proposed changes:

	10.2.2 Power management in an infrastructure network

10.2.2.1 General

When operating in an infrastructure BSS, non-AP STAs changing Power Management mode shall inform the AP of this fact using the Power Management bits within the Frame Control field of transmitted frames. Such a STA shall remain in its current Power Management mode until it informs the AP of a Power Management mode change via a frame exchange that includes an acknowledgment from the AP. Power Management mode shall not change during any single frame exchange sequence, as described in Annex G.

…

In a BSS operating under the DCF, or during the CP of a BSS using the PCF, upon determining that a BU is currently buffered in the AP, a STA operating in the normal (non-APSD) PS mode shall transmit a PS-Poll frame to the AP, which shall respond with the corresponding bufferedBU immediately, or acknowledge the PS-Poll and respond with the corresponding BU at a later time. Ifthe TIM indicating the buffered BU is sent during a CFP, a CF-Pollable STA operating in the PS mode does not send a PS-Poll frame, but remains active until the buffered BU is received (or the CFP ends).


This comment touches on other related issues:

· The use of plurals in normatives (“STAs … shall”)

· Whether the heading is sufficient to indicate a condition, or whether the text also needs to repeat that condition in normative text.  If we believe not,  then we undoubtedly have a lot of conditions implicit from the heading that should be made explicit elsewhere.   If so, then the addition is unnecessary.   I claim that the heading is significant.

· Whether the shall statements in 10.2.2.1 duplicate normative text later in 10.2.2.  See comment 1398,  which removes the shalls from the second cited para.

· Whether it properly deals with the APSD exclusion.   “normal … PS-mode” is somewhat problematic,  because it implies that other modes are abnormal.   
Straw poll:


Headings are not significant,  and don’t care where text is underspecified. – no change (inconsistent) 1


Heading are not significant,  and we need to add missing necessary qualifications throughout the draft - lots of work 1


Headings are significant,  and we don’t need to change anything – no change 3


Headings are signficiant, and we need to remove unncessaary qualifications – lots of work 0


Headings are significant,  but it doesn’t hurt to add additional qualifications where so asked – little work 4


We won’t say whether heading are significant,  and we won’t change anything – ever! 1

Proposed changes:

	10.2.2 Power management in an infrastructure network

10.2.2.1 General

A STA that is associated with an AP and that changes Power Management mode shall inform the AP of this fact using the Power Management bits within the Frame Control field of transmitted frames. The STA shall remain in its current Power Management mode until it informs the AP of a Power Management mode change via a frame exchange that includes an acknowledgment from the AP. Power Management mode shall not change during any single frame exchange sequence, as described in Annex G.

…

In a BSS operating under the DCF, or during the CP of a BSS using the PCF, upon determining that a BU is currently buffered in the AP, a STA operating in the normal (non-APSD) PS mode transmits a PS-Poll frame to the AP, which responds with the corresponding buffered BU immediately, or acknowledges the PS-Poll and responds with the corresponding BU at a later time. If the TIM indicating the buffered BU is sent during a CFP, a CF-Pollable STA operating in the PS mode does not send a PS-Poll frame, but remains active until the buffered BU is received (or the CFP ends).


Proposed Resolution:
Revised.   Make changes as shown in <this-document> under CID 1400.


	1154
	1094.48
	10.2.1.1
	"A STA may use both WNM-Sleep mode and PS mode simultaneously." The statement is vague. Can the PM bit be set to either 1 or 0 when the STA enters WNM-Sleep mode? And, what are the corresponding buffering requirement on the AP?
	Please add text that specify that the PM bit can be set to 1 or 0 within a transmission sent by a STA in WNM-Sleep Mode - if PM=0, it means: WNM-SM TSF is still enabled, WNM-Sleep Interval is still active, general PS buffering for this STA ends, frames are queued and delivered in normal queues, PM=1 reverts to the original mode.


Analysis:

The AP is required to generate a notification (TIM bit) when a frame matching a traffic filter is sent.

This is independent of a PM mode setting.

I assume (but it is not stated) that the AP also buffers data matching the traffic filter and discards other data.

The standard is unequivocal about the presence of a traffic filter.  1116.23 says: “The MLME-SLEEPMODE.request primitive shall also include a valid TFSRequest parameter as defined in the TFS Request element”.

The purpose of power-management mode is to buffer traffic,  cause the TIM bit to be set with buffered traffic,  and define a protocol for exchanges that deliver the data.

When WNM-Sleep mode is active, all of these actions are defined by WNM-Sleep or TFS operation.  The setting of the PM field prior to entry into WNM-Sleep mode is irrelevant.

When the STA exits WNM-Sleep,   it might choose to do so with or without the PM subfield set to 1.  That determines AP operation on exit from WNM-Sleep.

The commenter is proposing that the AP monitor the setting of the PM subfield during WNM-Sleep mode, and use this to control its operation.  I believe that is unwarranted complexity.  I propose that the best solution is that entry to WNM-Sleep mode supercedes any effect from a prior PM=1 setting,  and that on exit from WNM-Sleep,  the PM setting of the WNM Request frame determines the PM mode.   The setting of the PM subfield in frames during WNM-Sleep mode should have no effect on buffering or signalling of buffered frames,  as this is determined by TFS rules.

Is there general agreement on this analysis?    If so,  the cited text is misleading and needs to be removed.  Also,  there need to be exceptions made in the power-saving sections related to handling of the PM subfield and buffering of frames.

Status:  needs some discussion and possibly a submission.
Assigned to Qi.
	1482
	1100.00
	10.2.2.6
	Is it OK to signal EOSP part-way through an MSDU/MMPDU in a U-APSD SP?
	Specify that EOSP shall not be signalled in non-final fragments


Discussion:

For aggregated traffic, the existing behaviour is unambiguous, and allows the receiver to sleep,  even though only part of an MSDU was received.  So a mechanism already exists where the AP delivers only part of a BU in a SP.  However, this is an error case.

The question is whether the AP could decide to deliver, say, 1.1 BUs.   This is certainly compatible with: (1101.59)  

	At each unscheduled SP for a STA, the AP shall attempt to transmit at least one BU, but no more than the value specified in the Max SP Length field in the QoS Capability element from delivery-enabled

ACs, that are destined for the STA.


Proposed Resolution:
Rejected.

In answer to the commenter, it is OK to signal EOSP part way through an MSDU.   

The AP is required to attempt transmission of at least one BU, but might stop at any point after that, even part way through a BU.
	1660
	1101.31
	10.2.2.6
	"A single buffered BU" -- is this just saying not more than one buffered BU, or saying nothing else but (a single) buffered BU?
	Make the wording unambiguous


Discussion:

Needs group discussion.   Do we attempt to cover corner cases such as the following:

· AP signals TIM bit in beacon

· AP removes MSDU due to ageing function

· STA generates PS-Poll

· AP has nothing to send

There are also possible corner cases related to failures to receive the Ack of the PS-Poll.

Straw poll:  Do we believe there is a problem here that needs to be fixed?

Yes 2

No 4
Proposed resolution:
Rejected.  The wording is unambiguous.

In reply to the commenter, a single buffered unit is exactly one buffered unit.

	1481
	1100.00
	10.2.2.6
	The behaviour on receiving a PS-Poll where there's no traffic to deliver in response is not well-defined
	Specify that in this case a (QoS) Null shall be sent by the AP


Proposed Resolution:
Rejected.  

The corner cases described is considered to be rare enough that a specific description of it is not justified.

Specifying a QoS Null AP shall be sent by the AP might render existing implementations non-compliant.

	1167
	1257.00
	10.24.14
	It is not explicitly clear whether an AP implementing the Proxy ARP service shall respond the duplicate detection frame transmitted by a requesting non-AP STA.
	Please specify that an AP implementing the Proxy ARP service shall respond the duplicate detection frame transmitted by a requesting non-AP STA, to allow the non-AP STA that currently uses the target IP address to remain in sleep.


Discussion:

What is this duplicate detection frame?   Is it a ARP Request?  If so, a response is generated by the Proxy ARP service like any other ARP request.

Proposed changes (Source:  Qi Wang)

In Clause 2 add normative references to: “ “RFC 5227 -- IPv4 Conflict Detection”.
Add to informative references: “RFC 4862 -- IPv6 Stateless Address Autoconfiguration.”
At 1258.09 change:

	“When the IPv4 address being resolved in the

ARP request packet is used by a non-AP STA currently associated to the BSS, the Proxy ARP service shall

Respond on behalf of the STA to the ARP request (IETF RFC 925) and ARP Probe (IETF RFC 5227).”


At 1258.18 change:

	“When an IPv6 address is being resolved, the Proxy Neighbor Discovery service shall respond with a Neighbor Advertisement Message (Section 4.4, IETF RFC 4861) on behalf of an associated STA to an Internet

Control Message Protocol version 6 (ICMPv6) Neighbor Solicitation Message (Section 4.3, IETF RFC

4861)
. When MAC address mappings change, the AP may send unsolicited Neighborhood Advertisement

Messages on behalf of a STA.
NOTE—The Neighbor Solicitation message is used for both address discovery and duplicate address detection (IETF RFC 4862).”


Proposed Resolution:
Revised.  Make changes in <this-document> under CID 1167.

These changes add explicit mention of ARP Probes and duplicate address discovery.

	1170
	1261.32
	10.24.16.2
	"If the length of the DMS Descriptors exceeds 255 octets, then multiple DMS Request elements shall be
included, each containing only those DMS Descriptors that are completely contained within 255 octets. If
the length of the DMS status fields exceeds 255 octets, then multiple DMS Response elements shall be
included, each containing only those DMS Status fields that are completely contained within the first 255
octets". The statement "... then multiple DMS Request element shall be included.." contradicts the statement in text below Figure 8-517, "The DMS Request Element field contains a DMS Request element as specified in 8.4.2.87.".
	The text below Fig. 8-517 should be revised to "The DMS Request Element field contains one or more DMS Request element as specified in 8.4.2.87." However, even with that, if a single DMS Descriptor is longer than 255 octets, then using multiple DMS Request elements do not guarantee that "... each containing only those DMS Descriptors that are completely contained within 255 octets." And, the same problem exists for the DMS Response frame. Moreover, can d DMS request frame result in a DMS Response frame with more than one elements due to the length restriction for each element? Please clarify and modify the text accordingly.


Context:  1261.32

	If the length of the DMS Descriptors exceeds 255 octets, then multiple DMS Request elements shall be

included, each containing only those DMS Descriptors that are completely contained within 255 octets. If

the length of the DMS status fields exceeds 255 octets, then multipleDMS Response elements shall be

included, each containing only those DMS Status fields that are completely contained within the first 255

octets.


Context: 890.01:
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Figure 8-517—DMS Request frame format

‘The Dialog Token field is a nonzero value chosen by the non-AP STA sending the DMS Request frame to
identify the request/response transaction.

‘The DMS Request Element field contains a DMS Request clement as specified in 8.4.2.87 (DMS Request
clement).




Discussion.

The first point in the comment (inconsistency) is clearly true.

The second point is true.  A DMS descriptor, as currently described can have a length of 257 octets.  The maximum length can be achieved using vendor specific subelements.  Therefore an additional constraint is necessary at 746.23 (DMS Length field).

The third point “the same is true for DMS Response frame” applies to both of these points.

Proposed resolution:
Revised.

At 145.49, 151.58, 326.10, 327.33 change “As defined in DMS Request Element” with “Sequence of DMS Request Elements”.

At 149.10, 155.24, 326.52, 328.19, 329.12, 329.54 change “As defined in DMS Response Element” with “Sequence of DMS Response Elements”.

At 890.02, change the name of the last field to “DMS Request Elements”.

At 890.14, change “The DMS .. Element field contains a …” to “The DMS … Elements field contains one or more …”

At 890.26, change the name of the last field to “DMS Response Elements”.

At 890.47, change “The DMS .. Element field contains a …” to “The DMS … Elements field contains one or more …”

At 746.26 and 749.23, add the following sentence to the end of the para:  “The maximum value of the DMS Length field is 253.”

At 1259.65 add:  “The response frame shall contain a matching (i.e., has the same DMSID) DMS Status field for each received DMS Descriptor field preserving the order present in the request frame.

NOTE—There is no requirement that the number of DMS Request elements and the number of DMS Response elements match. There is no requirement that the number of DMS Descriptor fields within any DMS Request element matches the number of DMS Status fields within any DMS Response element. ”

	1460
	1102.41
	10.2.2.6
	"NOTE---An AP that transmits an A-MPDU containing data MPDUs in which the EOSP field is set to 1 and that receives a BlockAck that does not acknowledge all of those MPDUs, cannot transmit any missed data MPDUs within the current service period because the destination STA might now be asleep." -- it certainly *can*; the question is whether it should or should (or shall) not
	At the minimum change the "cannot" to some kind of "would be wise not to". At most promote this to a normative statement with a "shall not". As a compromise, perhaps promote this to a normative statement with a "should not"


Context:

	j) If the AP does not receive anacknowledgment to an individually addressed Data frame containing

all or part of an MSDU or A-MSDU sent with the EOSP subfield equal to 1, it shall retransmit that

frame at least once within the same SP, subject to applicable retry or lifetime limit. The maximum

number of retransmissions within the same SP is the lesser of the maximum retry limit and

dot11QAPMissingAckRetryLimit. If an acknowledgment to the retransmission of this last frame in

the same SP is not received, it may wait until the next SP to further retransmit that frame, subject to

its applicable retry or lifetime limit.

NOTE—An AP that transmits an A-MPDU containing Data MPDUs in which the EOSP field is set to 1 and that receives a BlockAck frame that does not acknowledge all of those MPDUs cannot transmit any missed Data MPDUs within the current service period because the destination STA might now be asleep.


Discussion:

This note results from the rule for the STA in 1105.48.

	The STA shall remain awake until it receives a QoS Data frame or QoS Null frame addressed to it,

with the EOSP subfield in the QoS Control field equal to 1.


In the case of a non-A-MPDU frame, an acknowledgement unambiguously indicates that the STA knows that EOSP has been communicated, and the STA might be asleep.  It the AP does not receive the Ack, it doesn’t know if the EOSP has been received.   The “retry once” is a compromise between delivering the EOSP reliably (letting the STA sleep) and wasting air-time trying to talk to a STA that is asleep.

In the A-MPDU case, if the STA generates a Block Ack response, we know that it has received EOSP correctly.  The STA also knows whether there are any missing frames, because it decodes holes in the A-MPDU corresponding to corrupted MPDUs.

Both the AP and the non-AP know this case,  and it’s a new case compared to the two cases considered above.

802.11REVmb comment 10106 considered this and introduced the cited text.  In doing so,  I believe it tried to avoid introducing “shall” requirements that would render existing implementations non-compliant.  Clearly we can’t change the behaviour,  but we can clarify the cited text without introducing a shall.  At the same time we can remove the conflict between the “shall retransmit that frame at least once” and the NOTE, which says it “cannot transmit”.

Proposed change:

Change 1102.40 as follows:

	j) If the AP does not receive anacknowledgment to an individually addressed Data frame that is a non-A-MPDU frame containing all or part of an MSDU or A-MSDU sent with the EOSP subfield equal to 1, it shall retransmit that frame at least once within the same SP, subject to applicable retry or lifetime limit. The maximum number of retransmissions within the same SP is the lesser of the maximum retry limit and dot11QAPMissingAckRetryLimit. If an acknowledgment to the retransmission of this last frame in the same SP is not received, it may wait until the next SP to further retransmit that frame, subject to its applicable retry or lifetime limit.

An AP that transmits an A-MPDU containing Data MPDUs in which the EOSP field is equal to 1 and that receives a BlockAck frame that does not acknowledge all of those MPDUs should not transmit any missed Data MPDUs within the current service period because the destination STA might now be asleep.


Proposed resolution:

Revised.   

At 1102.31 after “Data frame” insert “that is a non-A-MPDU frame”.  This change resolves the inconsistency between the cited text and the note.

At 1102.40 delete “NOTE—“ and replace “set” with “equal”

At 1102.41 replace “cannot” with “should not”.

	1399
	1104.06
	10.2.2.8
	This clause is for non-AP STAs, not all STAs.
	Fix the title and first sentence to say "non-AP STAs", to clarify the scope. Same for 10.2.2.9.


Proposed resolution:
Rejected.  The clause title and conditions within it use the phrase “STA in PS mode”.  As an AP cannot be in PS mode, there is no ambiguity.

	1398
	1104.13
	10.2.2.8.a
	Is a non-AP STA actually _required_ to wake up at particular Beacons and then _required_ to transmit a PS-Poll or trigger directly after the Beacon? This seems overly consriptive. What is "the last TBTT" anyway - "last" before what (in bullet a)? What rule is there for the STA to "detect" its bit in the TIM - and if none, how is the "shall" in (b) proven?
	Change this language to be descriptive, not prescriptive. "To enable delivery of buffered frames while in power save mode, a STA must wake up early enough to receive Beacon frames at TBTT intervals of less than or equal to the ListenInterval." "When the STA detects ... the STA should ..." (Or something similar) Also, the same thing in 10.2.2.1 (at P1094.33), change "shall" to "should", or rewrite the section to be descriptive since this is duplicated by the detailed text in 10.2.2.8 anyway.


Context:

	The STA shall wake up early enough to be able to receive the first Beacon frame scheduled for

transmission at the time corresponding tothe last TBTT plus the ListenInterval.


Discussion:

I think I agree with the commenter that this is overly constrained and ambiguous.  A STA might want to wake earlier than that TBTT.  However, if it wakes later, it risks being removed from the BSS.  The question is whether that are any products out there sensitive to STAs waking on exactly the ListenInterval schedule.  I personally think this is very unlikely (and poor product design).   So I support the idea of weakening the requirement and clarifying the language.

The proposed replacement of the cited context is:

	To enable delivery of buffered frames while in power save mode, a STA must wake up early enough to receive Beacon frames at TBTT intervals of less than or equal to the ListenInterval.


This has a number of issues:

· It mixes justification and description

· It uses the “banned” word “must”.   Essentially all verbs that appear to be proscriptive are potentially interpretable as a normative verb.  So replacing “shall” with “must” really achieves nothing, except to cause a negative MEC comment from the IEEE-SA editors.

We have plenty of untestable shalls, but agree that normative statements that are untestable are definitely 2nd class. Howeer, the point of a “shall” is not to make testing easier, but to create behaviour that improves the operation of the network in some sense.  I think the “shall” here achieves that.

I propose the following changes:
Change 1104.13 as follows:
The STA shall wake up early enough to be able to receive the first Beacon frame scheduled for

transmission at the time corresponding to the last TBTT for which the STA was awake plus the ListenInterval.
NOTE—the STA might wake for a TBTT that is earlier than this deadline.  In that case the previous requirement is reset based on a new “last TBTT”.
The second part of the comment complains about duplication at 1094.32:

	In a BSS operating under the DCF, or during the CP ofa BSS using the PCF, upon determining that a BU is currently buffered in the AP, a STA operating in the PS mode shall transmit a PS-Poll frame to the AP, which shall respond with the corresponding bufferedBU immediately, or acknowledge the PS-Poll and respond with the corresponding BU at a later time. Ifthe TIM indicating the buffered BU is sent during a CFP, a CF-Pollable STA operating in the PS mode does not send a PS-Poll frame, but remains active until the buffered BU is received (or the CFP ends).


I agree that this duplicates the detailed procedures and propose to turn it into informative language as shown below:

Change 1094.32 as follows:

	In a BSS operating under the DCF, or during the CP of a BSS using the PCF, upon determining that a BU is currently buffered in the AP, a STA operating in the PS mode transmits a PS-Poll frame to the AP, which responds with the corresponding bufferedBU immediately, or acknowledges the PS-Poll and responds with the corresponding BU at a later time. If the TIM indicating the buffered BU is sent during a CFP, a CF-Pollable STA operating in the PS mode does not send a PS-Poll frame, but remains active until the buffered BU is received (or the CFP ends).


Proposed resolution:
Revised.

Change 1094.32 and 1104.13 as shown in <this-document> under CID 1398.   These changes remove ambiguity in the required timing of the wake up interval,  and remove duplicate normative specification from 10.2.2.1.
	1397
	1104.18
	10.2.2.8.b
	Why does this specify the backoff and DIFS? Is it somehow special for PS-Poll/trigger frames in this case (I don't think so)? Or, is this a delay before queuing the frame, to be followed by a medium access delay; in which case why?
	Remove the sentence about backoff and DIFS from this paragraph. If there is concern about confusion with CFP polling or some such, then replace this sentence with, "The PS-Poll or trigger frame shall be transmitted with normal medium contention rules."


Discussion:

I do have some sympathy for not embedding medium access normative requirements in the MLME section.  And the cited text arguably creates a conflict with Clause 9.

However, removing the cited text would create a technical change for QoS STA, which would otherwise use the AC identified in the TID of the trigger frame to determine the EDCA parameters to use.

The proposed change “shall use normal rules” is also comment bait.

Proposed Resolution:
Rejected.  The comment does not identify an issue with the existing behaviour.  Removing the cited text would make existing QoS STAs non-compliant.

	1401
	1106.22
	10.2.2.13
	Does a non-AP STA have a requirement to wake up every DTIM? What about "ReceiveDTIMs" (see 10.2.2.4)? Can PSMP power mode cooperate with FMS or WNM Sleep?
	Clarify.


Discussion:

PSMP has not been implemented.  I am not minded to spend time writing resolutions to PSMP comments.  If others want to address this differently,  be my guest…

Proposed Resolution:
Rejected.  The comment is a series of questions.  It does not identify any issue to be resolved in the draft.

	1474
	1114.00
	10.23.6
	10.22.6 mandates using the probe [sic] delay when switching channels. This is not necessary if the primary channel isn't actually changing
	Add something to 10.23.6


Discussion:

There seems to me to be little value in optimizing a rare occurrence.

But, if somebody wants to pick this up, fine.

Proposed Resolution:
Rejected.  There is little value from optimizing a rare occurrence.

	1472
	1117.00
	10.2.3
	For an infrastructure BSS, 10.2.1.2 mandates a probe [sic] delay when awakening. Why not for an IBSS too?
	Add something somewhere in 10.2.3


Proposed Resolution:
Rejected.  The existing mechanism in 10.2.1.2 is essentially useless, because no minimum value is specified for Probe Delay.  A value of zero is commonly used in existing equipment in order to maximise battery life.

There is no value propagating an essentially useless mechanism to an IBSS.

	1473
	1120.00
	10.2.4
	For an infrastructure BSS, 10.2.1.2 mandates a probe [sic] delay when awakening. Why not for a mesh BSS too?
	Add something somewhere in 10.2.4


Proposed Resolution:
Rejected.  The existing mechanism in 10.2.1.2 is essentially useless, because no minimum value is specified for Probe Delay.  A value of zero is commonly used in existing equipment in order to maximise battery life.

There is no value propagating an essentially useless mechanism to a mesh BSS.

	1661
	1121.39
	10.2.5
	10.2.4: "A non-AP HT STA may also use SM Power Save bits in the HT Capabilities element of its Association Request to achieve the same purpose. The latter allows the STA to use only a single receive chain immediately after association." -- it this an example of a dynamic capability? We've been trying very hard to say that capabilities are static
	Clarify


Discussion:

The intent of the cited text was to allow a STA to associate using only a single antenna enabled out of more than one supported.  Otherwise,  the STA would be forced to enable all antennas and then perform an SM Power Mode exchange after the association response was received.

This can, perhaps, be clarified in the definition of the SM Power Save subfield of the HT Capabilities Info field.

Context: 675.25:
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Proposed Resolution:
Revised.  At 675.40,  change the first sentence of the definition of SM Power Save to read:

“Indicates the spatial multiplexing power save mode that is in operation during and immediately after (re)association.

	1007
	1130.18
	10.3.5.4
	Several mechanisms are now in the standard which seem to be trying to use reassociation to allow an update to an existing association at the same AP.

Note that 10.3.5.4 says that keys must be renegotiated - implying something stronger than just a dynamic modification to an associated state, and rather closer to a fresh, clean, slate-wiping action.

Note that the TS life cycle description seems to imply a less harsh "change only part of my association parameters" notification.

10.3.5.4 Non-AP STA reassociation initiation procedures

See figure 10-7 in:

10.4.3 TS life cycle

12.11.3.1 FTO procedures

10.11.8 Triggered autonomous reporting

A STA in an infrastructure BSS shall cease all triggered autonomous reporting if it disassociates, or
reassociates to a different BSS (reassociation to the same BSS shall not affect triggered reporting). A STA in
an independent BSS shall cease all triggered autonomous reporting if it leaves the BSS.

10.23.15 DMS procedures

A non-AP STA that supports DMS may request use of DMS of one or more flows by sending a DMS
Request frame or Reassociation Request frame that includes a DMS Request element containing one or
more DMS Descriptors with the Request Type field set to "Add" per flow. --- Is this really what reassociation means? I thought that it was for association to a different BSS within the same ESS.
	Create explicit language that describes the purpose of reassociation.


Discussion:

It is what it is.  Some features take reassociation as a “hard reset” others as something less severe.

Given that these differences exist, and the commenter does not propose changing behaviour, I’m not sure what value would be gained by summarising the differences in behaviour, which is what an attempt to describe the “purpose of reassociation” would end up doing.

Proposed Resolution:
Rejected.  The comment does not indicate an issue to resolve, but summarises that different features treat reassociation differently.  The proposed resolution does not provide specific changes that would address the comment.

	1315
	1157.44
	10.8.1
	Standards don't need to give reasons; and the regulated TPC has other uses.
	Delete ", to reduce interference with satellite services."


Context:

	10.8 TPC procedures

10.8.1 General

Regulations that apply to the 5 GHz band in most regulatory domains require RLANs operating in the 5 GHz band to use transmitter power control, involving specification of a regulatory maximum transmit power and a mitigation requirement for each allowed channel, to reduce interference with satellite services. This standard describes such a mechanism, referred to as transmit power control (TPC).


Note – similar comment 1205 has already been accepted.

Proposed Resolution:
Accepted.

	1534
	1206.15
	10.16.2
	"An HT STA shall not transmit a 20 MHz PPDU containing one or more data MPDUs using the secondary channel of a 20/40 MHz BSSs." -- so it may transmit a 20 MHz PPDU only containing control or managament MPDUs, or an NDP?
	Delete the "containing one or more data MPDUs"


Discussion:

The purpose of the language used here was to permit the transmission of control frames on the secondary channel, specifically frames such as CTS-to-self that could be transmitted once a TXOP has been “won” on the primary channel.  This is an alternative (compared to HT-duplicate) to gain protection in secondary channels. I believe from the discussion in TGn that at least one manufacturer intended to do something like this.  

The proposed change would make such implementations (if any exist) non-compliant.
I’m not aware of any use for secondary channel transmission of a management frame, and secondary transmissions of NDP would be plain daft.

The question is whether there is an issue here and if there is, whether we should fix it.

The proposed change might make existing devices non-compliant.  We have no evidence that the cited behaviour is of practical concern. 

Proposed Resolution:
Rejected.

The current behaviour allows the transmission of control frames, which might be used to improve protection in the secondary channel.  The proposed change would prevent this.

	1406
	1246.01
	10.24.5
	Is Timing Measurement in the Extended Capabilities set for dot11MgmtOptionTimingMsmtActivated or dot11MgmtOptionTimingMsmtImplemented?
	Just delete this sentence, as the next paragraph already says it all (and this paragraph is wong, per Table 8-104.


Discussion:

See resolution of CID 1066, which was on text derived from the cited text.  The same issues, and the same resolution apply here.  The issue reported in CID 1067 (see yellow highlight below) applies also here, and we should fix it,  even though there is no comment.

Proposed changes:

At 1245.59 change as follows:

	10.24.5 Timing measurement procedure

Implementation of Timing Measurement is optional for a WNM STA. A STA that has a value of true for dot11MgmtOptionTimingMsmtActivated is defined as a STA that supports timing measurement. 
A STA for which dot11MgmtOptionTimingMsmtActivated is true shall set the Timing Measurement field of the Extended Capabilities element to 1.


If

dot11MgmtOptionTimingMsmtActivated is false the STA shall set the Timing Measurement field in the Extended Capabilities element to 0 and STA does not support the timing measurement procedure. 


At 2056.09 change as follows:

	"This is a control variable.

It is written by an external management entity or the SME.

Changes take effect at the next occurance of an MLME-START.request or MLME-JOIN.request primitive. 

This attribute, when true, indicates that the station capability for Tim-ing Measurement is enabled. False indicates the station has no Timing Mea-surement capability or that the capability is present but is disabled."


Proposed resolution:
Revised.  Make changes under CID 1406 in <this-document>.   These changes remove the conflicting references to MIB variables and modify the definition of the “…Activated” MIB variable to indicate that its value are static for the duration of an association.

	1066
	1247.36
	10.24.6
	We appear to have conflicting statements regarding which MIB attribute sets this Extended Capabilities field to 1. Is it dot11MgmtOptionFineTimingMsmtImplemented, or is it dot11MgmtOptionFineTimingMsmtActivated? Is it Bill, or is it Ben? Why do we need two MIB variables? What are the rules for a STA that has implemented, but not activated this feature?
	Make all references in the body to the ...Activated variable.


Discussion:

The description of the “Activated” variable is: 2059.62:

	"This is a control variable.

It is written by an external management entity or the SME.

Changes take effect as soon as practical in the implementation. 

This attribute, when true, indicates that the station capability for Fine 

Timing Measurement is enabled. False indicates the station has no Fine 

Timing Measurement capability or that the capability is present but is 

disabled."


The description manages to throw into the mix a wonderful bag of enablement words:  Capability, Enabled, Disabled. How can you enable a capability?

Worse, this can change at any time.  So either we allow a dynamic capability to be signalled in the Extended Capabilities element, or the description above is misleading.

I would suggest that when we have an “implemented” and an “activated” MIB variable, the following rules should apply:

· The “implemented” mib variable is read-only.

· The “activated” variable is read-write.

· The “implemented” variable is used only in normative requirements related to capability

· e.g. “A STA in which xImplemented is true shall set yImplemented to true”, “A STA in which xImplemented is true shall support cublic spline interpolation with a nurgle factor of 24.”

· If the feature is exposed as a capability

· it is the “activated” variable that determines the value of this capability

· changes to “activated” take place only at the next MLME-JOIN or MLME-START

· Normative behavioural text is dependent on the value of the “activated” variable.

· The expression “A STA that supports feature x” should not be used when there are both xImplemented and xActivated MIB variables,  unless the text explicitly describes which determines “support”.

I propose, if folks agree with this summary, we refresh or ask ARC to consider refreshing the 11-09/0533 recommendations.

Given these recommendations, the following changes are necessary to comply:

At 1247.27 change as follows:

	10.24.6 Fine timing measurement procedure

Implementation of fine timing measurement is optional for a WNM STA. A STA that has a value of true for dot11MgmtOptionFineTimingMsmtActivated is defined as a STA that supports fine timing measurement. 
A STA for which dot11MgmtOptionFineTimingMsmtActivated is true shall set the Fine Timing Measurement field of the Extended Capabilities element to 1.

If dot11MgmtOptionFineTimingMsmtActivated is false the STA shall set the Fine Timing Measurement field in the Extended Capabilities element to 0 and STA does not support the fine timing measurement procedure.


At 2060.01 change as follows:

	"This is a control variable.

It is written by an external management entity or the SME.

Changes take effect at the next occurance of an MLME-START.request or MLME-JOIN.request primitive. 

This attribute, when true, indicates that the station capability for Fine 

Timing Measurement is enabled. False indicates the station has no Fine 

Timing Measurement capability or that the capability is present but is 

disabled."


Proposed Resolution:
Revised.  Make changes in <this document> under CID 1066.  These replace references to the “…Implemented” MIB variable with “…Activated” and remove redundant text in 10.24.6.

	1067
	1247.41
	10.24.6
	As specified in 9.24.4 (Response to an invalid Action frame), a STA that receives an unknown action frame returns an action frame with category+128 as an error indication. The "shall ignore" here is in conflict.
	Remove "A STA that does not support the fine timing measurement procedure shall ignore a received Fine Timing
Measurement frame."


Context: 1247.36:

	If dot11MgmtOptionFineTimingMsmtActivated is true, the Fine Timing Measurement field in the Extended Capabilities element shall be set to 1 and the STA supports the fine timing measurement procedure. If dot11MgmtOptionFineTimingMsmtActivated is false the STA shall set the Fine Timing Measurement field in the Extended Capabilities element to 0 and STA does not support the fine timing measurement procedure. A STA that does not support the fine timing measurement procedure shall ignore a received Fine Timing Measurement frame.


1037.06:

	9.24.4 Response to an invalid Action frame

If a STA receives an individually addressed Action frame with an unrecognized Category field or some other syntactic error and the MSB of the Category field equal to 0, then the STA shall return the Action frame to the source without change except that the MSB of the Category field is set to 1.


Proposed Resolution:
Accepted.

	1164
	1255.00
	12.24.12
	Following the TFS establish process, it is not clear when the filtering operation starts at the AP.
	Please specify precisely when the filtering operation starts.

	1163
	1255.00
	12.24.12
	The TFS establishment process is insufficiently defined. For example, it doesn't specify the corresponding AP and non-AP STA behavior when alterative filtering parameters are recommended for either one or more of the multiple traffic filters requested by the non-AP STA.
	Please specify the TFS establishment process thoroughly.

	1165
	1256.12
	10.24.12.1
	"A frame matches the traffic filter when at least one TCLAS based
classifier matches the frame." The deletion/notify action is performed on a Traffic Filter Set (identified by a TFSID), as specified in 8.4.2.79, so the definition of a frame match should be modified.
	Replace "A frame matches the traffic filter when at least one TCLAS based
classifier matches the frame." with "A frame match occurs when a frame matches the filtering parameters in a TFS Traffic Set."

	1166
	1256.13
	10.24.12.1
	"Using multiple TFS subelements in a TFS Request element is the equivalent to
a logical OR operation on the match conditions of each TFS subelement. Processing of multiple TCLAS
elements in a TFS subelement is determined by the content of the TCLAS Processing element as defined in
8.4.2.32 (TCLAS Processing element)." The logic operation on multiple TFS Request elements in a TFS Request frame also needs to be defined.
	Replace "Using multiple TFS subelements in a TFS Request element is the equivalent to
a logical OR operation on the match conditions of each TFS subelement. Processing of multiple TCLAS
elements in a TFS subelement is determined by the content of the TCLAS Processing element as defined in
8.4.2.32 (TCLAS Processing element)." with "Using multiple TFS Request elements in a TFS Request frame is the equivalent to
a logical OR operation on the match conditions of each TFS Request element. Using multiple TFS subelements in a TFS Request element is the equivalent to
a logical AND operation on the match conditions of each TFS subelement. Processing of multiple TCLAS
elements in a TFS subelement is determined by the content of the TCLAS Processing element as defined in
8.4.2.32 (TCLAS Processing element)."


Proposed Resolution:
Revised.  Incorporate the text changes in document 11-13/0583r3.  These change substantially clarify the TFS operation.

	1111
	1302.04
	10.28.2.2
	The OBSS solution seems to ignore the possibility of an AP supporting multiple BSS. I realize that the OBSS solution is primarily aimed at domestic APs and that multiple BSSs are more common in the enterprise than the domestic market, but there are many examples of companies providing multi-BSS APs. For example to provide a BSS for the private home network and a BSS to provide internet access to other subscribers of the service provider.
	Change the definition of Allocated Traffic Self to be the allocated traffic of all BSSs being serviced by the AP. The same change should be made to Potential Traffic Self. This would "automatically" cause Allocated Traffic Shared to be the composite of all traffic from overlapping APs, regardless of the number of BSS supported by each AP.


Proposed Resolution:
Rejected.  The comment confuses the box sold as an AP with the 802.11 architectural entity known as an AP.  The Allocated Traffic self metric is a property of the AP that is a logical entity.  It does not, and should not, matter whether that AP is physically collocated with any other AP.
	1107
	1308.07
	10.28.4.1
	Line 7 says that timing sync is only used when public TXOP negotiation is enabled, but line 25 (subclause 10.28.4.2) talks about both public and protected TXOP negotiation.
	Decide if this timing sync procedure should be used with just public TXOP negotiation or if APs using protected TXOP negotiation must also follow this procedure. Then either update line 7 or line 25 to make them consistent.


Context:  1308.07:
	HCCA APs in OBSSs for which dot11RobustAVStreamingImplemented is true and

dot11PublicHCCATXOPNegotiationActivated is true synchronize their TSF timing so that the HCCA

TXOP advertisement scheme does not suffer from time differences between the clocks of the overlapping

APs.


1308.24:
	An HCCA AP with dot11PublicHCCATXOPNegotiationImplemented true or

dot11ProtectedHCCATXOPNegotiationImplemented true shall update the timing offset value based on time stamps from the received Beacon frames from HCCA APs that have anentry in the dot11APCTable. The timing offset value is calculated using Equation (10-6)


Discussion:

The commenter is correct.  The difference between public and protected relates to the type of action frame used to negotiate TXOPs,  and has nothing to do with synchronization.   In the first cited location the presence of “dot11RobustAVStreamingImplemented is true and” is unnecessary, because it is necessarily true if …NegotiationActivated is true.

Further, the two cited locations use both the “Activated” and “Implemented” MIB variables.  Only the “Activated” variables should be used in MAC behavioural text.  The “implemented” is of value only when describing requirements on the AP capability or when to the SME or external management entity that determines whether to set the matching “activated” MIB variable.  This finding led to a deeper investigation of “txopnegotiationimplemented”, which revealed that 4 instances relate to MAC behaviour. The proposed resolution changes these to “activated”.
Proposed resolution:
Revised.

At 1308.07 replace “dot11RobustAVStreamingImplemented is true and dot11PublicHCCATXOPNegotiationActivated” with

“dot11PublicHCCATXOPNegotiationActivated is true or

dot11ProtectedHCCATXOPNegotiationActivated”

At 1304.45, 1304.46, 1308.24 and 1308.25 replace “…TXOPNegotiationImplemented” with “…TXOPNegotiationActivated”.
This makes the conditions on the two cited locations identical and resolves incorrect usage of “…TXOPNegotiationImplemented” MIB variables.
	1106
	1308.13
	10.28.4.1
	Doesn't requiring a DTIM of 2^n x 100 TU put a requirement on the beacon interval? DTIM must be an integer multiple (m) of the beacon interval (BI). Therefore 2^n x 100 = m x BI.
	Either explain why I'm mistaken and decline the comment, or add an extra requirement on the allowed value of beacon interval.


Context:  1308.12:

	In order to use HCCA TXOP advertisement, the AP maintains synchronization with its APs in OBSSs.

HCCA APs that use HCCA TXOP advertisement shall use a DTIM interval with a duration of 2n × 100 TU where n a non-negative integer less than or equal to 5.


Discussion:

The commenter is correct.  
This is clearly an additional constraint on the Beacon Interval.

The question is whether the constraint needs to be made more obvious.

If so, the following resolution achieves that.

Proposed resolution:
Revised.

At the end of 10.1.2 (1083.40) add:

NOTE—The beacon interval, and hence the valid values of dot11BeaconPeriod, is constrained for APs in which dot11PublicHCCATXOPNegotiationActivated is true or dot11ProtectedHCCATXOPNegotiationActivated is true as specified in 10.28.4.1.
Completed Editor Resolutions

	CID
	Page
	Clause
	Comment
	Proposed Change
	Resolution
	Owning Ad-hoc

	1498
	1746.00
	20.3.9.4.3
	"SHORT GI" and "FEC CODING" in Fig 20-6 have the wrong case (note they are not the same as the eponymous *XVECTOR parameters)
	Change to "Short GI" and "FEC Coding", matching Table 20-11; in Table 20-11 uppercaseify to "FEC Coding" and "Number of Extension Spatial Streams"
	Was:

REVISED (EDITOR: 2013-03-08 23:02:27Z) - Change to "Short GI" and "FEC coding" to match Table 20-11.
Change Table 20-11 "Number of Extension Spatial Streams" to "Number of extension spatial streams".
	EDITOR


Discussion, was originally resolved as shown above.  But on looking to edit this, I realized that the original resolution was correct.

New proposed Resolution:
Accepted.

	CID
	Page
	Clause
	Comment
	Proposed Change
	Resolution
	Owning Ad-hoc

	1434
	437.00
	8
	Text giving explicit recipes for the Length field should not be necessary, as there should be text describing the allowed contents of a subelement, and then the Length should just follow the usual rules
	Audit the uses of "Length field" to make sure there are no instances where a recipe is given which is the only place where restrictions on elements are stated. Then delete such statements. Examples: 645.21, 649.69, 650.27, 658.60, 729.40
	
	EDITOR


Proposed Resolution:
Rejected.  The commenter does not give specific changes that would fully address the comment.

In reply to the commenter, the resolution of comments 1429 and 1430 should have addressed this issue.

	CID
	Page
	Clause
	Comment
	Proposed Change
	Resolution
	Owning Ad-hoc

	1568
	446.37
	8.2.4.4.1
	"The sequence Control field is not present in control frames" should be "Sequence"
	Change to "Sequence". Also check the "sequence controls" at 203, 437, 471, 670, 1009
	
	EDITOR


Discussion:

The changes proposed below on page 1009 admit the existence of a sequence control value.   I think this is OK,  but need to consider whether this is inconsistent usage.

Proposed Resolution.
Revised.  Change “sequence” to “Sequence” at 446.37, 

At 203.38 and 670.58 change “Block Ack starting sequence control” to “Block Ack Starting Sequence Control field”.

At 471.61 and 63 replace “(Block Ack Starting Sequence Control + n)” with “(value of the Block Ack Starting Sequence Control field + n)”.

At 1009.60 change “sequence control” to “sequence control value”.

	CID
	Page
	Clause
	Comment
	Proposed Change
	Resolution
	Owning Ad-hoc

	1294
	997.50
	9.20.3.4
	Here "Interference Periods Report" is not referring to the field but the report itself, so initial caps are not appropriate.
	Either replace "Interference Periods Report" with "interference periods report" or replace "The Interference Periods Report" with "The value of the Interference Periods Report field".
	
	EDITOR


Discussion: 

We discussed this in March and the group generously gave the editor permission to do more work and prepare a resolution. There are about 500 instances of capitalization that do not match our current rules.

As an example, “Location Identifier Report” has 24 hits, 4 of which are correct.

What we really mean by a “Location Identifier Report” is a “Measurement Report frame carrying a Measurement Request element in which the Measurement Type field has a value of Location Identifier Report”.

This is a bit of a mouthful.  I propose we define a terminology shortcut.

As we are dealing with Measurement Reports, these are matched by Measurement Requests.  I deal with both in the proposed resolution – reports first.  I also clean up some editorials.

Proposed Resolution:
Revised.

At the end of 8.4.2.21.1 (586.33) add a new para: 

“References in this standard to a ‘<name> report’, where <name> corresponds to one of the Measurement Types in Table 8-82 is equivalent to (according to context) “a) a Measurement Report frame or Radio Measurement Report frame carrying a Measurement Report element with the Measurement Type equal to <name> or b) a Measurement Report element with the Measurement Type equal to <name>”.

If we allow this, then we can resolve most of the issues by lower-casing “Report”.

Changes:

Change “Report” where report is used as a noun (e.g., not followed by bit(s), frame, field, subfield or element or is part of a name) to “report”, except:

Do not touch “Technical Report”

At 1238.56 change “Diagnostic Report request” to “request for a Diagnostic report”

At 1173.52 change “Measurement Report” to “Measurement Report element”

At 1197.62 change “Multicast Diagnostic Report Measurement Report” to “Multicast Diagnostic report”

Globally change “Beacon Measurement Report” to “Beacon Report”

At the end of 8.4.2.20.1 (559.17) add a new para: 

“References in this standard to a ‘<name> request’, where <name> corresponds to one of the Measurement Types in Table 8-60 is equivalent to (according to context)  “a) a Measurement Request frame or Radio Measurement Request frame carrying a Measurement Request element with the Measurement Type equal to <name>” or b) a Measurement Request element with the Measurement Type equal to <name>”.

Change “Request” where request is used as a noun (e.g., not followed by bit(s), frame, field, subfield or element or is part of a name) to “request”, except:

Do not touch “Resource Request
”

At 1194.14 and 972.06 change “Probe Request” to “Probe Request frame”

At 1175.35 change “Measurement Request” to “measurement request”

At 1176.01 change “Measurement Request” to “Measurement Request frame”

Globally change “Beacon Measurement Request” to “Beacon request”

At 1231.59, 1232.24 insert “frame” after  “TDLS Channel Switch Request”

Globally change “Measurement Request” to “request” where it follows:  “Location Civic”, “LCI”, “Noise Histogram”, “Statistics”

Globally change “LCI Measurement Request” to “LCI request”

At 1184.34 change “containing the STA Statistics Measurement Type” to “with the Measurement Type field set to STA Statistics”

Globally change “a <ujimaflip>” to “an <ujimaflip>” where <ujimaflip> is one of:

AC, ADDTS, EAPOL, FFC, HC, HCCA, HT, LCI, LRC, MA-UNITDATA, MLME, MSDU, MSGCF, NAI, RA, RD, RM, RPI

	CID
	Page
	Clause
	Comment
	Proposed Change
	Resolution
	Owning Ad-hoc

	1475
	1090.00
	10.1.4.3.3
	"The Address 1 field in the probe request is the broadcast address or the specific MAC address of the STA, and either item b) or item c) below." is missing a verb. But it's oddly structured anyway
	Move the a) to the first sentence and make b) and c) be two subreasons
	REVISED (EDITOR: 2013-03-08 20:13:17Z) - Unindent b) and c) and remove references. That leaves a single entry list. So promote the whole list one level and merge a) into the proceding sentence.
	EDITOR


Context:

	STAs, subject to the criteria below, receiving Probe Request frames shall respond with a probe response only if:

a) The Address 1 field in the probe request is the broadcast address orthe specific MAC address of the STA, and either item b) or item c) below.

b) The STA is a mesh STA and the Mesh ID in the probe request is the wildcard Mesh ID or the specific Mesh ID of the STA.

c) The STA is not a mesh STA and

1) The SSID in the probe request is the wildcard SSID, the SSID in the probe request is the specific SSID of the STA, or the specific SSID of the STA isincluded in the SSID List element, and

2) The Address 3 field in the probe request isthe wildcard BSSID or the BSSID ofthe STA.


Proposed outcome:

	STAs, subject to the criteria below, receiving Probe Request frames shall respond with a probe response only if the Address 1 field in the probe request is the broadcast address or the specific MAC address of the STA, and either of the following applies:

a) The STA is a mesh STA and the Mesh ID in the probe request is the wildcard Mesh ID or the specific Mesh ID of the STA.

b) The STA is not a mesh STA and

1) The SSID in the probe request is the wildcard SSID, the SSID in the probe request is the specific SSID of the STA, or the specific SSID of the STA isincluded in the SSID List element, and

2) The Address 3 field in the probe request is the wildcard BSSID or the BSSID of the STA.


Proposed Resolution:
Revised.   Replace “only if:” with “only if the Address 1 field in the probe request is the broadcast address or the specific MAC address of the STA, and either of the following applies:”.   Delete item a) and re-letter b) and c) accordingly.

Abstract





This submission proposes resolutions to the following comments received from the initial working group ballot (LB193)





Please see revision history (below).











�Either a NOTE or move definition to 802.11-specific.


�This explanation explains nothing.


�Modelled after TGac D6


�Not sure if this is comment fodder.  Perhaps "description"?


�I don't understand the logic of this,  but I've preserved it modulo editorial changes.


�I don't believe we can have this in a normative statement.   How can the STA know the intentions of another entity.  All it knows is the OTA signalling.


�This opens a whole big can of worms to big to handle in this comment resolution.   I propose to let sleeping worms lie.
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