January 2006

doc.: IEEE 802.11-06/0266r0

IEEE P802.11
Wireless LANs

	TGr Adhoc Meeting Minutes February 2006 

	Date:  2006-02-08

	Author(s):

	Name
	Company
	Address
	Phone
	email

	Michael Montemurro
	Chantry Networks
	1900 Minnesota Cr, Suite 125. Mississauga, ON. L5N 3C9
	905-363-6413
	michael.montemurro@siemens.com





Tuesday February 7, 2006

9:00am

Call to order

· Review operating rules for a Task Group.

· Review IEEE 802 policies and procedures for Intellectual Property.

Chair asked for information on any Patents or Patent Applications that are applicable to the subject of this meeting – None were given.

· Discussion on Agenda 

The agenda will be posted in document 11-06/0254r0

Discussion on updates to figure 121H

Michael Montemurro will prepare a submission updating figure 121H

Discussion on updates to clause 5.4.8.1 and 8A.1 from document 11-06/0240r0

Review of text updates to Section 5.4.8.1 

The submission removes text that was duplicated in other sections of the standard.

Clause 5.4.8.1 gives an overview of the problem to be solved.

Some of the text in this section should be in the introduction to the TGr draft.

Some sections are in PAR, and need not be present.

Review of text updates to Section 8A.1

Some of the text that was deleted in this section should be moved to the introduction to the TGr draft.

We could take the text updates for this submission and include the text directly in the comment resolution spreadsheet.

· Discussion on updates to clause 5.4.8.2 from document 11-06/0241r0  

The updates resulting from the discussion will be included in the document submission 11-06/241r1.

The key distribution arrow should go from the R0KH to R1KHs 

The PMK-R1 key holder will be sent in the 2nd message. That would mean that the keys can only be computed at the STA when this key holder is received 

We have deprecated the term pre-reservation and replaced it with reservation.

· Discussion on merging R0 and R1 key holder names

Merging PMK-R0 and PMK-R1 key derivation places an implementation decision on the design. 

We will discuss this issue later in the meeting once Nancy Cam-Winget arrives.

· Discussion on  RRB Error Handling 

RRB error messages only occur between the STA and Current AP 

Does RRB know if the message coming back to the STA should be in Action Frame? If so, what type of Action Frame? 

Michael Montemurro will prepare a submission based on the discussion that updates the text in the TGr draft.

· Discussion on  comment 1109, the use of the term “First Contact”

There are STA’s that never use the reassociation frame. The only use the association frame.

The IEEE 802.11 standard states that you can only send a reassociation after you have already associated with the ESS.

Terms considered are: FT Initial Association and FT Registration

Clint will post the alternative terms for “first contact” to the list and solicit a response from Dorothy Stanley.

· Discussion on the TGr to-do list in document 11-06/0153r8

The result of the discussion will be captured in document 11-06/0153r9

Policy Management Server comments have been resolved by submission 11-06/241r1

The MIC issue with the Authentication frames is a controversial issue.

Comments 79, 80, and 82 do not deal with the Authentication/Action frame MIC issue. Kapil will write a response to these comments.

We will postpone the discussion on the MIC issue until later in the meeting.

Comment 108 deals with the R1 key name. The resolution described in document 11-06/1253r17 looks to address this problem.

Updates to Figure 7A provide a resolution to comment 120.

The beacon bloat issue will be addressed in a text submission based on the presentation given in document 11-06/0214r0.

Comment 105 proposes the use of Authentication frames in all Fast Transitions as an alternative to action frames for “over-the-DS” and authentication frames for “over-the-air”.

Comment 148 deals with the lack of freshness in the key hierarchy. The latest comment resolution spreadsheet (document 11-06/1253r17) provides an acceptable response to the comment.

The term “Authenticator” is not used consistently in the TGr amendment.

We need two terms a name for the IEEE 802.1X Authenticator: one that generates the MSK, and another that generates the PTK.

We need to come up with two terms and use them consistently in the document.

We should continue to use IEEE 802.1X Authenticator as it has been defined.

We need a new term for TGr that is not used in IEEE 802.11i.

We need a term for the 4-way handshake entity.

We may have to fix IEEE 802.11ma so that IEEE 802.11i.

We should call the IEEE 802.1X Authenticator and use Key Holders for all terms.

We also need to resolve the issue with the IEEE 802.1X control port since the components could be split across the infrastructure.

Somebody needs to go through the draft and state which term should be used.

Henry Ptasinski has agreed to go through the TGr draft to ensure that the term Authenticator is not mis-used.

Michael Montemurro will propose a response to comment 514 and will send it to Bill.

Michael Montemurro will look through the draft to determine whether there is any more mis-use of the term “transition”.

Comment 999 should be resolved by renaming Resource Manager and Scheduler to SME and HC, respectively. This new terminology is consistent with IEEE 802.11e.

The resolution given for comment 999 in the Comment Resolution document 11-06/1253r17 is acceptable.

We could not end the PRF function with a variable length field. Otherwise, the PRF is subject to “sliding window” attacks.

The SSID length field is not used in the hashing function for IEEE 802.11i.

The text that is given in response to comment 1274 in the comment resolution document (11-06/1253r17) is acceptable.

The only remaining comments are on the list of controversial issues.

· Discussion on the Beacon Bloat technical issue:

Kapil Sood and Frank Ciotti submitted document 11-06/214r0 on this issue. There is a second document that will be submitted with text changes.

The text submission document will be posted as document 11-06/235r0

There is an issue that the STA doesn’t know the R1KH-ID until after the FT-Response.

The R1KH-ID length was set to 16 octets to be consistent with the NAS-ID.

The FT-Request will need to have the R0KH-ID to indicate the first contact R0KH-ID. It allows the target AP to retrieve the PMK-R1.

The R0KH-ID and the R1KH-ID could be the same if the Key Holders are co-located.

The STA cannot pre-compute the PMK-R1 until it has received the FT-Response.

The R1KH-ID could be placed at the end of the hash so that the STA can pre-compute most of the PMK-R1 prior to receiving the FT-Response message.

In the pull model, the R1KH would have to use the STA MAC to the R0KH to retrieve a new PMK-R1.

That means that the STA could only hold one PMK-R0 at any particular R0KH at any one time.

The latency between the FT-Response and the FT-Confirm could be bound by the reassociation deadline.

The additional latency incurred in the calculation of the PMK-R1 is equivalent to one loop through the HMAC-SHA256, even if the R1KH remains in its current postion in the derivation.

The term Anonce should be renamed to something more explicit. The Anonce is generated by the R0KeyHolder at first contact, and at the R1KeyHolder for fast transitions. The first contact Anonce should be changed to the R0Nonce.

The PMK-R1Name does not change unless the PMK-R0 changes.

The Extended Capability bit should not be used to advertise the FT capabilities. Advertising the Mobility Domain in the beacons is sufficient.

· Discussion on the roam-to-self issue

There are use cases for transitioning back to the current AP.

If you initiate a new authentication sequence with the current AP, you break the connection with the current AP.

If you roam to a target AP, your current AP link will remain even if the authentication with the target AP fails. Roaming back to the current AP should be treated consistently for this behaviour.

Another use case that supports this issue happens when a STA reassociates to change it connection parameters, such as the basic rate set.

With IEEE 802.11i, the STA would roam-to-self by executing a re-association exchange followed by a 4-way handshake. The messaging would take 3 round trips. With IEEE 802.11r, you would execute the FT message sequence. The messaging for Fast Transition would take 2 round trips, which is an improvement over the base specification.

This problem should be discussed in more detail after the issue with the IEEE 802.1X control port behavior has been resolved.

Jon Edney will prepare a proposal to solve the “roam-to-self” issue.

· Discussion on the inconsistent definition of the IEEE 802.1X 

There is an issue with having multiple key holders.

There is an assumption that there is a one-to-one mapping between IEEE 802.1X control port and BSS

With the mechanism that has been defined by IEEE 802.11r, the port on the target AP is no longer an IEEE 802.1X port.

We should define an IEEE 802.11 control port, which in the case of IEEE 802.11i is the same as the IEEE 802.1X port, but is different for IEEE 802.11r.

We will discuss this issue later in the week.

· Discussion on FT without Security

There are comments that FT should be supported without security.

The objection to FT without security was on the grounds that it introduced a denial of service attack.

We need to do it in a way that we do not define new messages.

We could define FT without security for the base mechanism only. If we did that, we would eliminate the FT Authentication.

We should list the possible options and evaluate them.

We need to establish the requirements before we identify and discuss the options.

There are market requirements which drive this requirement.

We could use the RIC in the open authentication frame.

We could use the RIC in the association frame for reservation; and use the RIC in the authentication frame for pre-reservation.

For pre-reservation over the air, you could use the FT Auth sequence starting at message 3 and 4. Practically speaking, the FT without security could simply start at message 3. That would make implementation and state management consistent with and without security. It would make the state management much simpler.

For pre-reservation over the DS, you could use the FT confirm action and FT ack action frames to use FT without security.

First Contact would not be required. The First Contact protocol would be reduced to Open Authentication and Association frame exchanges.

Open Auth has been removed for transitions involving Action frames.

We would have to modify a substantial amount of text to address FT without security.

We could add a separate clause to address FT without Security. However, we would also need to modify clause 7 as well.

· Discussion on query for FT

The consensus at this session is that query should not be supported.

There are no participants at the meeting who are prepared to present on this issue.

Everyone should contribute to the email reflector discussion on this topic.

· Discussion on docment 11-05/1277r0

This issue has already been resolved.

· Recess until Wednesday at 9:00am.

Wednesday February 8, 2006

9:00am

· Call to order.

· Discussion on general business

We now have 41 unresolved comments.

Dorothy Stanley prefers “FT Initial Association” to “First Contact”. We will replace “First Contact” with “FT Initial Association”.

For comment 674, no changes in the text are required other than the header.

· Discussion on the agenda – document 11-06/254r0

The agenda document will be updated as document 11-06/254r1

· Discussion on document 11-06/251r0 – Fast Transition without QoS

The STA should initiate TSPEC’s in the RIC only if the target AP is configured as a QAP.

There is an assumption that a STA using TSPEC’s is communicating with a QAP.

We had this discussion about the use of the terms QAP and QSTA. The terminology is good for amendments to the standard. However, it makes the specification confusing when amendments are combined in an update to the standard.

We removed QAP from TGr to make the RIC generic.

Text should be added to clause 8A.6 to describe the handling of a malformed resource request.

If you only have security enabled, you don’t need all 4 authentication messages for pre-reservation. You could simply use the base mechanism.

Fast transition is configured without security; authentication frames should start at message 3. In that way, the state machine is unaffected.

That would mean that we are changing the base mechanism, which is described as the FT Request/Response, not FT Confirm/ACK.

The base mechanism does not do pre-reservation.

We should include the FT Request/Response messages. They would not contain much content, but they would preserve the existing state machine.

There are two alternative solutions, either we have to conditionally process the FT Request/Response messages, or skip to the 3rd state in the state machine.

Why should we send the first two messages if they are going to be blank?

Sending additional messages consume battery power on a handheld device.

The only advantage of sending the first two messages is that you preserve the base mechanism.

If you keep the first two messages, they would look nothing like the FT Request and FT Response messages that are currently defined.

The authentication algorithm describes 4 messages. When you do not have security, you are only using two messages. You should define a different authentication algorithm.

The FTIE and MDIE need to be included in the authentication messages.

The FTIE is not required any more because it only includes Key Holders, which are not required unless security is enabled.

For any IEEE 802.11 authentication algorithm, the mechanism should begin with messages 1 and 2. That means we should begin the FT with FT Request and FT Response. 

If we want to begin FT with the FT confirm/ACK,  we should define a new authentication algorithm.

If we send FT Request and FT Response with the current Authentication algorithm, then we preserve the currently defined state machine. 

We should be doing the 4 messages as we are today. If we do 4 messages, messages 3 and 4 remain the same. We would eliminate contents of messages 1 and 2, with the exception of the MDIE.

If we send 4 messages, we add more latency.

We were willing to add latency in the FT with security case because each message had a function.

If you are executing the base mechanism, you are simply using the RIC Request/Response during the re-association.

Currently, the term reservation is used two describe two mechanisms, one where the RIC request/response is used during the Authentication sequence, and another where the RIC request/response is used to describe association sequence.

In the QoS case, there is a case where the RIC is not included in either Authentication or Association. The amendment should describe that this case can be handled.

In the base mechanism, the STA can use the authentication frames without the RIC, and use the RIC during the reassociation exchange. This mechanism should be supported in the case of FT without security.

Basically, this issue reduced down to whether we use either a 6 message exchange, or a 4 message exchange.

There is no reason to replace FT Authentication to Open Authentication.

The issue has to do whether or not you send “null” messages.

Everything should start at message 1 rather than message 3.

If we want to change the draft, we need to reach a consensus quickly in order to have text available. If we do not have a solution before Monday morning of the plenary session, we are not likely to reach the point where we can go to re-circulation after the meeting.

This is a major change to the amendment and we don’t have all the stake holders in the room.

We could prepare two sets of text and vote whether we go either way at the March meeting.

We could prepare one submission and make a recommendation on which approach to take.

It is feasible to omit any or all IE’s in the messages for fast transition.

If the RIC is not included, how does the AP know whether it is processing an error versus a transition that does not include security or QoS?

In the current draft, all FT with RSN message flows contain 4 messages.

For implementation reasons, IEEE 802.11 Open Authentication frames set-up state on an AP. In the same manner, FT Request/Response would set-up state on the AP.

Regardless of what we do, conditional processing is needed to handle cases when security is not enabled.

If we optimize the message sequence for the case without security, we should also optimize the message sequence for the case with security.

The revised version based on this discussion will be posted as document 11-06/251r1.

· Discussion on the resolution to comments 350, 354, and 356

You should not be able to change the resource request between a pre-reservation and a reservation.

If you ask for a different resource allocation at reassocation time, it should be rejected.

On reassociation, the STA needs to confirm its reservation.

There should be language stating that the STA cannot change the resource reservation during reassociation. 

There are three cases when a STA goes to reassociate with the AP:

The STA will reassociate with the RIC confirm IE. The AP will accept and activate resources.

The STA will reassociate without the RIC confirm IE. AP will accept without activating resources.

The STA will initiate a reservation with a completely new RIC IE’s.

For the third option, the STA should go back to the authentication frames to initiate a new pre-reservation.

If the AP receives a new reservation, how does the AP know to clean-up previously allocated resources?

The resources clean-up should be automatic once the AP receives a new reservation request.

Even inside the pre-reservation mechanism, the STA should be allowed to change its pre-reservation.

The STA should not be able to pre-reserve multiple times at the same AP.

If you send multiple independent RICs to the same AP. The AP should treat them independently.

You should not have to repeat the same RIC in the reassociation.

The reassociation request/response is interpreted as a confirmation of a pre-reservation. If RIC’s are treated independently, then this is no longer true.

If something happens within the FT sequence, the STA can clean-up the resources after reassociation.

We should adopt the policy where, if a STA reassociates, it must confirm its reserved resources.

If the reassociation timer expires, then the STA must initiate a new FT sequence with the AP.

If you pre-reserve, you must re-start the FT sequence to change the re-association.

In the latest submission, we could address the comment resolutions.

An updated submission of document 11-06/179r1 will be prepared to address the resolution to the comments.

The current resolutions will be updated in the next version of the comment resolution spreadsheet.

· Discussion on the Key Hierarchy

If the PMK-R0 derivation and the PMK-R1 derivation occur in one physical box, then why does there need to be 2 derivations?

The EAP mechanism generates some keying material. The keying material should be distinct per application.

Currently, the MSK is being used directly in IEEE 802.11i for the PMK derivation.

The PMK-R0 derivation is included in IEEE 802.11r to make the application distinct from other applications which would use the MSK. It is done to distinguish its use in TGr from other applications that use the MSK.

When IEEE 802.11i was created, there was no knowledge that the same MSK was being used for different applications. For example, IEEE 802.16.

Separation allows the same MSK to be used for multiple applications. For example, IEEE 802.11r and IEEE 802.16 could use the same MSK to derive different keys.

The PMK-R1 derivation should be able to accomplish the same goal.

In IEEE 802.11r, the keying material should be also distinct as the STA roams from one BSSID to another. The PMK-R1 allows this to happen.

The first separation occurs at the higher layers, and the second separation occurs at the MAC layers.

The MSK is distributed to the NAS; The TGr protocol should not be distributing the MSK.

During an EAP exchange, the AS delivers the MSK to the NAS. The EAP working group of the IETF is discussing the keying material can be applied to different applications.

IEEE 802.11r introduced the PMK-R0 to create key separation between the MSK and the PMK-R0. In the future, the EAP working group could create application specific keys.

In the future, the EAP server or AS would have to know the application to generate the correct key.

The EAP/AS server would have to some context in order to derive an application specific key.

In the case of roaming between IEEE 802.16 and IEEE 802.11, the IETF could define application specific keys for each use. With the current EAP model, the client would have to go through independent authentications in order to generate application specific keys.

There is an expired IETF draft that indicates how to signal a specific application within an EAP method.

Based on this conversation, we should not have to change any key derivations.

The Anonce is only used for the PMK-R0 key derivation. The STA and the R0KeyHolder exchange the Anonce and Snonce. The Anonce and the Snonce are inputs to the PMK-R1 derivation.

The Anonce and the Snonce are used to ensure that the R0KeyName is unique.

The PMK-R1 is derived based on the R0KeyName. The Anonce and the Snonce are used implicitly in the PMK-R1 derivation.

The assumption is that everytime you associate with the R0 key holder; you should get a new R0 key name.

· Discussion on key revocation

There are different mechanisms for key revocation: “key desynchronization”, “key compromise”, and “key timeout”.

We should document each of these use cases and make sure that the specification addresses them.

· Discussion on FT without an RSN based on document 11-06/251r1.

The number of figures could be reduced from 8 to 4 by using curly brackets to indicate that the presence of conditional IE’s.

We could add a table to indicate which IE’s are included in each message.

Reducing the number of figures from 8 to 4 would not give a clear explain of FT mechanisms.

We have included text to state that there is an assumption that RSN is enabled consistently across AP’s in the mobility domain.

The Action Frame specification is a reversal of the comment resolution.

Clause 8.5A.8 should be moved and re-labled to clause 8A.5.

The results of the discussion will updated and submitted as document 11-06/251r2

· Discussion on the MIC calculation

We have had discussions on supporting vendor specific IE’s in the MIC calculation but we have not reached closure.

We could define a pseudo-header to protect the frame.

The transport definition should not make any difference on the end-to-end protocol.

We could add the AP and STA MAC to the payload in order to protect the frame.

Some of the vendor specific IE’s get consumed at the MAC level and others get consumed in the driver.

If we want to consider vendor specific elements, they would be placed after the EAPKIE.

In the latest IEEE 802.11ma draft, there is a statement that IE’s must occur in a specific order in management frames.

Vendor Specfic IE’s always occur at the end of the frame.

We need to specify that all IE’s get propagated back to the R1 Key Holder to support the MIC calculations.

We have layer violations in the way we transmit and calculate the MIC.

The component that consumes the non-security information would have to be placed upstream of the key holder.

We have never considered whether the MIC should be an IEEE 802.11 MIC or an EAPKIE MIC.

The reservations for QoS are consumed at the MAC SME.

IEEE 802.11i currently is drafted to describe how data is protected. It also describes how you derive keys. IEEE 802.11w has decided to use the same key for data protection of management frames – post association.

The IEEE 802.11w would reuse the PTK with a different protection field to protect management frames. This problem is not to be solved by IEEE 802.11r.

For unicast frames, the encryption keys can only be used after association. We could stretch the PRF to generate another key to authenticate TGr messages 3 and 4.

We could protect frames after message 4 of our 6 message scenario with the PTK.

In IEEE 802.11r we are using the KEK and KCK to generate keys. We could use IEEE 802.11w to protect reservation messages; as long as the reservation messages follow the first four authentications or action frames.

We could co-locate the RRB with the R1KeyHolder to reduce layer violations.

If we extend IEEE 802.11w to protect management frames after the PTK’s are established, then IEEE 802.11w could derive the MIC to protect the IEEE 802.11r frames.

In some cases, the PTK could be generated and transferred prior to its validation.

It sounds as if the TGr architected is flawed.

The RRB resides in the MAC SME.

The RRB and the R1KeyHolder reside in the MAC SME. The MAC SME could be split across different network elements.

All IE’s that are specified in the IEEE 802.11r are consumed by the R1KeyHolder for the MIC calculation.

If the message occurs over the DS, then the RRB could validate the MIC.

If you always require that the message to pass through the RRB, then all you need is a communications link from the RRB to the HC.

We should not define IE’s. We need to place all the RIC messages in the same EAPKIE and use the Authentication frames as transport.

All the current fields in the Authentication frame are the fixed field. You can have a variable length field in the Authentication frame.

This is not an issue that we could resolve by the end of the March plenary.

There is no advantage to including all the data inside the EAPKIE versus just taking the individual IE’s and calculating the MIC across them.

There would have to be re-assembly in order to calculate the MIC.

Encapsulating the IE’s in an EAPoL frame provides a consistent mechanism for both “over the DS” and “over the air”.

We could also request the ANA to request that element IE numbered 254. We could then define that IE as a “large” IE.

Anyone who places a vendor specific element in the Authentication frame will have to understand and parse the EAPol-Key field.

There is no advantage of the mechanism that we are discussing over the mechanism described in document 11-06/165r1. 

The transport should not be protected by TGr mechanisms.

Document 11-06/165r1 described the payload of the message that is transmitted in the action frame for over-the-DS.

Action fields will be protected by TGw when it is ratified.

What do we really need to protect?

Do we really need to include the Transaction sequence number in the MIC calculation?

The authentication algorithm sequence number was really only there to validate the state machine.

The transaction sequence number is equivalent to the authentication algorithm sequence number.

In TGr, each device echos which Nonce that it has received. For completeness, each device should include Snonce and Anonce. The third message should include both Nonces.

This mechanism will work as long as the EAPKIE for message 3 includes both the Anonce and the Snonce.

We could include the Anonce and the Snonce in the MIC but don’t send it. In that case, it would be implicit in the MIC calculation.

The transaction sequence number should be there to ensure proper state transitions.

We define a 4 message sequence in clause 8.5A.8. In the case of pre-reservation, messages 3 and message 4 are repeated in the reassociation frames. The message sequence would be 1, 2, 3, 4, 3, and 4.

The replay counter should get set to 0 as soon as the PTK is established and computed. IEEE 802.11i initializes and sets the counter.

In IEEE 802.11r, the STA manages the counter. However, the AP must manage the counter for GTK exchanges.

The replay counter behaviour should be controlled by the AP because it distributes the GTK. 

Where would the GTKholder reside in a TGr-enabled AP? The R1KeyHolder could instruct the AP to update the GTK.

· Discussion on whether TSPEC’s be overbooked.

This is an implementation issue.

When you pre-reserve resources, the AP hasn’t really reserved resources.

If you allocate bandwidth at an AP, the AP could overbook bandwidth because it is statistical.

If you allocate HCCA resources, you cannot overbook the resource.

· Discussion on removing the mechanism for pre-reservation

We have removed the term. There is no controversial issue.

We did not resolve comment 1015, which asks that we remove pre-reservation.

Comment 1015 requests that we remove the six message exchange.

This term “reservation” could be interpreted differently depending on whether you are using EDCA or HCCA.

The interpretation of draft 1.1 is that the AP will always commit the resources so that there is no pre-reservation.

We have removed the distinction between reserve and commit. The resources are committed and the time the TSPEC is processed.

There are two different interpretations to the comment. We have fixed one interpretation.

The commentor is asking to remove the FT Confirm and FT Acknowledgement frames.

This is a single comment. It has not provided any rationale for why it should be removed. We should be rejecting the comment.

We should vote on rejecting the comment. We should accept the resolution that Bob O’Hara posted to the reflector as the resolution to the comment.

What is the technical justification for keeping this feature?

We don’t need a justification at this point – it is already a feature in the standard.

We should address this topic as a separate motion and vote. It indicates that we have considered this issue.

· Discussion on the use of a single frame type for FT message transport

There was only one comment on this topic. We should treat it in the same manner that we treated the pre-reservation comment.

The use of an Authentication frame implies that you are revoking the current key hierarchy.

There is nothing stating that the Authentication frame has to be sent to the AP that you are associated.

The FT Authenticate request would always go to the RRB.

Currently we talk of the PTK getting instantiated and the IEEE 802.1X port unblocked.

There is an IEEE 802.11 port that gets unblocked. The port is unblocked when you have an assurance of the security association. It involves co-ordination between the R1KeyHolder and the lower MAC.

We’ve overloaded the term, IEEE 802.1X port.

We have two switches in series: when the IEEE 802.1X Auth completes and when the PTK has been generated.

You really have one port and two switches. You have a single switch at the R0Key Holder and a switch at each R1KeyHolder.

We could call it the IEEE 802.11 port that is held by the PTKHolder.

You need to define the port to be placed where the data gets decrypted. 

FT Action frames can be addressed to the BSSID. Why do we need two communication paths into the current AP?

The discussion of adding the pseudo-header should be independent of the transport mechanism.

Document 11-06/165r1 defines a transport agnostic mechanism.

The STA picks the mechanism. However the AP that receives the message would not know which mechanism had been applied.

If we were to use Action Frames as transport, we would have to change in clause 8.5A.8. We would have to change the definition of the Authentication frame. We would also have to change the diagrams in clauses 8A.3 and 8A.4 to show action frames rather than Authentication frames. 

We are going down the path of accepting one transport mechanism. There is still the notion that you are revoking PTKSA’s. We are cloaking the transport mechanism.

If we define a single mechanism using Action Frames, there are still consequences if the STA sends an action frame prior to association.

You could specify any type of management frame as an action frame.

If we allow Authentication frames to be transmitted over the DS, we are going to affect state management on the target AP and the current AP.

In the base standard, the authentication service is defined to provide authentication between two entities. The current description for authentication is vague.

The benefit of using the Authentication frames is that the Action frame definition is not required in the TGr amendment.

The benefit of using Action frames is that the there are minimal changes required to update thedraft. The new authentication type would be removed from the draft.

The “challenge text” IE would have to contain the target “BSSID” in the Authentication frame.

Action frames should be used because they provide a stateless mechanism for transporting data between the STA and the AP.

The group is split on whether we would accept or reject the comment.

We cannot address this completely before the end of this adhoc meeting.

The comment suggests that we use one transport for FT frames. In principle this is a good suggestion.

The benefit to this comment is that the specification is simplified.

We still need to keep most of the figures and description. The use of action frames implicitly indicates that the frame is destined to be transported over the DS.

Action frames were defined as a generic management in IEEE 802.11h to announce: a channel change, measurement request, or transmit power control. IEEE 802.11k specifies that action frames are only transmitted between associated STA’s.

As an action frame, we afford the IEEE 802.11w protection. There is no protection on Authentication frames.

We have defined a framework between the Action frames and the RRB that provides a mechanism to transmit information to another AP.

If we generalized the Action Frame-RRB definition, we could provide an extensible mechanism.

The RRB is generic. The Action Frame description needs to be changed to make the Action Frame generic.

We could accept the comment and make the action frame more generic.

It could provide a mechanism for IEEE 802.11k to transmit the Neighbour report between AP’s.

We will revisit this discussion tomorrow morning.

· Recess until the Thursday 9:00am session.

Thursday February 9, 2006

9:00am

· Call to order.

· Discussion on the agenda – document 11-06/254r1

The agenda document will be updated as document 11-06/254r2

· Discussion on issues arising from draft 1.1 from document 11-06/232r3

Updates as a result of this conversation will be updated in document 11-06/232r4

Reassociation deadline issue:

The STA has no control whether the AP receives and processes the (re)association request.

The reassociation deadline should be related to the (re)association response.

From the AP standpoint, the AP needs to receive the (re)association request prior to the deadline.

From the STA standpoint, the STA needs to receive the (re)association response prior to the deadline

From the STA standpoint, the STA needs to successfully transmit the (re)association request prior to the deadline.

From the AP standpoint, it needs to successfully receive the (re)association request prior to the deadline.

There is a guard time that has to take into account for both points of view.

The STA needs to queue the (re)association request prior to the deadline, taking the guard time into account.

The AP should make allowances for queuing, contention, and retries.

Both the STA and the AP should make allowances for queuing, contention, processing, and retries.

There is also an ambiguity for when the timer starts.

Currently we have a generalized description. However it is not testable.

The re-association deadline is defined from the perspective of the AP. Perhaps we should keep the description from the perspective of the AP.

We already have a solution to this problem.

Discussion on including the KeyHolder information in beacons and probe responses:

The FTIE has the R0KeyHolder followed by R1KeyHolder. The FTIE is not included in the Beacons.

The FTIE information sent in message 2 needs to be echoed in message 4.

Kapil Sood and Frank Ciotti have included a resolution to this issue in their submission on beacon bloat.

The Comment 749 mentions adding StaKey and MAC KDE’s to the list. There is no reference to StaKey and MAC KDE in IEEE 802.11ma.

The StaKey and MAC KDE issues need to resolved in IEEE 802.11ma.

There is no explicit text linking the FT Policy MIB variables and the content in the FT policy.

Comment 927 has been addressed by document 11-06/241r2

On Comment 121, the intent of the R0Name was to identify the key hierarchy. There are no security issues with advertising it.

· Discussion on current comment resolutions in Document 11-06/1284r18

The updates of this discussion will be addressed in document 11-06/1284r19

All the comments in group “clint” should be accepted.

All comments in group “frank” should be accepted.

For the group “jon”, we have resolved all comments with the exception of 152, 105, and 350.

For the group “mike”, all comments have been resolved with the exception of comments 514 and 794.

We will need to approve the comment resolution spreadsheet prior to going to letter ballot.

Comments 1255 and 1259 have not been resolved.

All comments in group “bill” are resolved with the exception of comment 1015.

Comment 1015 will be addressed separately. We need to have a separate discussion on this resolution.

We have already addressed and voted on the motions in the “track” group. No motion is required to discuss the resolution to these motions. We should make them all in green and keep them in a separate group number.

· Discussion on the “to-do” list from document 11-06/153r8

The result of the discussion will be updated in document 11-06/153r9.

· Discussion on Single Authentication or Action frame.

The “JIT” proposal  used Action Frames for “over-the-DS”

The “TAP” proposal used Authentication Frames for “over-the-Air”

We have, during this meeting, discussed producing a payload that is transport agnostic.

We could argue that the payload is agnostic to the transport mechanism,  and the frame types fit with the mechanism for communications.

We should reject comment 105.

Discussion on document 11-06/259r0 on single frame type.

This submission indicates that there are MLME issues with using a single frame.

Creating a single frame would introduce complexity in state management.

If we used only Action Frames, there are other issues because you are bypassing Authentication frames.

We should reject the comment 105 stating that the change would introduce complexity and cite this submission.

· Discussion on Control Port issue

TGr defines a protocol that uses only management frames. IEEE 802.1X only discusses control ports for data traffic.

In the TGr, the IEEE 802.1X port is not used for Fast Transition. The TGr mechanisms follow the IEEE 802.11 state machine.

We don’t have to refer to control ports at all.

· Discussion on the “roam-to-self” issue:

For first contact, data doesn’t flow until the PTK key is plumbed.

If the STA starts a new authentication with its current AP, it should not be disassociated from the AP.

The current context goes away as soon as you begin the authentication.

This problem was discussed in TGw. In TGw, the association not only changes other parameters, but includes IEEE 802.11i and IEEE 802.11r as well.

If you reassociate to the same AP, you could specify that the PTK does not go away until the reassociation is complete.

In TGw, the STA may have to reassociate to regenerate keys.

Rekeying the unicast keys was discussed in IEEE 802.11i. However it added complexity to the standard. No consensus was reached on whether rekeying should be solved.

Association and reassociation are treated in the same manner. Perhaps we should change the behaviour.

There is a general consensus that there is a problem that needs to be addressed.

The case in TGw is that the STA has lost security state but the AP still has security state.

Today, the STA and the AP can re-establish state. Perhaps this is a TGw problem.

We could introduce a dual-state where a STA can refresh its key state without losing its existing connection.

We need to discuss roam to self or roam to another AP.

The JIT proposal made a distinction between association and reassociation. That concept was taken out in the final proposal to TGr when the JIT and TAP proposals were merged.

If the STA reassociates to its current AP, it has to regenerate the PTK.

In JIT, association implied first contact, and reassociation maintained the key hierarchy and the existing state derived from first contact would remain.

The current reassociate frame provides no value over association. TGr should distinguish association from reassociation.

The reassociation request frame is used by the STA to indicate the MAC address of the old AP and/or to change configuration parameters that were generated at association. The only functional difference is that the reassocation request transmits the old BSSID of the current AP.

Most implementations process reassociation and association frames in the same manner.

We could update TGr to distinguish the behaviour of reassociation from association.

We can’t distinguish between a roam to self versus a new reassociation.

In JIT, association implies first contact; reassociation implies roaming to a new AP. We would have to add a new case of reassociation to self.

You could do the rekeying with the FT-Auth “over-the-DS” mechanism.

The reassociation in the base specification allows the STA to change only the parameters that it wants to change.

In TGr we eliminated a 2 message exchange. Jesse Walker has made strong objections to performing a 2 message exchange. The 2 message exchange provide an optimization for the non-RSN case.

Jon Edney will have a proposal for roam-to-self for the March meeting. The challenge will be running out of key space.

There is a storage issue with key indicies. This may provide issues to certain hardware.

· Discussion on Key Holder Protocol

We currently have defined the key holder protocol requirements in TGr.

We could simply define the frames between the R0KeyHolder and the R1KeyHolder and leave the transport mechanism out of scope.

The frame formats should not be added to the draft.

We could just make an informative reference to an RFC? Do we need it?

Some commentors are looking for an informative reference.

In IEEE 802.11i we added pre-authentication with no frame definitions.

The frames for pre-authentication were not sufficiently defined.

For the key distribution, all we need to do is state the requirements of IEEE 802.11r on a key distribution protocol.

There is no dependency of the TGR amendment on the development of a key holder protocol.

We should remove the RFC reference from the TGr draft.

We should modify the comment resolutions on the key holder protocol to remove reference to the example RFC.

The comment resolution will be updated in document 11-06/1253r20 and we will make a motion to approve it with the other resolved comments from the TGr adhoc meeting.

· Discussion on the MIC calculation issue.

We decided that we are not addressing vendor specific IE’s because they are consumed by other parts of the MAC.

We could allow information to be protected to the MIC if it was part of the Key data field of the EAPKIE.

TGr explicitly states what contents are included in the EAPKIE.

Vendor specific IE’s are out of scope for TGr.

Comments 79, 80, and 82 should be rejected and recorded in document 11-06/1253r20.

We should move forward with the proposal of document 11-06/165r1 with a change that implicitly includes the Nonces in the MIC calculation.

The use of explicitly specified Nonces in the MIC calculations is more convenient because it is easier to debug.

Including Nonces in the pseudo-header make it clear that the STA and the AP have received both Nonces.

We need to add the second Nonce in the 3rd message. But we don’t have to include it in the header.

One of the Nonces is included in message 3 and the other is in message 4. There is a proposal to include both Nonces in message 3.

Bill Marshall will update the submission in 11-06/165r2 and we will discuss the resolution in March. This submission will need some discussion at the meeting. 

The remainder of the comments on the MIC will be addressed by this submission.

· We will continue with teleconferences between now and March.

· We only have 8 hours to work on preparation of the candidate draft for re-circulation ballot.

· Do we need to change the name for the Anonce that is used for the First Contact?

We have an Anonce in First Contact and a different Anonce for PTK derivation.

For the PTK derivation, the Anonce at First Contact is derived by the R0KeyHolder and is derived by the R1KeyHolder.

The R1KeyHolder could generate the Anonce pass it to the R0KeyHolder.

Henry Ptasinski will prepare a submission to address this issue along with the use of the term “Authenticator”.

· Adjourn for the adhoc session 
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