March 2004

doc.: IEEE 802.11-04/418r0

IEEE P802.11
Wireless LANs

IEEE 802.11i Draft 8.0, No voter response package
Date:
March 18, 2003
Author: 

Dave Halasz
IEEE 802.11i Task Group Chair
dhala@cisco.com

Abstract

This document lists the outstanding negative votes, for the IEEE 802.11i Draft 8.0. It also provides material to accompany a motion to conditionally forward the IEEE 802.11i draft to REVCOM using LMSC procedure 10.
No voters comments history



SB comments/Accepted/Rejected
Recirc/Accepted/Rejected

Tomoko Adachi
9/6/3




3/3/0
Keith Amann

25/19/6



4/3/1
David Bagby

4/1/3




4/0/4
Daniel Bailey

3/0/3
Michael Fischer





14/13/1
Adrian Stephens
20/15/5
Masahiro Takagi
22/16/6



28/28/0
Date Ballots closed and tallies
The Sponsor Ballot closed on December 20th,-2003.
117 affirmative, 15 negative, 7 abstention: 88% affirmative 

163 eligible people in this ballot group, 139 votes received = 85% returned
The 1st Sponsor Ballot Re-circulation closed on March 12,-2004.

122 affirmative, 11 negative, 7 abstention: 91% affirmative
During the March plenary, 4 no voters changed their vote to a yes

126 affirmative, 7 negative: 94% affirmative
Schedule for confirmation ballot and resolution meeting.

3/15/04 – 3/19/04
Resolve comments from 1st SB Re-circulation ballot
4/15/04

Second Sponsor Ballot Re-circulation to conclude
4/20/04 – 4/21/04
Resolve comments from 2nd SB Re-circulation ballot
5/9/04


Third Sponsor Ballot Re-circulation to conclude
 Tomoko Adachi (1st Re-circ.)
	Comment
	Proposed Change
	Resolution                            

	My comment to D7.0 was as follows; "The Key Descriptor Version is 2 when either the Pairwise or the Group cipher is AES-CCMP but it is 1 when the Pairwise and the Group cipher is TKIP. How will it be when the Group Key is using WEP?" The response was that the format is specified only for TKIP and CCMP keys. Then, add that description to the draft. 
It is yet not clear if there is any case using 802.1X EAPOL-Key when Group Key is WEP. Add the description to clarify this. 
	Add the descriptions as requested. 
	Modified key descriptor 1 description

	When TKIP is a STAKey, it is not clear which MIC key is used for which STA. 
	Add the clarification. 
	Accepted

	What Lines 1-3 say is not realistic. 
	Delete that part. 
	Accepted


Tomoko Adachi (Sponsor Ballot)

	Comment
	Proposed Change
	Resolution

	KeyID cannot be sent by MIC Failure Report by the current frame format. 
	Assign bits 4-5 of Key information in clause 8.5.2 to KeyID field for Failure Report Frame. 
	Reject.  The key id of the key being attacked is not relevant, because there is no use we can make of this information. An attack against one key is an attack against all keys under TKIP.

	Is roaming accepted? It seems to conflict with the other parts of the draft. 
	Clarify. 
	Accepted: We observe there is nothing one can do to stop a STA from roaming to a new AP, so will alter language to permit this.

	The frame body of the MPDU should be of range 1-2296. The informative notes provided before clause 8.5 say a null frame is not protected, so CCMP with length of 0 does not exist. 
	Correct. 
	Accepted

	PMKSA is an SA which does not include cipher nor AKMP, so it is strange that there is a description that these parameters cannot be changed. 
	Delete "e.g. the Pairwise cipher, Group cipher, AKMP and authorization parameters
cannot be changed" from the sentence. 
	Accepted

	The information to set up Tx/Rx/Rx_Tx is provided by MLME-SETPROTECTION.request primitive and it is not included in MLME-SETKEYS.request primitive. 
	Make all MLME-SETKEYS in the draft combine with MLME-SETPROTECTION.   
	Rejected: When setting the Group Key, we want to have the ability of plumbing the key into place without actually using it until later.  Only later, when all the STAs have received the new group key, can the BSS switch to the new Group Key.  Therefor, we need to separate the mechanism to install a key from the mechanism to use the key.

	The Key Descriptor Version is 2 when either the Pairwise or the Group cipher is AES-CCMP but it is 1 when the Pairwise and the Group cipher is TKIP. How will it be when the Group Key is using WEP?
	Clarify. 
	Rejected: This particular EAPOL-Key message format that is being specified here is used only for TKIP and CCMP keys; a previous EAPOL-Key format is used to deliver WEP keys.

	KeyRSC can be used in MIC failure report. 
	Add description that TKIP Failure Report Frame can use KeyRSC. 
	Accepted

	Isn't authentication in IBSS optional no matter the STA is RSNA Capable or not? This sentence can be read that, if the STA is RSNA Capable, then authentication becomes mandatory in that IBSS. 
	Clarify. 
	Accepted

	To enable configuration, Config MIB of Preauthentication Enabled is needed.
	Add Config MIB of Preauthentication Enabled. 
	Accepted


Keith Amann (1st Recirc)

	Comment
	Proposed Change
	Resolution

	(DUPLICATE) This specification addresses a subject matter that is regulated by some governmental bodies, yet the text appears to contain no references to any of the regulations that may impact the ability of this standard to be used in a "global" sense.

The task group rejected this comment with the following reason: Encryption export rules vary from country to country. It is the responsibility of the 
vendor to identify rules which apply to their situation.

I believe this comment remains valid based on precedence that has already been set within the 802.11 standard itself.  802.11-1999 contains regulatory information regarding the PHY, why should security be exempted from this requirement?
	At a minimum, provide reference information to describe where one can go to determine what constraints or restrictions may exist on the exportability of this standard, or make a statement that defines a position as to the exportability of the various encryption algorithms defined within this specification under the known constraints.  It is understood that regulations may change, and a potential compromise would be to state the current issues associated with these algorithms within the different regulatory regions, followed by a statement (and pointer to a reference) showing where one might go about finding the current regulations.
	Rejected: EMSK is a construct from IETF Key Management that have not yet been accepted, and since the reference to EMSK was only within the comment resolution, we feel comfortable in not (yet) defining it within the IEEE 802.11i draft.

Section 8.1.4 lists the criteria for selecting an EAP type that is appropriate and sufficient for use in the WLAN environment; this criteria includes the requirement for the EAP method to be immune from man-in-the-middle attacks.

	The paragraph describing the definition of the ssid field is not clear.  I believe the intent is for this field to utilize a string based representation of the BSSID of the AP, but one possible interpretation is that each AP has a different ESSID based on it's BSSID.
	Clarify the text to make it clear that the information intended to go into this field is the BSSID of the AP.
	Accepted

	There is a sentence that reads "Pre-authentication uses a distinct EtherType to enable such devices to pre-authentication frames".  What is it doing with the frames?
	Insert the word "bridge" between the words "to" and "pre-authentication".
	Accepted

	(DUPLICATE) The concept of pre-authentication is discussed as a method for providing more "efficient" roaming.  However, as described, it appears that the key material that will be provided by the AS, and which was intended to be shared only with Authenticator and Supplicant involved in this authentication will pass through another source (the currently associated AP).  How does one establish that the trust relationship of the currently associated AP is intact?  This seems like a built in man-in-the-middle attack.

The task group rejected this comment with the following explanation: 
The comment is unclear as to which keying material is at risk, so we'll try to address all possibilities.
Given: STA is associated with AP1, and is attempting to pre-authenticate with AP2 through AP1; AP2 is communicating with the AS.
During the EAP authentication phase itself, it is hoped that an EAP method has been chosen that is immune to man-in-the-middle attacks, since under normal conditions the EAP authentication will be happening over the air; EAP methods that are to be used for WLAN applications must be immune to man-in-the-middle attacks.
The sending of the EMSK or MSK is done by the AS to AP2 only; AP1 will never see this message. Therefor, there is no new man-in-the-middle attack during pre-authentication.
The four way handshake is outside the scope of this discussion; it will happen only when the Station finally associates directly with AP2.  In addition, the 4 way handshake was designed to be immune to man-in-the-middle attacks, since it happens over the air.

The task groups response is fair, but brings to light one new concern, and some confusion.  First I can find no reference to the term EMSK, which was used in the groups response, in the draft?  What is the definition of this term?  Second, the task groups response does highlight the issue that I originally was attempting to understand, and points out a flaw in the existing draft that I feel should be noted, if not explicitly defined in some way.  The group indicates that the choice of EAP authentication method must be immune to man-in-the-middle attacks due to the nature of the WLAN, yet the text no where states that in order to ensure that security is maintained this choice should be made. 
	Define the term EMSK (informative for my own clarification), and add clarifying text in the draft that states that the choice of EAP authentication methods may compromise security.  

I do not believe the text of the draft currently provides enough detail to alleviate my original concern that there exists an exposure for a man-in-middle behavior given that the currently associated AP can follow the EAP authentication going to the new AP.  Given that it is still not clear to me how this problem is resolved, I believe that the pre-authentication mechanism can compromise the security of the link, and should be removed from this specification.  Alternatively, if the group would like to provide additional text within the draft describing why this is not the case, or constraining the use of pre-authentication to those EAP authentication methods that are deemed "safe", that would satisfy my comment.
	Accepted


Keith Amann (Sponsor Ballot)

	Comment
	Proposed Change
	Resolution

	This specification addresses a subject matter that is regulated by some governmental bodies, yet the text appears to contain no references to any of the regulations that may impact the ability of this standard to be used in a "global" sense.
	At a minimum, provide reference information to describe where one can go to determine what constraints or restrictions may exist on the exportability of this standard, or make a statement that defines a position as to the exportability of the various encryption algorithms defined within this specification under the known constraints.  It is understood that regulations may change, and a potential compromise would be to state the current issues associated with these algorithms within the different regulatory regions, followed by a statement (and pointer to a reference) showing where one might go about finding the current regulations.
	Rejected: The comment is unclear as to which keying material is at risk, so we'll try to address all possibilities.

Given: STA is associated with AP1, and is attempting to pre-authenticate with AP2 through AP1; AP2 is communicating with the AS.

During the EAP authentication phase itself, it is hoped that an EAP method has been chosen that is immune to man-in-the-middle attacks, since under normal conditions the EAP authentication will be happening over the air; EAP methods that are to be used for WLAN applications must be immune to man-in-the-middle attacks.

The sending of the EMSK or MSK is done by the AS to AP2 only; AP1 will never see this message. Therefor, there is no new man-in-the-middle attack during pre-authentication.

The four way handshake is outside the scope of this discussion; it will happen only when the Station finally associates directly with AP2.  In addition, the 4 way handshake was designed to be immune to man-in-the-middle attacks, since it happens over the air.

	The statement is made "The PMK may be derived from an EAP methods or may be…".  The use of the word "methods" appears to be incorrect.
	Replace the word "methods" with "method".
	Accepted

	The statement is made "Deauthentication notification is provided to IEEE 802.1X via the MAC layer", but I am unable to locate any corresponding support of this deauthentication indication within the 802.1X-2001 standard.
	Please provide more specific details regarding how this is indication is provided to 802.1X, and how it is used by 802.1X.
	Accepted

	There appears to be a heading "7.1.3.1.9 Protected Frame Field" that doesn't exist within the base 802.11 document, and has no editing instructions associated with it.
	I'm guessing this should be removed from the draft.
	Accepted

	Throughout this paragraph the "protected frame field" is referred to as a "field", yet at the end of this line it is referred to as a "bit".
	Replace the word "bit" with the word "field".
	Accepted

	The RSNIE was added to all of relevant management frames except the "Probe Request".  By including the RSNIE in the "Probe Request" a receiver could use the information to "filter" responses to a station, thus reducing potential collision overhead on the medium.
	Add the RSNIE to the "Probe Request", or provide more information to justify why it was excluded.
	Rejected: From 11.1.3.2.1 Sending a probe response

STAs, subject to criteria below, receiving Probe Request frames shall respond with a probe response only if

the SSID in the probe request is the broadcast SSID or matches the specific SSID of the STA.

	The name of the "Privacy" field was changed to "Protected", but there is no accompanying update to the text in the base 802.11-1999 standard that references this field.  One specific example statement is "APs set the Privacy subfield to 1 within transmitted Beacon, Probe Response, Association Response, and Reassociation Response management frames if WEP encryption is required for all data type frames exchanged within the BSS. If WEP encryption is not required, the Privacy subfield is set to 0" in clause 7.3.1.4 of 802.11-1999.
	Provide appropriate updates for the paragraphs in 802.11-1999 to correctly reference the name change.  Two specific examples exist within 7.3.1.4.  Without this change, an incompatibility is introduced as the "Privacy" field no longer exists.
	Accepted

	The RSNIE contains several fields that apparently allow for a "list" of possible choices.  It appears to be theoretically possible to create an RSNIE that is capable of exceeding the maximum implied length of 255 for the information element (per the 1 octet size of the length field).
	Provide text to effectively "cap" the maximum number of options for Pairwise Key Cipher Suite list, Authentication and Key Management Suite list, and PMKID list that will effectively constrain the maximum length of the RSNIE to 255 octets.
	Accepted

	The statement is made that "If any optional field is absent, then none of the subsequent fields shall be included".  The present ordering of these fields would imply that the general belief is broadcast/multicast data is more likely to be required than directed data (based on the fact that the Group Key Cipher Suite is first in the list), therefore allowing all directed ciphers to be dropped.  I  disagree with this implication and believe that directed data is more likely to be desired.
	Change the ordering of the fields to correctly prioritize directed data requirements ahead of broadcast/multicast data requirements, or provide studies showing that group/broadcast data is more prevalent.
	Rejected: The statement is to allow correct parsing.Will most likely be negotiating the group key cipher. This minimizes the amount of data.

	Based on the descriptions for the various fields of this information element, and based on the ordering of the fields, it does not seem possible to negotiate for authentication without encryption.
	Please provide information regarding why one should not authentication without encryption, or add a mechanism to allow the STA to negotiate for authentication without encryption.  One way to accomplish this would be to reorder the fields in the RSNIE to allow authentication suites to be listed first.
	Rejected: If no data privacy protocol is used then the session can be hijacked.

	The statement is made "The all fields after the Version field are optional".  Poor grammar.
	Remove the first occurrence of the word "The", and replace "all" with "All".
	Accepted

	The statement is made "Use of CCMP as the group key cipher suite with TKIP as the pairwise key cipher suite shall not be supported".  Why not?
	I think I understand that the issue here has to do with maximizing the level of security (why use something less secure for pairwise traffic when obviously everyone needs to support CCMP).  However, this appears to be a cut and dry statement, very early in the document, without any additional supporting justification.  I would suggest simply adding a sentence indicating that this doesn't "make sense".
	Accepted

	The format of "Replay Counter" field in figure 10 is confusing and inconsistent with other fields in other figures, and even with the "Reserved" field in this figure.  At first it appears to have been a "typo", or messed up diagram.
	Change the figure to have the "Replay counter" represented in a single rectangle, with the appropriate bit labeling above (as was done for the "Reserved" field.
	Accepted

	There are several "subheadings" within this section (i.e. "Pre-authentication", "No Pairwise", etc.) that have numbers in front of them, and are "bolded".  The formatting is inconsistent with the rest of the document, and the numbers leading each "heading" are confusing as it relates to the field positions within figure 10.
	Correct formatting to be consistent with other sections of the document that describes sub-fields within an information element of larger field (such as the capability information field).
	Accepted

	The statement is made "An AP sets the Pairwise Key Subfield to 0".  There is no "Pairwise Key Subfield".
	I believe the intent was to reference the "No Pairwise" subfield.  If so, the sentence should be rephrased to something like "An AP sets the 'No Pairwise' subfield to 0".
	Accepted

	The statement reads "(3) A PMKSA from an PSK for the target AP".  This is awkward wording.
	Suggested change, replace the word "an" with "a".
	Accepted

	The text refers to the MIB variable "dor11RSNAEnabled", which doesn't exist.
	This is clearly a typo, but affects technical accuracy.  Please replace the term "dor11RSNAEnabled" with "dot11RSNAEnabled".
	Accepted

	The text includes an information note that suggests non-standard solutions that "may" do something, what does this have to do with 802.11i?
	This note doesn't appear meaningful in the context of 802.11i, why not remove it?
	Accepted

	The text states "…TKIP except as a patch to pre-RSNA devices, since that confidentiality and integrity mechanisms are not as…", awkward.
	Replace the phrase "since that confidentiality" with "since the confidentiality".
	Accepted

	Grammar.
	Replace the word "invoke" with "invokes".
	Accepted

	The text describes how the supplicant goes about send a Michael MIC Failure Report to the Authenticator, and that a confirmation is provided once an 802.11 MAC Ack is received, but what should the supplicant do if the failure report fails to be transmitted due to channel conditions (i.e. retried out)?  Also, it appears that this frame can effectively cause other traffic to "block" in the transmitter queue until it is successfully transmitted.
	Describe behavior that (1) provides a "failed to transmit" feedback mechanism for the 802.1X supplicant, and (2) define rules within the MAC that prohibit the ability of this frame to effectively stall traffic.
	Accepted

	This text describes how a single multicast frame could potentially trigger multiple Michael MIC Failure reports very quickly , thus resulting in a "faulty" countermeasure activation. The text then goes on to describe how to avoid the problem, yet does not mandate a behavior, and leaves the exposure to a full coutermeasure shutdown.
	Change the text as follows: (1) Replace the word "may" with "shall" on line 2 of this page, (2) remove the last sentence of the paragraph, and (3) replace the period on the next to last sentence with the following "and to use as a filter for determining if this failure has already been reported within the last 60 seconds". 
	Rejected: Tgi has rejected this and closely related comments numerous times before during letter ballot. The commenter wants functionality that cannot be made available within the resource constraints that have been placed on the TKIP design. The TKIP data authenticity protections are exceptionally weak, and they have to be, because there are insufficient MIPs available on legacy hardware built to the 1999 standard to provide enough strength to avoid countermeasures. Since the TKIP data protection function is so weak, the only mechanism available in the design for strengthening them is invoke countermeasures. The commenter assumes that it is possible to limit countermeasures by limiting network shut down to a few stations, but this is not correct. It is not possible to know against what address an active attack was actually launched, and so the intent is to shutdown the entire WLAN for 60 seconds. Whether this is triggered by 1000 unicasts or 1 multicast is not material. The requirement is to rate limit the transmitter so that he cannot launch enough packets to make adaptive key searches meaningful given the strength of the TKIP MIC. Since we have no countrol over what the attacker can do, the only means of meeting the requirement is rate limiting the reception of attacking packets that the members of the WLAN can receive. And this means shutting down the entire WLAN.

	This text (item #2) describes a behavior that has typically been referred to as "Key Caching".  The "key caching" definition as described here, appears to violate item #7 of the constraints and assumptions outlined in 8.1.4.  Specifically, these constraints state "The STA's Supplicant and the AS generate a different fresh common key for each <STA, AP> pair, and a different key for each session between the pair.  This assumption is fundamental, as reuse of any symmetric key would enable compromise of all the data protected by that key".  By doing "key caching", a station or AP is reusing an existing key.
	Either remove the concept of "key caching" from the specification, or provide additional information stating why the specified assumption/constraint is not violated by this concept.
	Accepted

	Throughout the document the text discusses aspects of negotiating the use of WEP-40 or WEP-104 as cipher suites.  It also discusses doing the same with TKIP, CCMP, etc.  Could a "legal" security negotiation using the 802.1X authentication include standard WEP, even though this may still compromise the confidentiality of data?  This is a question/clarification. 
	
	Accepted

	The concept of pre-authentication is discussed as a method for providing more "efficient" roaming.  However, as described, it appears that the key material that will be provided by the AS, and which was intended to be shared only with Authenticator and Supplicant involved in this authentication will pass through another source (the currently associated AP).  How does one establish that the trust relationship of the currently associated AP is intact?  This seems like a built in man-in-the-middle attack.
	Please explain how this particular mechanism is considered "safe".
	Rejected: The comment is unclear as to which keying material is at risk, so we'll try to address all possibilities.

Given: STA is associated with AP1, and is attempting to pre-authenticate with AP2 through AP1; AP2 is communicating with the AS.

During the EAP authentication phase itself, it is hoped that an EAP method has been chosen that is immune to man-in-the-middle attacks, since under normal conditions the EAP authentication will be happening over the air; EAP methods that are to be used for WLAN applications must be immune to man-in-the-middle attacks.

The sending of the EMSK or MSK is done by the AS to AP2 only; AP1 will never see this message. Therefor, there is no new man-in-the-middle attack during pre-authentication.

The four way handshake is outside the scope of this discussion; it will happen only when the Station finally associates directly with AP2.  In addition, the 4 way handshake was designed to be immune to man-in-the-middle attacks, since it happens over the air. 


Bagby Technical Disapprove, issue 1:
Authentication and Association sequence

Note: Task Group responses are in section that follows and are preceded with [Task Group Response]
As nothing has changed in the draft to address this major concern, my vote will remain “disapprove”.
1. The 1999 802.11 standard makes the assumption that there is no session oriented information until after 802.11 Association.  A security association cannot be constructed without the presence of a session.
This statement by TGi is clearly not correct. The 1999 standard does contain the concept of state and hence session oriented information. The state diagram in section 5.5 clearly calls out the relationship between MAC state and services. It is in section 5.5 that class 1, 2 and 3 frames are defined. It is precisely this distinction of frame class that TGi has lost – and that loss is at the core of my technical objection. In fact the purpose of the authenticated state is precisely to create the session that TGi claims is needed. What is important is that this is done BEFORE data flow is allowed in the Associated state. 

TGi draft 8 does not specify any changes to section 5.5 of 802.11. Therefore the resulting merged 802.11 document (with TGi) would be a self-inconsistent document. 


2. Pre-authentication would not be forwardable across the DS if authentication were to occur using 802.11 MAC authentication frames.  This would limit the flexibility of pre-authentication design.
This statement makes little sense to this reviewer. There is no need for the 802.11 frame to be forwarded across a DS as part of pre-authentication. Pre-authentication is solely an action taken between two STAs. When one of the STAs happens to be an AP, there could be some AP to AP communication which results from the 802.11 link event – but that is a matter for DS design (which is not part of the functionality specified by the 802.11 document). 

The TG comment about limiting the flexibility of pre-authentication design sounds to this reviewer to be specious. What is this supposed to mean? 

3. The task group felt is was advantageous to utilize the existing 802.1X EAPOL frames for authentication rather than invent new 802.11 specific frames for this purpose.  When 802.11 1999 was passed, there was no standard for 802 authentication.  However, since then 802.1X has been passed and 802.11i has decided leverage that standard.  
The idea of leveraging the EAPOL frames is fine so far as it goes. That desire to leverage the frames does not have to result in either 1) the removal of any distinction between authenticated and associated states or 2) the collapse of those states into a single state. The EAPOL frames could have been used to implement the TGi desired type of authentication, and at the completion of the TGi EAPOL authentication steps you would have the Authenticated state given in section 5.5.

And this could be still be done (and is my preferred requested solution to the problems). I think this would result in exactly the authentication operation that TGi desires without the introduction of the problems related to collapsing states 2 and 3 of section 5.5.

4. The task group felt it was important to remove authentication from the MAC since 802.11 is not the appropriate place to define authentication mechanisms.
Why is authentication in the MAC “not appropriate”? Is that some type of belief statement on the part of TGi?  I strongly disagree. 

As pointed out above, TGi has introduced problems that are not present when the authentication step is part of the MAC state. Therefore I conclude that the TGi conclusion re “inappropriate” must be incorrect.
Bagby Technical Disapprove, issue 2:
In response to my concerns about Annex C TGi responded with:

Annex C formal description

Annex C was not removed. 
OK, the TGi response is technically correct – only in the sense that Annex is still present. But the impact of the annex is hugely different!   

The actual wording changes that TGi makes are easy to state. As a specific example, TGi adds the statement in C.3: “This annex describes the security behavior of only Clauses 8.2.1 and 8.2.2.”.  I believe the TGi intent was to limit the state machines to specifying WEP operation and to let the new TGi normative text specify the new TGi operation. 

But the impact of the statement TGi added is much larger than TGi’s charted scope…. Let’s see if I can get the point across by using a bit of set theory analogy:

Let set A = the normative aspects of 802.11 controlled by SDL (i.e. ALL of 802.11 since Annex C takes precedence over the text when there is a conflict).

Let set B = the normative aspects of 802.11 intended to be changed by TGi.

Let set C = Set A minus Set B.

My issue wrt to SDL is not with set B. My concern is over set C. 

My issue is that the impact of the (deceptively simple) edits in Annex C by TGI  totally revise the normative operation of all the 802.11 functionality contained in set C – which is precisely the set 802.11 functionality that TGi was NOT charted to change. The removal of the normative status of annex C for non-TGi functionality creates large, unknown, un-reviewed (did any TGi SB reviewers read TGi to see what the impacts on Set C functionality were? I doubt it.) changes in the specified operation of 802.11.

This is not acceptable to this reviewer and my vote will have to be Disapprove until this is resolved to my satisfaction. 

All the rest of the TGi response to my review comment (see below)  are essentially arguments about why TGi should not have to have to create SDL for TGi operation. We could argue that point – I choose not to do so in my LB comments. 

The ammendment describes it's normative changes in text.
There is no evidence that the lack of a formal description in Annex C makes any difference in practice. 
Indeed, the evidence is to the contrary. The text of the TGi draft is sufficiently detailed and complete as to permit independent implementations. This claim may be verified by empirical observation. 
Wi-Fi Protected Access (WPA) is  based on an earlier version of the TGi draft, D3.0. Tgi draft D3.0 was sufficiently detailed to permit independent interoperable implementation of 802.1X supplicants from 4 different vendors, RADIUS servers from 2 different vendors, station NICs from 9 different vendors, and access points from 4 different vendors. 
This claim may be verified by consulting http://www.wi-fi.org/OpenSection/Certified_Products.asp.
Aside from key caching and incorporation of the group key into the 4-Way Handshake, the changes to the TGi draft after D3.0 have been exclusively to clarify text, not add new features. This means can we expect the current draft is more easily implemented than D3.0, which has already led to successful independent interoperable implementations. 

Furthermore, 802.11h was approved without any changes to the formal description in Annex C, and IEEE 802.3 has removed Annex C completely, indicating that IEEE 802.11, 802, and RevCom all believe that updates to the formal description are not necessary for correct and interoperable implementations of the standard. TGi therefore rejects comment 336 of 03/659.

Bagby Technical Disapprove, issue 3:
Poor standard language
I don’t know what to think here – in the spread sheet provided with the recirculation notice there is no response from TGi to this comment I submitted – all the response columns are blank.

I gave a general comment about quality of the draft and illustrated the concern with two specific examples. The examples at least appear to have been edited.

Bagby Editorial Disapprove, issue 4:

Reject; unclear what changes the comment requires in the draft
The review comment specifically asked TGi for some information. To simply ignore the request and blow it off as “unclear what changes the comment requires in the draft” is, well “rude” seems to be the right word. If the comment was unclear to the group, my expectation was that the group would have contacted me to get clarification - to the best of my knowledge no one tried to do so.

I guess I’ll try this again…

After giving some background justification for the information request, I asked:

“As TGi has strengthened the cryptography used within 802.11, what has the TG learned about the export status of a TGi implementation, and does the export status have official standing from the US government?”

I still would like to know what TGi knows about export impacts of the TGi changes to 802.11. I can not make an informed decision about approval of TGi without some insight into this topic.

I ask again: What can TGi tell me about the expected export impacts of TGi on 802.11 products from the U.S.?

--------

I am sorry to say that based on the TGi responses to my review comments to date, my vote must remain “disapprove”.

David Bagby
Included for reference to accompany TGi Sponsor Re-circulation ballot 1:

The Comments to accompany Disapprove vote on P802.11i Draft 7.0 sponsor ballot.

David Bagby

Calypso Consulting

17-Dec-2003

The following are the primary reasons I have had to vote “Disapprove” for this ballot. Acceptable correction of these issues would be required to change my vote to “Approve”.

Technical Disapprove, issue 1:

Authentication and Association sequence

TGi has made a major change to the operation of the 802.11 MAC which I believe to have been unnecessary to accomplish TGi’s goals for enhanced security. Unfortunately, the change causes additional problems for other work going on within 802.11.

A short TGi history (as I understand it):

I the early days of TGi (back when it was still part of TGe) the group explored using 802.1x for authentication. This authentication approach lead to some thinking that Association had to be competed (in order to pass info to 802.1x) before Authentication was possible – leading to the reversal of the Authentication and Association sequence given in the MAC state machine diagram (figure 8, 2003 edition of 802.11). 

As work progressed in TGi, the 802.1X facility was moved from above the MAC SAP, to below the MAC SAP (as currently shown on page 13 of the 7.0 TGi draft). 

However, for some reason, the authentication mechanism for an RSN is still performed AFTER Association. This reversal effectively collapses states 2 and 3 (of figure 8) into one state for stations in an RSNA.

This creates several serious problems – 

a) Class 1 and Class 2 distinction loss:

It is no longer possible to tell the difference between Class 1 and Class 2 frames. Yet none of the language about the state diagram or the expected behavior for frames by class has been revised by the TGi Draft. Technically, with TGi’s changes it appears to be impossible under TGi to get from state 1 to state 3 – hence a station can never be Associated.

b) Only Class 3 protected:

No protection is provided by TGi for anything other than Class 3 frames. I suspect that TGi did not think this was important as the group probably only thought of the class 2 management frames for Authentication and Deauthentication (since TGi does not appear to intend to utilize these management frames, they may have perceived that this does not matter). However it does matter… as it is important for Class 2 frames to be protected.

c) No Pre-authentication:

The ability to pre-authenticate to multiple APs is no longer possible with TGi. Since authentication can only occur after association, it is impossible to be authenticated to multiple APs. The fact that a STA can only be associated to a single AP at any given instant prevents multiple authentications for and RSN. This impairs roaming abilities as authentication cannot be set up prior to a Reassociation. 

I believe that this will be a serious limitation for the new fast handoff group and that TGi should not reduce Reassociation abilities as a side effect.

d) Action frames etc:

The apparent loss of state 2 (authenticated state) for an RSN means that there is no protection provided by TGi for any frames of class < 3. This includes the action frames defined by 802.11h. 

Other TGs are also about to be, or are in process of, inventing new Class 1 and/or 2 frames;

Examples are:

TGk: for RR measurements,

Mesh SG: (I suspect) to set up and maintain a mesh, 

Fast handoff group: to set up context and SA before handoff, 

Proposed managed services group: many services talked about would be system level and likely to be done between authenticated (i.e. identified with and ESS) stations. 

Each of these groups are (or are likely to want to) desire to utilize frames of classes 1 or 2. Unfortunately, all such frames are unprotected by TGi. 

This would force those groups to either 

1) Accept the risk profile that comes from using unprotected frames (a high security risk in some cases) or 

2) Invent a TG specific security mechanism for the TG frames (resulting in a mish mash of potentially incompatible security mechanisms for 802.11).

The obvious (and I think simplest) solution to this situation is to put the order of Authentication and Association back to the usual industry sequence of Authentication before Association. It is imperative that there remain a distinct “authenticated” STA state as this would allow the TGi security mechanisms to be used for all “post-authentication” frames. This would be a huge functional improvement over the TGi draft 7.0 functionality, and would be of great benefit to the work of multiple other 802.11 task groups.

I see no technical reason this can not be done – in fact I am aware of TGi conversations where the use of management frames was considered to implement the proposed authentication mechanisms. I have heard that the reasons this approach was not taken were not technical but political (e.g. certain companies did not want to change preliminary TGi implementations they had already started). Assuming what I have heard to be true, I believe that the problems caused by this fundamental sequence issue should far outweigh the cost associated with the early implementation risks voluntarily taken by some companies. I note that the same 4 way authentication handshake used by TGi could still be employed (perhaps carried in newly defined management frames if need be). 

TGi resolution requested:

To consider changing my vote to Approve on this topic it will be necessary for TGi to maintain the distinction of an authenticated state, one that is prior to and separate from the Associated state; and for the TGi security enhancement mechanisms to be applicable to frames allowed after authentication (currently loosely referred to as Class 2 frames) as well as the class 3 frames currently protected by the TGi draft mechanisms.

[Task Group Response] To the TG, it appears this is a difference of opinion around what architecture should be adopted. IEEE 802.11 TGi voted to adopt IEEE 802.1X, in order to minimize the amount of work that had to be done and to minimize the duplication of work with other WGs; the TG also.  IEEE 802.1X requires that authentication be encapsulated in data frames.  TGi analyzed the issues relating to pre-authentication and protection of Class 2 data frames very thoroughly (for example, see submission 11-02-389r1-I, “802.1X Pre-Authentication”).  Let us examine each of the comments in detail:

Class 1 and Class 2 distinction loss. IEEE 802.l1i does not eliminate 802.11 authentication as specified in the 1999 standard. In fact, 802.11i requires 802.11 authentication as defined in the 1999 standard. Aside from shared key authentication, 802.11i has not removed any functionality.

Only class 3 frames are protected.  IEEE 802.11 never imposed any requirement for protecting anything but class 3 data frames. In making this determination, IEEE 802.11 TGi analyzed the issues relating to protection of class 2 frames thoroughly and determined that the required changes could not be easily implemented and were outside the scope of the PAR. 

In order to be able to protect class 2 frames consistently, it would be required to support 802.1X Class 1 data frames (e.g. ToDS=0, FromDS=0) sent within State 1.  However, IEEE 802.11 does not permit the sending of Class 1 data frames within an ESS, only within an IBSS.  The IEEE 802.11 TGi PAR did not permit making such a change to the specification and so this modification was out of scope.  Moreover, discussions within the Task Group disclosed that the ability to run Class 2 frames through the encryption/integrity engine was not widely supported.  Due to these issues, the overwhelming majority of the input from the larger WG was for IEEE 802.11i to not protect other classes of frames. Hence, protections for class 3 data frames only became the design center. 

If the requirements have now changed, this is the proper subject of a new PAR.

No pre-authentication. The IEEE 802.11i pre-authentication mechanism is defined explicitly in Clause 8.4 of the draft.  This mechanism is allows a STA to authenticate to multiple APs. 

No action frames. Action frames are not defined in the base standard which IEEE 802.11i amends, so providing support for them is outside the scope of the PAR. It is mechanical to extend the IEEE 802.11i framework to support action frames, and this work may be safely undertaken by any other IEEE 802.11 Task Group. Indeed, it is the responsibility of all other Task Groups within IEEE 802.11 to utilize IEEE 802.11i to protect any enhancements they make to the MAC, because otherwise it would be impossible for any TG addressing security to finish its own work.

The TG believes that the commenter’s concerns can be best addressed in a new PAR, such as 802.11 TGr.

Technical Disapprove, issue 2:

Annex C formal description

The changes proposed by TGi to Annex C are unacceptable to this reviewer as he understands them.

The single line that changes the SDL to apply only to 2 clauses is a HUGE change to the 802.11 specification. As the (2003 edition) SDL is normative, restricting the SDL to apply only clauses 8.2.1 and 8.2.2 is a large and unknown change to the 802.11 specification. This effectively changes the technical content of the standard in unknown and unspecified ways. Every place the text and SDL disagree, the SDL used to take precedence, now it would not. 

TGi was charted to enhance authentication and security mechanisms of the 802.11 MAC. TGi was NOT charted to make sweeping, unknown and unspecified changes to the MAC operation. I believe that the attempt to avoid updating the SDL to specify TGi operation results in changes that are clearly outside the scope of the TGi charter.

To change this reviewer’s vote on this topic, it will be necessary for the TGi group to provide updated SDL content for Annex C.

[Task Group Response] IEEE 802.11 TGi made a very conscious decision to not update the SDL in Annex C. The justification for a complete SDL is to enhance interoperability. However, IEEE 802.11i has demonstrated that interoperability is achievable via another route, viz., interoperability testing used as feedback to the TG. Through plugfests conducted under the auspices of the Wi-Fi Alliance, participants of IEEE 802.11i have demonstrated that the mainline text is sufficient to build multiple, independent interoperable implementation. To date WFA has certified the interoperability of 58 different implementations of the WPA subset of 802.11i.

Other IEEE 802.11 TGs have made the same decision as IEEE 802.11 TGi. The reasons why they have made this decision are (a) few people perceive the SDL as being maintainable, because of SDL’s limited modularization support, and (b) there have been no volunteers to produce any SDL (none of the commenters asking for SDL have responded to WG pleas to produce SDL). We also note that other IEEE 802 WGs (e.g., 802.3) have long ago abandoned SDL as an unnecessary encumbrance to evolution of their standards.
Technical Disapprove, issue 3:

Poor standard language

In multiple places the TGi draft is written with inappropriate language for a standard document. As I expect the sponsor ballot process to result in significant changes to draft 7.0, I have not listed each occurrence noticed during review reading. Rather, I suggest that the TGi and 802.11 WG editors need to make a pass thru the TGi draft to clean it up.

For illustration, I offer the following examples:

a) There seems to be a misconception used throughout the document that a STA is separate and distinct from an AP. That is incorrect. In 802.11 an AP is defined to contain a STA. Thus messages between a STA and an AP are really messages between two STAs. For example, figure 1 in 5.9.2 of the TGi draft should be labeled as two STAs - not one STA and one AP.

b) In section 8.4.3 the phrase “…is grounds for..” is used. This is not proper standards language. It needs to be replaced with something like “a message without an X shall be rejected”. 

[Task Group Response] In regard to point a), the commenter is incorrect. The draft contains numerous phrases such as “STAs (including APs)” that explicit acknowledge that APs contain STAs. The cited diagram appears in a informative clause intended to aid in understanding the overall architecture, and the language “AP STA” appearing in the diagram was intended to underscore the fact that an AP does contain a STA.

In regard to comment b), we find it an entirely appropriate comment. However, this language does not appear in draft 8.0, so has already been addressed in resolving comments on a Letter or Sponsor Ballot dealing with a prior version of the draft.
Editorial Disapprove, issue 4:

This issue is a information request from the reviewer - When 802.11 was first published, the WG went to significant effort to determine that the encryption mechanisms contained in 802.11 were legally exportable from the U.S. Significant work was done with representatives of the NSA and the Commerce department to verify this status prior to approval by the Sponsor group and publication by IEEE. 

As TGi has strengthened the cryptography used within 802.11, what has the TG learned about the export status of a TGi implementation, and does the export status have official standing from the US government?

[Task Group Response] Participants in IEEE 802.11 TGi have verified that the cryptographic algorithms specified are exportable under current U.S. Government export policy. This work has been the task of individuals instead of TGi itself, as export control is outside the scope of the IEEE 802.11i PAR. The IEEE 802.11i PAR only authorizes the TG to develop an amendment to improve IEEE 802.11 security at the MAC level, not to deal with regulatory issues of any sort. Hence it would have been inappropriate for IEEE 802.11 TGi itself to investigate the topic of export control, particularly since regulations vary widely among the different nations of the world. Implementers are advised to seek export control opinions from their own legal counsel.
Daniel Bailey (Sponsor Ballot)
	Comment
	Proposed Change
	Resolution

	CCM suffers from three efficiency flaws, as noted in http://www.cs.ucdavis.edu/~rogaway/papers/ccm.pdf.  The most notable of these is that CCM can't begin to process data until all data has been received. 
	I will change my vote to yes if my other comments are satisfied and AES-CCM is replaced by a better mode of operation such as EAX.  EAX is defined in http://www.cs.ucdavis.edu/~rogaway/papers/eax.html, and is likewise patent-free.
	Rejected: The TG has selected and reviewed AES-CCMP as the mandatory to use cipher suite. Cipher suite selectors are available for vendor extensions, so that additional ciphers can be added to the protocol as specific needs arise. In addition, we have been told by NIST that CCM will be an approved FIPS mode. We do not have such assurances regarding EAX.

	The standard currently requires too many frames to be exchanged to support vehicle to vehicle, vehicle to roadside, and voice-over-IP applications.
	I will change my vote to yes if my other comments are satisfied and the standard is updated to include a method to support efficient roaming of stations from one access point to another, such as that suggested by William Arbaugh, et al.
	Rejected: The ammendent includes pre-authentication to address roaming. Also, a distinct task group has been created to resolve this issue.

	The current draft offers the minimal suggestion that devices in an ad hoc network could pre-share keys.  But that doesn't appear to robustly support both peer to peer and group keys.
	I will change my vote to yes if my other comments are satisfied and the standard offers a robust solution for key establishment and management in ad hoc networks.  A better solution would be adopt an ad hoc security model similar to 802.15.3 where one peer device adopts the role of Key Distribution Center or "Security Manager" for group keys.  Naturally, this topic can't be thoroughly treated in a comment like this, but the idea is that the Security Manager shares a symmetric management key (or Key Encrypting Key) with each peer and is responsible for changing and distributing the group key when the composition of the group changes.
	Rejected: The proposed IBSS solutions, including both PSK and 802.1X EAP authentication do support unicast and group keys. See clauses 8.4.4, 8.4.9 and 5.9.3.


Michael Fischer (Comments addressed in draft 9.0)
	Comment
	Proposed Change
	Resolution

	Comments from first SB vote
	
	Accepted

	The new figure 27 does not include the definitions of bits 5, 6, and 7 which appear in IEEE Std. 802.11-1999 (reaff 2003).  It is improper to remove preexisting functionality, especially in a case where the functionality being removed does not have any direct relevance to the security enhancements which are the subject of the TGi PAR. 
	Base the update to figure 27 on the version which appears in 802.11-1999 (reaff 2003), changing the definition of bit 4 to "protected" and leaving the remaining bits unaltered.  Make the text above the figure refer to all of the non-reserved bits shown in figure 27.
	Accepted

	The numbers on the bold subheadings on lines 3, 7, 15, and 21 should correspond to bit numbers or be removed.  The subfield name on line 14 should be consistent with the designation under B1 of Figure 10.  In Figure 10 the "Replay Counter" subfield should be shown as a single 2-bit field, not as 2, 1-bit fields with the same name, a better name would be "Number of Replay Counters" given the description in lines 16-20.
	Stated in comment.
	Accepted

	The updated reference model drawing includes a small, unlabeled rectangle below the MAC_SAP and above the pair of side-to-side rectangles labeled as the 802.1X Uncontrolled and Controlled ports.  This rectangle either represents a functional element of the reference model, and should be labeled, or is a drawing artifact that shold be eliminated
	Correct the reference model drawing either by labeling the rectangle in question or by removing this rectangle.  In the former case, the rectangle presumably is the location where the determination of which 802.1X port is the destination/source of MSDUs to/from the MAC-SAP gets made.  In the later case, it is necessary to clarify whether there are one or two logical entities corresponding to the "MAC-SAP" for the two ports.
	Accepted

	There is a reference here to the STA with the "higher MAC address" which is not a well-defined concept because IEEE Std 802.0 defines the MAC address as a string of 6 octets, not as a numeric quantity with positional weighting of the values in the various octets.
	Specify, either here or in an appropriate location in clause 8 or clause 11, how the comparison of the MAC address is to be accomplished so that the notion of "higher" will be interoperable between independent implementations.
	Accepted

	"These frames types shall be checked to verify that the frame body is null, and, if not discard the frame without indication to LLC." is not functionally useful, because it implies that if the frame body IS NULL the frame will be indicated to LLC.  In fact, the Null subtype, and the CF-subtypes that include "(no data)" are for use in frames generated WITHIN THE MAC SUBLAYER, and are NOT generated in response to MSDUs passed down at the MAC_SAP.  Therefore, NONE of the Null and "(no data)" frames are ever indicated to LLC.
	Replace this final sentence with a statement of what is necessary regarding the enhanced security function.  Perhaps something like "Frames of these subtypes shall never be indicated to LLC, and any non-null frame body contents are discarded by the receiving MAC entity." 
	Accepted

	"... and to begin using them as indicated." leaves the time at which this usage begins unstated.  In particular, this does not give any clue as to what is done with any MSDUs which have already been provided for transmission at the MAC_SAP, but have not yet been transmitted.
	Clarify whether the effect of the set keys function applies to MSDUs already within the MAC, or only to MSDUs submitted at the MAC_SAP after issuance of the MLME-SETKEYS.confirm.
	Accepted

	"KeyDescriptors" is ambiguous, because the same designation is used for a very different parameter record in 10.3.11.1.2.
	Use a unique name for the parameter in the MLME-DELETEKEYS.request.
	Accepted

	The Descripton given for the Address value in the KeyDescriptor seems to have been copied from an earlier table, such as the one on page 118, and refers to other items such as "key type" which is not present in this parameter table.
	Reword the description to match with the parameter and primitive to which they apply.
	Accepted

	The effect of receipt mentions deletion of group keys, but the address in the address parameter below line 13 on this page states that the valid range for addresses are "individual MAC address" so it is unclear how a group key can be deleted using this primitive.
	Clarify or correct the mention of deletion of group keys.
	Accepted

	"...cannot be reset via the MLME interface."  This is probably not correct -- at least in the case of an MLME-RESET.request.  What is probably meant here is that once set this cannot be reset by a subsequent MLME-SETPROTECTION primitive, or possibly that once set this cannot be reset by anything that leaves other MAC association/authentication state intact.
	Clarify.  If the intent is that this setting really does persist beyond MLME-RESET.request then add the necessary normative description of how a MAC entity with this set behaves after issuance of MLME-RESET.confirm. 
	Accepted

	"...the only protocol stack attached to LLC for this address will be IEEE 802.1X ..." needs either to be normative "shall be" or to appear in an informative note rather than as an unclear "will be" with no indication of how, or by which entity, this is enforced.  Also, in several other places there is the statement that other protocols "might" use the uncontrolled port, so the "will be" appears to be in conflict with those statements.
	Clarify the intent. If the intent is normative, state using  a "shall be."  If the intent is to describe typical/expected behavior, use an informative note.
	Accepted

	By unconditionally setting the authentication state of the old AP to 2 before completion of the reassociation sequence, the station is necessarily unassociated at the end of an unsuccessful reassociation attempt.  It is unclear why this is necessary -- if the station was attempting reassociation with a new AP of the ESS in order to achieve better signal quality, for example, there should not be a problem with the station remaining associated with the old AP if the new attempt is rejected (at least for non-security reasons such as the new AP being too busy to accept an additional associated station).
	Either clarify why an unsuccessful reassociation attempt has to leave the station unassociated with the old AP, or limit the change of state for the old AP to successful reassociation, or limit the change of state to an appropriate set of security-related causes.
	Accepted

	The unconditional setting of the state variable to 2 could actually promote this state if the state had previously been set to 1 by receipt of a Deauthenticate frame.
	State the the state variable is set to 2 if and only if the initial state variable was >=2.
	Accepted

	There appears to be no provision here for an MLME-DISASSOCIATION.request being issued by an SME at the AP.  Is there a reason for omitting such?
	Clarify the reason for omission or add the procedure when the disassociation is initiated by the SME at the AP.
	Rejected: Clause 10.3.8 only describes disassociation initiated by the STA and not by the AP.


Adrian Stephens (Sponsor Ballot)
	Comment
	Proposed Change
	Resolution

	The reference model is inadequate because it obscures interaction between mechanisms defined in this draft and elswhere:  1.  The interaction between the distribution service (identified to be an 802.11 service) and the security mechanisms is not clear.  Is the distribution service above or below the 802.1x components?  This makes a big difference!   2. The relationship between TGe block ack reordering process and the TGi replay protection mechanism needs normative definition somewhere. 

While there was no normative behaviour dependent on the location of the distribution service, we could fudge the issue and wave our hands.  This is no longer the case.
	Provide two diagrams,  one is similar to the current figure and shows the interfaces of the MAC to external entities.  The other shows MAC internal structure where this structure affects the normative behaviour of the MAC (such as in the interaction I describe).  

Add an entity or clearly locate the distribution service.
	Rejected: This comment has two parts. The first part we will accept and alter our figure to show the DS (which, by the way, was not depicted in the original Figure 11 which we are updating). For the second part, while commenter is correct, the Tge specification is not an approved standard, so cannot be referenced by the TGi draft. The only possible place for any normative text dealing with such a TGe feature is in the TGe draft

	"However, a given protocol may need to bypass the authorization function and make use of the IEEE 802.1X Uncontrolled Port. "
Where is the interface defined to support this behaviour?   I see no SAP defined in our architectural model that supports it.
	Remove statement or add 802.1x management SAP with interface that supports this behaviour.
	Accepted

	"IEEE 802.1X authentication utilizes protocols above the MAC".  This is not consistent with the reference architecture that shows 802.1x entities living below the MAC SAP.
	Replace "above the MAC" with a reference to where the protocols are defined.
	Accepted

	"MAC layer authentication is optional in an RSNA IBSS."  The reference architecture shows 802.1x to be within the MAC layer, and 802.1x is a requirement of RSNA.  Therefore the statement is false.
	Replace statement with something about Open System and WEP authentication are optional in an RSNA.
	Accepted

	There are multiple references to "MAC layer authentication".  As the 802.1x entities are shown by the reference architecture to below the MAC SAP, and therefore within the MAC layer,  it is reasonable to infer 802.1x authentication to be MAC layer authentication.
	Find a better term that is not misleading and use it consistently.  Do a global search to identify all uses of this terminology and fix them all.
	Accepted

	"If this
default is not acceptable to one party or the other, data frames shall not…".   The language makes this a normative requirement - but it is unclear whether the sender or the receiver is responsible for this.
	Either turn this into an informative note, or make it unambiguous which end and which entity within that device is responsible for implementing the defined normative behaviour.
	Accepted

	"The AP performs the Authenticator and, optionally, the
Supplicant (for a WDS)".  

This just opens up a whole worm of cans.  What is the reference architecture for a device that uses WDS frames:  1.  As a STA,  2. As an AP.     The point is that a device that provides range extension must act both as a non-AP STA and an AP.   So it must act as a supplicant in its role as a non-AP STA, but never acts as a supplicant in its role as AP.
	Remove any mention of WDS.
	Accepted

	"IEEE 802.1X authentication frames are
transmitted in IEEE 802.11 data frames" - implying that 802.1x sits above the MAC DATA SAP,  contrary to the reference architecture picture.
	Either 802.1x is above the MAC DATA SAP or it is not.   Select one and make the necessary architectural modifications (e.g. defining exposed interfaces) so that this document is consistent in this regard.

Note, placing 802.1x below the MAC SAP creates a layer violation - i.e. an entity below the MAC SAP interprets the contents of SDUs transported across the MAC SAP.  This layer violation earns my automatic no vote.
	Rejected: This comment has two parts. The first part we will accept and alter our figure to show the DS (which, by the way, was not depicted in the original Figure 11 which we are updating). For the second part, while commenter is correct, the Tge specification is not an approved standard, so cannot be referenced by the TGi draft. The only possible place for any normative text dealing with such a TGe feature is in the TGe draft.

	"However, a given protocol may need to bypass the
authorization function and make use of the IEEE 802.1X Uncontrolled Port.".   How is this "given" - i.e. what are the interfaces to define this.
	Remove the comment or define the management interface.
	Accepted

	The message sequence charts should conform to some recognised syntax and semantics, like ITU-T Z.120.  In particular,  reference to Sub-diagrams and change of state (i.e. controlled port blocked).
	Modify MSCs to conform to the syntax and semantics of Z.120.
	Rejected: Z.120 is not required for IEEE 802.11 standards. See 802.1X. The complexity of the charts does not require capabilities of Z.120. 

	"Supplicant sends the EAPOL-Start message … This is shown in Figure 2."  No it isn't.
	Show the EAPOL-Start message or modify the quoted text.
	Rejected: The sentence "This is shown in Figure 2." is referring to the previous sentence, not the sentence which includes the phrase "the STA‘s Supplicant sends the EAPOL-Start message".  Note that either the EAPOL-Request is sent *or* the EAPOL-Start is sent as stated in bullet item 2; "the AP’s Authenticator sends the EAP-Request (shown in Figure 2) or the STA‘s Supplicant sends the EAPOL-Start message".  Only the EAPOL-Request message case is shown in Figure 2 as indicated.

	This figure goes some way towards addressing issues I raised in the reference architecture.  There are two problems with it:  1.  No mention of Block Ack reordering;   2.  It is necessary to normatively describe the order in which various processes are performed - and this is an informative diagram.
	Make the figure normative,  or create a textual description of the relative ordering of these processes and make that normative.

Add block ack reordering process at the appropriate location.
	Accepted

	"dor11RSNAEnabled" 
	change to dot11RSNAEnabled
	Accepted

	The informative note is presumably there to provide forwards compatibility for 802.11e block ack.   However, as it stands it is not adequate because you cannot change the normative behaviour in an informative note.
	Add a normative statement that replay protection is performed after any re-ordering required by ACK processing.  There is no such reordering in the current 802.11 standard, but this requirement provides for compatibility with future ammendments to 802.11 that may result in out-of-order reception of MPDUs.
	Accepted

	I applaud the attempt to include 802.11e.  However the specification is incomplete as to whether the entire QC field, or only certain fields within it should be protected (i.e. some fields may change in retransmissions of the same MPDU).
	If we are trying to protect the MPDU priority, I suggest this is called out specifically.  Otherwise we end up trying to protect things like Ack Policy that are not relevant to security.

It is not immediately clear how this section relates to 8.3.3.5.  Is the processing described there how to format the QC field before being used as descriibed in this section?
	Accepted

	Subclauses of this informative subclause use the "shall" word, which is reserved for use in introducing normative requirements.
	Edit language so that there is no "shall".
	Accepted

	The conventional understanding of a primitive is that requests and responses are sent into the SAP from its client,  and a SAP emits confirms and indications.

This "indication" is sent down into the MLME SAP from its client (the SME).  Score 1 for ingenuity,  score 0 for compliance to accepted norms.
	Change this to a request.
	Accepted

	"The MAC is notified that the SME has received a Michael MIC Failure Report.".

After I picked myself off the floor from unavoidable mirth,  I wondered if this was a joke or not.

Either there is a normative requirement for handling this primitive, in which case this subclause should reference clauses defining the normative behaviour.

Or there is no normative behaviour associated with this primiting,  in which case the primitive should be removed.
	Remove the primitive.
	Accepted

	The "effect of receipt" for all requests should reference clauses that define the normative behaviour of the MAC in response to these events.
	Add references and move any normative behaviour defined in this clause into the sublayer management clauses.
	Rejected: The text in the “effect of receipt” clauses in the base specification provide a summary of the expected behavior, and does not refer to previous clauses. Usage in this document is consistent with the base specification.

	If the Key Data field of the 3rd message of the 4-Way Handshake is used to publish the GTK to the STA, what does the RSC field from this message refer to? The PTK or the GTK? This is not specified.
	It seems like there are only two possible resolutions.

Resolution 1 is to declare that the PTK always begins its sequence space at some well-defined value, e.g., 0, and the RSC then gives the current sequence number for the GTK.
Resolution 2 is to declare that the RSC gives the PTK sequence space, and a sequence number for the GTK has to be added as a new subfield of the Key Data field.
	Accepted
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